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ABSTRACT IN ENGLISH

Medical Imaging technology is a set of tools and methods that has been playing a vital

role in medicine in the last few decades. It offers fundamental information about the

human anatomy and organs, which helps in the early detection of some diseases.

Retinal imaging is one such tool that takes a digital image of the retinal fundus of the

eye, which is the inside or back surface of the eye [3]. Through retinal fundus images,

specialists have the ability to extract various data related to the retina, blood vessels

and the optic disk among others, which makes it a very significant and efficient way to

detect eye diseases in early stages. Though ophthalmologists can be precise at

predicting which diseases are related to a given retinal fundus image, the human factor

often leads to errors or inaccuracies, and having a helper tool at hand would

undeniably provide great assistance to all eye specialists.

The aim of this capstone project is to develop a pipeline that would automate the

detection and identification of eye diseases based on retinal fundus images. This

process is conducted in three phases: (i) Collection of a dataset of high quality retinal

fundus images on which feature extraction and classification will be performed, (ii)

blood vessel extraction where the retinal fundus images are pre-processed, segmented

and post-processed using a computerized thresholding technique [1], (ii) classification

of the extracted blood vessels using different classification approaches [4].

Developing such an automated pipeline would allow physicians to have a strong and

accurate foundation upon which they would base their judgement and correctly

classify and identify the diseases if any. This would not only help physicians make

more accurate decisions but also help them do so in a much faster and more efficient

way, which could potentially save lives in case of a dangerous disease.

Keywords: retinal fundus, medical image processing, segmentation, blood-vessel

extraction, disease, classification, feature extraction.

iv



ABSTRACT IN FRENCH

La technologie de l'imagerie médicale est un ensemble d'outils et de méthodes qui

jouent un rôle essentiel en médecine depuis quelques décennies. Elle offre des

informations fondamentales sur l'anatomie et les organes humains, ce qui aide à la

détection précoce de certaines maladies. L'imagerie rétinienne fait partie de ces outils

qui prend une image numérique du fond de l'œil, c'est-à-dire de la surface intérieure ou

arrière de l'œil [3]. Grâce aux images du fond de la rétine, les spécialistes sont en

mesure d'extraire diverses données relatives à la rétine, aux vaisseaux sanguins et au

disque optique, entre autres, ce qui en fait un moyen très important et efficace pour

détecter les maladies oculaires dans un stade précoce. Bien que les ophtalmologistes

soient capables de prédire avec précision quelles maladies sont liées à une image

rétinienne du fond de l'œil, le facteur humain est souvent à l'origine d'erreurs ou

d'imprécisions, et le fait de disposer d'un outil d'aide serait indéniablement d'une

grande utilité pour tous les spécialistes de l'œil.

L'objectif de ce projet est d'automatiser la détection et l'identification des maladies

oculaires à partir d'images du fond de la rétine. Ce processus se déroule en trois phases

: (i) la collecte d'un ensemble de données d'images du fond de la rétine de haute qualité

sur lesquelles l'extraction de caractéristiques et la classification seront effectuées, (ii)

l'extraction des vaisseaux sanguins où les images du fond de la rétine sont prétraitées,

segmentées et post-traitées en utilisant une technique de seuillage informatisée [1], (ii)

la classification des vaisseaux sanguins extraits en utilisant différentes approches de

classification [4].

Le développement d'un tel pipeline automatisé permettrait aux médecins de disposer

d'une base solide et précise sur laquelle ils pourraient fonder leur jugement et classer et

identifier correctement les maladies, le cas échéant. Cela aiderait non seulement les

médecins à prendre des décisions plus précises, mais aussi à le faire de manière

beaucoup plus rapide et efficace, ce qui pourrait potentiellement sauver des vies en cas

de maladie dangereuse.
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1 INTRODUCTION

Medical imaging technology has become an integrated part of the medical diagnosis in

today’s world. The panoply of tools it encompasses make modern medicine much

more accurate, precise and efficient than it ever was. Ever since its introduction,

medical imaging, and retinal imaging specifically has been extensively used among

the eye care specialists and ophthalmologists as it helps them identify several diseases

at early stages. Retinal imaging basically consists of pointing a special fundus camera

through the pupil to the back of the eye and then taking a picture [5]. These images

help physicians have a better look at the eye’s internal organs, such as blood vessels, in

order to assess the situation and find potential diseases. Looking at the eye’s internal

organs through a retinal fundus image can be a hefty and challenging task to perform.

Although eye care specialists are trained to do so, there might be some cases where the

inaccuracy of the specialist’s naked eye and the human factor may interfere with the

ophthalmologist's proper evaluation of the situation, which may lead to serious errors

in judgement and eventually dangerous consequences for the patient.

In order to solve such problems, or eventually diminish the number of errors that may

lead to health threatening consequences, this capstone project introduces an automated

process to help physicians make well-founded decisions in a more accurate, quicker,

and more efficient manner. The suggested set of tools helps assist the human factor

and guide eye care specialists towards potential judgements and evaluations which

might go unnoticed, it would also help make the disease identification process much

faster. Doing so would allow ophthalmologists to look at more cases per day and

significantly reduce the number of false negatives and false positives as far as disease

identification is concerned. This also means that eye care specialists would have a

lighter workload, and their job could potentially shift from doing both the

identification and assessment steps to the supervision and monitoring of the machine

or software that processes and  classifies the retinal fundus images.

Achieving such a project requires a pipeline of tools that process a given retinal fundus

image, then classify it into one of many categories (i.e healthy or not healthy). The
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pipeline described by this capstone project can be split into several sections and

subsections according to their precedence in the pipelining process. Given that one of

the most important aspects to look at when analyzing a retinal fundus image and trying

to identify a potential disease is evaluating the state of the eye’s blood vessels, the two

main phases of this pipeline’s process are: (i) Blood Vessel Extraction, and (ii)

Classification of the extracted blood vessels. These two phases are preceded by a

dataset gathering phase, where several high quality retinal fundus images were

collected in order to undergo feature extraction and classification. This image

gathering was done by going through a set of publicly available retinal fundus

databases such as the Standard Diabetic Retinopathy Database and the Digital retinal

images for vessel extraction (DRIVE). In order to complete a successful blood vessel

extraction based on a retinal fundus image, the image needs to be pre-processed,

segmented and post-processed. The pre-processing phase where the image is enhanced

will use Contrast Limited Adaptive Histogram Equalization (CLAHE) in order to

increase contrast and a median filter to reduce noise, while the segmentation phase

will mainly rely on an adaptive thresholding technique called mean-C thresholding in

order to extract the blood vessels. Finally, in the post-processing phase, morphological

cleaning will be used in order to clean up the isolated pixels [1]. The second phase

concerns classification of the extracted blood vessels. This phase heavily relies on

different classification algorithms such artificial neural networks, and k-nearest

neighbours. If time permits, the classification will be done using those different

algorithms, then, a comparative study will be done in order to evaluate the most

accurate alternative among those two.

In order to implement this pipeline, many technologies, programming languages and

libraries will be used. These technologies include Python as a programming language,

the Python Image Library (PIL), the NumPy module, the Computer Vision python

library (CV2), Sci-kit Learn module, and Keras framework for image classification.

This report will give a detailed description of the tools and techniques used for image

pre-processing, segmentation, post-processing and classification, and will further

explain the usage and importance of the algorithms in use.
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2 STEEPLE ANALYSIS
The following describes the STEEPLE analysis of this project. An overall description

of its impact on the seven STEEPLE facets will be detailed as follows:

2.1 SOCIAL IMPACT
Implementing such a project would have a huge societal impact, because retinal

fundus images can help with the early identification of several diseases such as

diabetes, which is a serious cardio-vascular chronic disease that can lead to death.

Having a reliable tool that accurately classifies retinal fundus images and identifies

specific diseases will actually help save the lives of many individuals in our society.

The social impact of this project also considers the fact that many physicians, and

ophthalmologists especially can work for several hours a day, which implies that they

often get exhausted at work and might not be at their best physical or mental abilities

throughout the whole day. This project would not only allow them to assess the

individual cases faster, but also more accurately in a more consistent way. It offers the

luxury of being fast and being accurate at the same time.

2.2 TECHNOLOGICAL IMPACT
Several existing projects and papers tackle the blood vessel extraction part, which

mainly concerns image pre-processing, segmentation and post-processing. Many

others cover the methodology and approach to classify already extracted and

segmented blood vessels. Combining these two individual parts as one automated

process, as done in this capstone project, would count as an improvement on those

previously mentioned methods, and improve the technological aspect of the medical

field as this pipeline can be treated as a fully automated blackbox that identifies

diseases based on retinal fundus images. In fact, most projects I have looked at when

trying to start such a project were about the ways of extracting blood vessels in a

quicker and more precise manner, either be it using thresholding techniques, machine

learning techniques or other techniques. Another segment that I frequently

encountered while doing my research was the classification of already processed

retinal fundus images with, most of the time, manually extracted blood vessels.

3



Combining those two ideas into one pipeline is really what makes this project unique

as far as the technological aspect is concerned.

2.3 ECONOMIC IMPACT
Identifying diseases has always been a human job, only physicians and eye care

specialists are qualified enough to judge whether a person has a specific disease or not.

This means that ophthalmologists have to be trained for several years, only then can

patients seek, and pay for, their services. This long and costly process could potentially

be replaced by a much cheaper option that would only involve a machine and a disease

identification software similar to what this capstone project describes. The

ophthalmologist training duration, and therefore costs, could be significantly reduced

if such a technique were to be adopted, it would also be oriented towards a more

modern approach to science which is relying on accurate tools to assist humans in their

daily life tasks. Moreover, since the physician has to make less efforts in order to

analyze and assess the health state of a patient based on the retinal image, this would

mean that the cost of the consultation would significantly decrease as well. In short,

this project will greatly reduce the costs of training as well as the service cost for

patients, and therefore will have a huge economic impact in the future.

2.4 ENVIRONMENTAL IMPACT

This project does not have a direct impact on the environment. However, one

indirect impact would be decreasing the number of printed retinal fundus

images. Physicians will no longer have to look at a hard copy of the retinal

fundus photograph, but they will rely on digital images which will be directly

fed to the pipeline described by this project. This will reduce the usage of

energy, the special printing paper, and the ink.

2.5 POLITICAL IMPACT

This project does not have any political impact.
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2.6 LEGAL IMPACT

In order to use such a project in practice, it has to undergo many tests and abide

by several regulations that would describe its legal framework of action.

Medical diagnosis is a very sensitive field, and in the case of an error, there

should be a detailed document that describes all legal action to be taken in order

to protect patients, service providers and the people who implemented this

project. Moreover, the governments should adopt and adapt to different

regulations that control such machine assisted medical diagnosis. This would

mean that countries must look at the legal ramifications of such a project

because many more similar projects will arise in the future.

2.7 ETHICAL IMPACT

This project’s ethical impact is really significant, as it could potentially save

people’s lives as well as it could make critical errors and have several false

positives or false negatives which could lead to an erroneous classification and

disease identification, which in result might risk people’s lives. Therefore, for

now, this project should only be used as a guide that would facilitate the

detection of a disease which a physician may overlook, but the final decision

should always be taken by a specialist. Physicians and eye care specialists need

to abide by some specific work ethics so as to prevent any unwanted error or

inaccuracy.
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3 FEASIBILITY STUDY

In order to start working on such a project, a feasibility study must be done in order to

evaluate whether there are enough resources to achieve it. The major resources that are

necessary to reach the intended goal include time, a good retinal fundus image dataset

and the adequate programming tools and technology for image processing and

classification. Once the necessary tools are assembled, knowledge of digital imaging

and different classification techniques is necessary in order to correctly and efficiently

use those tools and get the intended results.

The time allocated for assembling a good dataset took approximately one week. The

pre-processing, segmentation and feature extraction parts, including testing, would

take the most time, which is about five weeks. The final part, which is feeding the data

to a classifier, would take two weeks. This means that the project is feasible as far as

time is concerned. Now, concerning gathering the necessary data needed for the

project completion, it was fairly easy since there are many repositories which contain

retinal fundus photographs on different websites such as Kaggle and Github. However,

the time consuming part was going through those datasets and picking the cleanest and

most adequate photographs for good feature extraction and an accurate classification.

Regarding the technological side of the project and the programming tools and

frameworks that would be used, I am planning on using Python and the Python Image

Library (PIL), as well as other helper libraries such as NumPy and Matplotlib in order

to process the images, segment them and extract their features. I might also use an

open source python based machine learning library called TensorFlow and one of its

frameworks called Keras in order to implement a Convolutional Neural Network

(CNN) as my retinal fundus classifier. Moreover, I might use the Scikit-learn library in

order to implement a different classification algorithm: K-Nearest Neighbors (KNN),

the result of which I will compare with the outputs of my Convolutional Neural

Network. I could also need to host my dataset in a cloud based service such as Amazon

Web Services (AWS). Finally, I will be using the Ubuntu distribution of the Linux OS

as my primary development environment, and I will be hosting most of my code on a

public repository in GitHub which is a Git based code storage web application. Since
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all of these technologies are easily accessible and most of them are open source, I

should have no trouble using them in my project, and therefore my project should be

feasible from the technological point of view.

The ethical and social aspects of my project should present no issue as far as

feasibility is concerned because my project would actually help save lives and reduce

the workload of physicians on a daily basis.

To conclude, based on the previous analysis, this project should be feasible in terms of

time, technological and financial resources.
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4 DESIGN AND IMPLEMENTATION
As described previously, the automated process of this project is based on two

important phases: (i) blood-vessel extraction, and (ii) classification of the extracted

blood vessels. A very specific approach and methodology need to be used for each

one of those two steps in order to achieve the intended results.

However, before doing so, a collection of datasets was gathered in order to select the

retinal fundus images with the highest quality and allow us to classify future unseen

images in a better way. The retinal fundus images, as shown in figure 1 below, consist

of a single eye fundus, which is the back of the eye, with a black background.

Before diving into the image processing methods and algorithms, a brief introduction

to how digital images are handled must be done first. Ordinary colored digital images

are also commonly called RGB images, which stands for Red, Green, Blue. This RGB

acronym refers to the channels or layers that each digital image has. Since almost any

color can be represented as the combination of Red, Green and Blue, each pixel in a

colored image is composed of a combination of those three colors, which may

individually vary in intensity.

Because all digital images are two dimensional, they are represented as a N x M

matrix, such that N is the width of the matrix and M is the height of the matrix. The

typical and most widely used intensity range of pixel colors is from 0 to 255, which is

256 values. Those values perfectly fit into 8 bits since 2^8 = 256, therefore each color

is represented using 8 bits (or 2 hexadecimal numbers). Since a pixel needs three

different color intensities in order to define its true color, then a pixel color can fit into

24 bits (3 * 8 bits), which is equivalent to 6 hexadecimal numbers. If an image is only

composed of one layer, which means that every pixel only has one color or 8 bits, then

it is a Grayscale image as shown in figure 2.

In this project, the green channel or layer of every retinal fundus image will be

extracted, and all the following image processing techniques will be applied to it

directly. Extracting the green channel from the image means only having to deal with

one color, which also implies that all our operations will be applied on a grayscale

image that is the extracted green channel of the image. The choice of the green

channel rather than the red or blue channel is not arbitrary, in fact, the green channel

usually has the most light in it, moreover, there are twice as many green pixels in
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digital cameras as red or blue pixels. This means that more properties of the original

image are preserved if the green channel is picked.

Figure 1: Retinal fundus image.

Figure 2: Grayscale retinal fundus image (extracted Green layer).
9



4.1 BLOOD-VESSEL EXTRACTION

The blood vessel extraction step’s main goal is essentially to divide each image

into two main distinct parts: blood vessels in white, and everything else in black. This

means that the essential goal is isolating the blood vessels in order to focus our

classification criteria only on them without having any additional noise that would

interfere with a good evaluation or judgment on the basis of the image. Since we are

planning to convert our image into one that only has two different colors (black and

white), we are essentially doing image binarization on the blood vessels. This means

that each pixel’s color value is binary, either 255 for white or 0 for black. Doing so

means that we would no longer need 3 layers or channels for every individual pixel,

but only one 8-bit grayscale intensity. Obtaining a clear binary image with well

defined blood vessels and anomalies requires us to do more than just converting the

image to grayscale (all pixel values ranging between 0 and 255), then binarizing all the

values, meaning applying an algorithm that would convert any given pixel intensity

value to either 0 (black) or 255 (white). Indeed, we need to apply more advanced

techniques, such as augmenting the image’s contrast and applying different filters to

increase the clarity and make the blood vessels stand out more.

The blood vessel extraction step can be divided into three main steps which are: (i)

Pre-processing, (ii) Segmentation, and (iii) Post-processing [1]:

4.1.1  Pre-processing:

After extracting the green channel of the image, the pre-processing phase mainly

increases the overall contrast of that channel using Contrast Limited Adaptive

Histogram Equalization (CLAHE) which equalizes the intensity histogram of

fixed-sized windows (small matrices) within the image. Then, noise is also

removed from this image using a median filter which is a non-linear digital filtering

technique that removes "salt and pepper" noise from an image by replacing the grey

level of a pixel by the median of the grey levels of surrounding pixels.

4.1.1.1 Contrast Limited Adaptive Histogram Equalization

Contrast Limited Adaptive Histogram Equalization is an image enhancement

technique that aims to increase the contrast of an image, which means increasing
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the intensity difference between different parts of the image. It is one of many

histogram equalization techniques that make image thresholding or segmentation

tasks easier. This technique is mainly used to counteract the low contrast of images,

which means that the range of intensities of most pixels in the image is very small

as shown in figure 3 below, which makes it harder to distinguish different shapes

and objects. The contrast limited adaptive histogram equalization technique aims to

widen that range in order to separate the intensity values and differentiate the

different forms and shapes in the image, as shown in figure 4 below. The difference

between the Contrast Limited Adaptive Histogram Equalization and other adaptive

histogram equalization techniques is the fact that the latter only consider the global

contrast of the image, which means that they operate with global parameters rather

than local ones. This may cause some overall noise in the image because local areas

are not taken into consideration, rather, the global contrast is the only factor taken

into consideration. Therefore, contrast limited adaptive histogram equalization aims

to incorporate the locality factor. Thus, it operates on smaller windows of the

image, which are small N x N 2D matrices where N is much smaller than the width

or height of the image. This means that the histogram of every single window is

equalized so as to respect the locality factor and reduce the noise amplification [6].

Figure 3: Low contrast grayscale image along with its contrast histogram.
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Figure 4: Grayscale image after CLAHE along with its contrast histogram.

4.1.1.2 Median Filtering

After increasing the contrast of the image using Contrast Limited Adaptive

Histogram Equalization, there are still some random variations in the brightness and

grayscale intensity of the image. This is commonly called image noise, which are

some pixels with some intensities that do not match the local aspect of the image.

Noise is generally caused by a low imaging quality, which does not produce enough

pixels to hold all the desired data, the other reason is the transformations applied to

the image, and the operations applied to local regions of the image such as the

Contrast Limited Adaptive Histogram Equalization technique applied earlier.

Removing noise can be a hard task to achieve depending on the image, and the

nature of the noise. In our case, after applying contrast limited adaptive histogram

equalization, we are left with some very small pixel regions that vary in intensity

which are spread all over the image. This is often referred to as “salt and pepper

noise” as shown in the figure 5 below. Fortunately, this type of noise can be

removed efficiently using a median blur or median filter. The way median blur or

median filtering works is pretty similar to the mode of operation of contrast limited

adaptive histogram equalization in the sense that a small 2D N x N window is

sliding over the grayscale image’s matrix, then the center of each window, which is

the pixel in row N/2 and column N/2, is replaced by the median of all the values

inside that window. For example, let’s suppose we have a 3 x 3 sliding window

with rows [ 22, 24, 27], [ 31, 98, 29], [ 27, 22, 23] respectively. The pixel at row 1,

column 1 with value 98 is a clear outlier in this matrix, which indicates that it is

probably causing noise in the image. Since that pixel is at the center of our window
12



matrix, it will get replaced by the median value in the window matrix, which is 27.

Getting a median value is done by sorting all the values inside the matrix, and

picking the number that is in the middle of those sorted numbers. Therefore, 98 will

get replaced by 27, and noise will be eliminated from that small window. This

operation is going to be repeated several times in order to allow the sliding window

to cover the entire area of the 2D image matrix, and therefore eliminate all outliers

pixels in the image which constitute noise.

Figure 5: Left: original image with noise. Right: Image with median filter

applied.

Once the green layer channel is extracted from the original image, the Contrast Limited

Adaptive Histogram Equalization technique is applied in order to increase the contrast and

make the blood vessels stand out more, and the median filtering operation is done so as to

reduce salt and pepper noise, the pre processing phase is successfully done, and the image can

now be segmented and a thresholding technique must be applied in order to binarize the

image and extract the blood vessels. The figure 6 below shows all the pre processing steps and

operations mentioned above applied to a retinal fundus image, and the output image at each

individual stage.
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Figure 6: (a) Original retinal image, (b) Extracted green channel image,

(c) Contrast limited adaptive histogram equalized image (d) Median

filtered image.

4.1.2 Segmentation:

The segmentation phase is used to separate blood vessels from the rest of the image

by using a technique called thresholding. Thresholding is the process or set of

operations that separate and divide any given image into two or more classes of

pixels (i.e different grayscale pixel intensity). Most thresholding techniques only

divide images into two different classes which are consequently named

“foreground” and “background” classes, since one of those classes represents the

object or shape we want to extract, while the other one represents all the image

parts or regions that are not relevant to us. Thresholding is used in many image

processing tasks in order to eliminate noise and allow for greater image recognition

and classification accuracy as well as segmentation. The underlying principle of

image thresholding is fairly simple, especially when it comes to two-class

thresholding, which is also commonly called image binarization. Regardless of the

thresholding technique or algorithm being used, a threshold value is calculated,

then, if the value of any pixel in the grayscale image is less than that threshold

value, then that pixel intensity value is converted to a 0 (which refers to the black

color), otherwise, it is converted to 255 (which refers to the white color). The

thresholding technique we are going to use for this project is called mean-C

thresholding, which is one type of adaptive thresholding. Adaptive thresholding, as

opposed to global thresholding, in which a seemingly suitable threshold value is
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manually selected for the whole given image, refers to a thresholding technique in

which the threshold value is not constant over the whole image, but is variant

depending on the local region of the image being currently segmented. This is done

so as to give us a better end result, especially for images with varying illumination.

The working mechanism of mean-C thresholding is to convolve fixed-sized

windows with a N x N mean-filter kernel, which means that the mean of all the

values inside the kernel is calculated, then a constant C (which may be a positive,

negative or null float number) is subtracted from that mean in order to come up

with the local threshold value that would divide our local region into two separate

classes white for blood vessels, and black for the rest [2]. Once the adaptive

mean-C thresholding is done, the image is now divided into two major classes:

blood vessels, and no blood vessels. However, due to all the operations performed

before, there was some noise generated, which means that our adaptive

thresholding method generated some unwanted “salt and pepper” noise. This is

represented by some white pixels that should not normally be representing blood

vessels, and therefore, do not belong to the white class. This “salt and pepper” noise

will interfere with any classification algorithms that will be applied in the future,

and would cause inaccuracies and errors [2]. As we can see in the figure 7 below,

different C values yield different degrees of noise and detail. The higher the

constant value subtracted from the mean, the lower the threshold value, and the

lower the threshold value, the more white pixels are left on the image, which leads

to small inaccuracies and thus noise. After doing extensive testing, we found that

the best C value for our case is C = 11, with a kernel size of 5. These parameters

yield the least noise as well as the best detail and accuracy compared to the ground

truth, manually extracted, blood vessels. Therefore, all noise should be removed

from the image before we can say that the blood vessels were successfully extracted

from the image. This takes us to our next step, which is post-processing of the

image, and the algorithms and techniques that were used to clean up the image,

increase the details and limit the noise.
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Figure 7: Segmented image at different values of C (a) C = 15, (b) C = 11

and (c)     C = 8 using mean-C thresholding approach.

4.1.3 Post-processing:

This phase mainly deals with morphological cleaning and removing isolated pixels

from the image which add unwanted noise. One approach to implement this is to

implement a flood fill algorithm on every white pixel and count the number of pixels

in each isolated “island” of pixels connected to it, if it is below a threshold value, the

whole set of white pixels in that “island” is removed.

4.1.3.1 Morphological Cleaning:

Morphological operations, or morphological image processing, is a set of

non-linear operations related to the shape and morphology of pixels in an image.

They rely essentially on the relative ordering of the pixels, which means the local

region they belong to, rather than the exact numerical value of those pixels (which

ranges from 0 to 255). This means that these operations operate especially on

binary images which only have two class colors (generally black and white). These

morphological operations are mainly used to clean images and remove all unwanted

noise [7]. Morphological cleaning operations transform every pixel in the image

based on calculations done on the neighbouring region of that pixel. This region is

determined by a small N x N matrix called a structuring element. The operations

responsible for transforming the image use such structuring elements in order to

calculate the new values of a pixel based on the neighbouring ones, the main ones

are dilation and erosion. Dilation is the process of thickening the edge of an object
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in a pixel. More formally, all shapes in the image get emphasized by adding white

pixels (in the case of white shapes) to their boundaries. On the other hand, erosion

is the process of removing all “salt and pepper” noise from objects in the image.

This means removing pixels from the region of the image being manipulated.

Therefore, erosion removes information from the image while dilation adds extra

information to the image in the form of pixels. In the case of our project, we are

performing a morphological operation named Opening, which is basically applying

an erosion operation directly followed by a dilation operation. This means that

small noise pixels will get removed after the erosion operation, but the big blood

vessels will only get a bit thinner. Afterwards, a dilation operation will be

performed in order to add the pixels back to those blood vessels, however, no noise

pixels will be added back since those regions became fully black, and the

structuring element would not be able to generate a white pixel from a fully black

region. This is very useful to remove small noise pixels without affecting other

structures and shapes in the image. Once this is done, small noise is removed,

however, slightly bigger chunks of white pixel noise still remain in the image, and

must be removed for a clean image.

4.1.3.2 Pixel Island Removal:

After removing all small pixel chunks, the big ones remain and must be dealt

with. This is done by removing all pixel islands in the image. A pixel island is

formally described as a set of white pixels that is fully surrounded by black pixels,

which by analogy forms an island if white pixels are considered as land and black

ones as water. The underlying principle behind the implementation of this algorithm

is picking a pixel, looking at all its surrounding pixels within a predetermined

radius of operation, if the surrounding area of all visited pixels is a black pixel, this

means that all the visited pixels belong inside the island and should be subsequently

removed from the image, which means turning them from white pixels to black

pixels. This significantly improves the clarity of the image and therefore allows for

more segmentation accuracy. This also would allow for a better classification and

more correct predictions. Once all pixel islands have been removed, the

post-processing phase is done and the images are ready to be classified.
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4.2 CLASSIFICATION OF THE EXTRACTED BLOOD VESSELS

The classification of the extracted blood vessels will rely on two specific and different

machine learning classification algorithms which are the K-nearest neighbors

algorithm, and a specific type of Artificial Neural Networks which is called

Convolutional Neural Network (CNN) which is very efficient and popular when it

comes to image classification. Both approaches will be implemented in order to carry

out the classification process and then a comparative study will be done in order to

pick the best approach among those two [4].

4.2.1 Convolutional Neural Network:

Neural Networks are algorithms that mimic how a human brain works in order

to solve complex problems. In general, data is fed to a neural network as input,

then it is processed in order to produce a desired output. Neural networks are

generally known as universal function approximators, which means that they

can reproduce any function provided that they get enough inputs and their

corresponding outputs. Artificial Neural Networks have input layers, output

layers, and N hidden layers (with N theoretically ranging from 0 to infinity)

[9]. Each layer is composed of neurons which are the units of a Neural

Network. These neurons hold specific values which can represent the pixel

values of a specific image for instance, and every layer is fully connected to

the next one via some links called weights. This means that every neuron at

any given layer is linked to all the neurons in the following layer. A pass

through the neural network, from input to output, behaves in the following

way: input is fed as a set of N neurons (N pixels for instance), then, each

neuron’s value is multiplied by a weight in order to move to the next layer

which is a hidden layer. Each neuron in that hidden layer is, therefore, the sum

of the products of all neurons in the previous layer by different weights. These

weights can therefore be thought of as the factor of importance that a neuron

has and its degree of contribution to the final output. This “one pass” operation

is commonly named a forward propagation, which means that we propagate the

input through our network in order to get the desired output [9]. Artificial

Neural Networks are a generalization of Neural Networks, but there are

multiple other algorithms which are derived from them in order to perform
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some specific tasks in a better and more efficient manner such as

Convolutional Neural Networks. Convolutional Neural Networks deep learning

algorithms that take images as input, and automatically assign importance to

different areas and regions of that image, which may be key regions that would

allow for a good and accurate classification [8]. They are especially better in

performance than ordinary Artificial Neural Networks in image classification

because they are able to successfully capture the spatial and temporal

dependencies in an image through the application of some filters. An ordinary

Artificial Neural Network would flatten an image (which means converting it

from 2D to 1D by aligning the rows of the 2D matrix) in order to feed it as an

input layer, which means that the relative position of the pixels in the image is

lost. This would make our network lose too much valuable data, which would

go against the underlying basis of Neural Networks that are essentially relying

on data to make accurate predictions. However, a Convolutional Neural

Network makes use of convolutions in order to extract features from the image

without losing important spatial data. In simple terms, convolutions are feature

extraction operations that use kernels (small 2D matrices) which go through

the whole image, then generate a 2D matrix, smaller than the original image,

where features of the original image have been stored [8]. The figure 8 below

demonstrates how a feature matrix (in red) can be generated using a

convolution kernel (in yellow) on a binary image (in green).

Figure 8: Convolution on a binary image using a 3x3 kernel.
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The architecture of the Convolutional Neural Network used in this project is

having a convolution layer with a (5 x 5) kernel, followed by a (2 x 2)

max-pooling layer, which essentially divides the image into (2 x 2) matrices

then takes the maximum of each small matrix in order to create a new, smaller

2D matrix so as to improve processing time and reduce the size of the matrices.

This pooling layer is then followed by a second convolutional layer similar to

the first one, and another max-pooling layer. Once the image has gone through

those layers, the resulting 2D matrix is flattened, and we are left with a feature

vector that is not as big in size as the input image. This feature vector will be

fed as the input to an ordinary neural network and the output layer will have 2

neurons which predict whether the retinal fundus image is healthy or suffers

from diabetic retinopathy. The figure 9 below demonstrates the architecture of

the convolutional neural network used in our project.

Figure 9: Convolutional Neural Network (CNN) classifier Architecture
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4.2.2 K-nearest Neighbors:

K-nearest neighbors is a supervised machine learning algorithm that can

classify different data points based on previously seen data. It is one of the

simplest and most widely used classification methods, and it relies on the

principle that data points with several similar features usually belong to the

same class [10]. The intuition behind the K-NN algorithm is that the prediction

of the class of a specific datapoint is based on the most common class of its K

nearest neighbours. A neighbour is defined as a data point that has close

features to the current data point’s features, meaning that if we plot the two

data points on a graph, the two data points will be close to each other. Let’s

suppose that we have two classes of prediction (Class A in yellow and Class B

in purple), these classes can represent a Healthy retinal fundus image (for Class

A), and a diseased retinal fundus image (Class B). Let us suppose that all the

data points have two main features that allow us to distinguish them and tell

them apart called X1 and X2. These features can be the blood vessel density

(X1) and the number of hemorrhage areas. We can therefore plot each

datapoint using its two features on the graph which x-axis represents one of the

features and the y-axis represents the other feature. The figure 10 below shows

different data points plotted on a graph with different colors representing their

different classes. The red star represents a new datapoint which we need to

classify as belonging to Class A or Class B. Depending on the number of

neighbors we choose to compare our datapoint to, which means picking

different values for K, we can get different classifications or predictions for the

specific datapoint being classified (the red star). Therefore, as shown in the

figure below, when we pick K = 3, we compare our current datapoint to its

three nearest neighbors (using Euclidean distance) which are two Class B data

points and one class A datapoint. This means that our red star datapoint will be

classified as belonging to Class B. If we decide to pick K = 6, which means

comparing our current datapoint to its nearest six numbers using Euclidean

distance. In that case, the red star will be classified as belonging to the Class A.

This goes to show that, depending on the number of neighbors that we pick
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(which number we assign to K), the prediction class of each datapoint can

change.

Figure 10: K-NN classification based on the number of neighbors picked.

4.2.3 Comparison of the Classification Methods:

Once the two classification methods have been implemented, the results were

noted based on different metrics, and a comparative study has been done in

order to determine the better approach for classifying such processed retinal

fundus images.

4.2.3.1 Convolutional Neural Network results:

After training the Convolutional Neural Network for twenty epochs,

which means running the training phase on the whole training dataset twenty

times. The total accuracy reached at the end of the twenty epochs was 79.2% as

shown in the figure below. Among all the false results, which constitute 20.8%

or one fifth of the total predictions, we have around 28% of false negatives and

consequently 72% of false positives, which is a very good result because, in

the medical field, in general, it is much better to classify a healthy patient as

being diseased than the opposite. Concerning the training time of the CNN
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model, it takes around 10 minutes to train the model on the whole dataset of

around three hundred images.

Figure 11: Prediction metrics for the CNN on healthy and diseased

processed retinal fundus images.

4.2.3.2 K-nearest Neighbors results:

Since the k-nearest neighbors algorithm needs no training per se, the

training phase takes no time, the training dataset only gets memorized for

future predictions. The process taken in order to pick the K variable for the

number of neighbors was the following: the number k varies from 1 to 20

inside a loop, then we run predictions on the testing dataset and calculate the

accuracy. The best accuracy was achieved when K = 5, therefore more testing

was done with five neighbours. The accuracy achieved with five neighbours

was around 73%, which is much less than the CNN, but the training time was

much less, which compensates for the lack of accuracy. Among the 26% false

predictions, around 40% were false negatives, while 60% were false positives,

which is not a great result as was explained earlier.
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4.2.3.3 Comparative study:

After running predictions using both classification approaches, we

compared both approaches in order to get a sense of which approach is better

and in which situation each one of them should preferably be used. The

accuracy of the CNN (79.2%) exceeded that of the K-NN (73%) by more than

6%, however, the training time of the CNN is a lot slower than that of the

K-NN, since the former requires around 10 minutes of training for the 300

image dataset, which is much more than the latter. The CNN also requires

much more resources in terms of RAM and CPU as well as a GPU for more

efficient training. Moreover, the percentage of false negatives is much higher

using the K-NN (40%) than the CNN (28%), which is a very crucial factor

since false negatives will mislead patients into thinking that they are healthy

when they are not. Having a bigger amount of false positives is than false

negatives is much better than the opposite as the outcomes of the two situations

greatly differ; having a patient that thinks they are healthy when they suffer

from a disease is a much worse situation than having a patient that thinks they

are diseased when they are healthy. This comparative study goes to show that

the CNN is a better classification approach when it comes to accuracy and

reducing the number of false negatives, however the K-NN outperforms the

CNN in terms of training time. Therefore, when speed is an important factor,

K-NN is a better choice, but when accuracy and the number of false negatives

is important, CNN outperforms the K-NN by far.
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5 CHALLENGES FACED

Many challenges and obstacles have faced the successful completion of this

project. The image processing time took several minutes for each retinal fundus image

took almost one minute because of the big size of the image, and since the image

dataset was composed of more than three hundred images, it took several hours to

process the whole dataset completely. One other challenge that was faced is the lack of

publicly available datasets for retinal fundus images which contain both healthy and

diseased images in a uniform size. Most public datasets that were found only

contained less than fifty images in total, which means that a data driven classification

approach using those datasets would be extremely hard to achieve as most supervised

machine learning classification approaches need several thousands of images in order

to achieve a high accuracy score, and reduce the number of false negatives. Another

challenge faced was the different shapes, imaging angles, sizes and lightings of the

different retinal fundus images in different datasets. This means that our processing

phase should be very solid and reliable in order to be able to process all those images

that come in different lighting angles and sizes. Finally, during the classification

approach using the CNN, the training phase took several minutes, therefore, whenever

a small change needed to be made in the architecture of the neural network, the

training phase needed to be done all over again, which wasted a lot of time. The CNN

also needed a GPU instead of a CPU in order to run in a faster and more efficient way

because GPU’s are more efficient at doing matrix multiplications which are the core

and underlying basis of Neural Network propagation, it also needed lots of RAM in

order to process the whole dataset, and save all the underlying network’s nodes in

memory. Since the computer in use for the project does not contain a GPU and has a

limited RAM, a Google machine needed to be used so as to provide those needed

components (GPU and more RAM). The Google Colaboratory environment was the

perfect solution as it provided over 16GB in RAM and several hardware acceleration

components such as a GPU. All these challenges made it a bit more difficult and more

challenging to finish the implementation in time and get satisfying results.
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6 CONCLUSIONS AND FUTURE PERSPECTIVES

Though many challenges were faced during the implementation phase,

satisfactory results were recorded at the end following the image processing then

classification phases. The image processing phase, which consisted of a pre-processing

step where contrast was increased and noise was removed, a segmentation step where

the image was binarized using an adaptive thresholding technique, and post-processing

step where noise was removed from the segmented image, has been continuously

improved in order to get a final processed image with the best and most accurate

representation of the blood vessels. Moreover, the adequate machine learning

approach, which is using Convolutional Neural Networks rather than the K-nearest

Neighbors algorithm, resulted in the best accuracy among the two classification

techniques, that is around 79.2% accuracy with less than 28% false negatives and 78%

false positive among the total 20.8% false results. This means that the Convolutional

Neural Network approach is the most reliable among the two even though it requires

far more training time, which makes it the slower approach among the two.

These results show that it is in fact possible to develop a very reliable tool that would

have a prediction accuracy of more than 90% provided that the dataset is large enough

and comprehensive enough, the image processing part perfectly isolates the blood

vessels and the anomalies, and the model’s architecture gets revisited and refined in

order to allow for a more solidly based prediction.

This has the ability of revolutionizing the medical field from the technological aspect,

and the potential to facilitate the work of eye specialists and ophthalmologists who

would rely on such tools to reduce the time they need to analyze and judge the retinal

fundus images, and have a strong basis to follow in order to make more accurate

analysis and less human error based on the model’s predictions. This might also start

and launch a trend that would affect more and more fields in medicine. The medical

field will without a doubt shift in such a way that would allow the human and the

machine to interact in order to offer an overall better service to patients, and help the

physicians save time and be more accurate in whatever action they would undertake.

For future work, the current expectations concerning this project are first to try and

identify more diseases using the Convolutional Neural Network classifier, since for
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now, it is only able to detect a healthy retinal fundus image, or one suffering from

diabetic retinopathy. In addition, the image processing and classification time must be

reduced by employing more efficient algorithms in terms of image processing as well

as tweaking the model’s hyperparameters and improving its architecture. Finally, a

web based platform should be set up in order to allow for a more user friendly

environment where the physician could upload a retinal fundus image for processing

and prediction. The output of that web platform would be a processed retinal fundus

image accompanied by a prediction on whether the patient suffers from an eye disease

or not.

Along with those improvements, this project has the potential to really facilitate things

for eye care specialists, and allow them to offer a better service with well founded and

strongly based predictions, which would in turn drastically increase the number of

patients benefiting from the ophthalmologist because of the reduced consultation time

and increased analysis accuracy.
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