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ABSTRACT 
In this work, a set of distributed word representations are built for code-mixed Moroccan Darija 

– French – English text. Various sources are relied on for the collection of large datasets to train 

these representations for texts written in both Latin and Arabic scripts. The embeddings are 

developed and experimented on using four main models: word2vec using both the continuous 

bag of words (CBOW) and skip-gram (SG), in addition to fastText-CBOW and fastText-SG. 

Hence, a set of eight models were developed in for Latin and Arabic scripts. These models were 

subsequently visualized and evaluated on the task of word-level language identification. Latin 

embeddings were also assessed using a word analogy evaluator. The Latin script models 

performed significantly better on the language identification task compared to the Arabic script 

embeddings, with the word2vec-Latin-SG and fastText-Latin-SG achieving a score of 1.0 on all 

used metrics. The Latin script fastText embeddings achieved superior results on word analogy 

evaluation, with the fastText model CBOW achieving the highest score of 0.62. 

 

Keywords – Moroccan Darija; Dialectical Arabic; Arabic Computational Linguistics; Multilingual 

Embeddings; Code-mixing; Word Embeddings   
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1. Introduction 

The term natural language refers to any language that has evolved along with humans (e.g., 

English, Arabic). In other words, unlike artificial or constructed languages (e.g., formal logic), this 

type of language has not been manually crafted, instead they have developed in nature, over a 

long period of time.  

Over the past few decades, the automated processing of natural language has been a major 

interest for researchers at the intersection of linguistics and artificial intelligence (AI), hence 

giving birth to the field of Natural Language Processing (NLP), also referred to as computational 

linguistics. Over the years, NLP has found applications in many fields. From customer 

relationship management to sentiment analysis, computational linguistics have invaded different 

aspects of human life.  

With the rise in the amounts of available data and the successful implementation of 

computational neural networks, AI and its application have known tremendous success during 

the last ten years. NLP is no exception; deep learning-based approaches have led to the creation 

of a number of successful algorithms for the computational modeling of natural language. An 

example of such algorithms are distributional word representations, commonly referred to as 

word embeddings. Such algorithms have been able to perform tasks that might have been 

deemed impossible just few years prior.  

However, some languages were more fortunate than others as far as their computational 

processing is concerned. The algorithms in question require large amounts of data to perform 

well. While the huge volumes of data that exist on the internet have provided researchers to take 

NLP to the next level for languages such as English and French, a continuum of languages and 

dialects remain very poorly structured and under-resourced, which makes applying methods 

drawn from computational linguistics to such languages a major challenge.  One such language 

is Moroccan Darija (MD). 

Despite being considered an Arabic dialect, because of the many similarities it shares with 

Modern Standard Arabic (MSA), MD draws on many influences, including Berber, French and 

Spanish among others [1]. This has led to a large number of people to classify MD as a completely 

separate language. Additionally, due to factors such as colonialization, globalization and the rise 

in the levels of education in the region of the Middle East and North Africa (MENA), Arabic 

speakers in general and MD speakers in particular have become known for using multiple 
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languages within the same utterances. This is a phenomenon known as code-switching [2]. 

Finally, because it is an informal language, there are no conventions concerning how words 

should be written, which in many cases would lead algorithms to interpret the different spelling 

of a same word as different words.   

For all the reasons mentioned above, the processing of MD has proved to be a very 

challenging task. Accordingly, this work serves as an attempt at the modeling of code-switched 

MD text data. The rest of this report is organized as follows, at first, I begin with a literature 

review to describe previous work and approaches attempted so far, then I move on to talk about 

the materials and methods we relied on for data collection, model training and evaluation. 

Afterwards, I present the implementation details of the different machine learning stages before 

showcasing the results and highlighting some conclusions and future pursuits.  
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2. Literature Review 
  

 Arabizi is a term used to denote writing of Arabic and its dialects using latin scripts; this 

phenomenon is most commonly found on social media platforms. Many Moroccans, like a 

number of social media users from other Arab countries have picked up the habit of writing MD 

text in Latin script online. As, such, when building word embedding representations for MD, it 

is important to consider Arabizi writing of MD.  Linguists have attempted to understand code-

switching since the end of the 20th century. The Matrix-Language Frame (MLF) model [2] has 

been one of the most prominent theories in the field. The main idea in this model is that every 

code-switched discourse is characterized by a main language, called a matrix language and one 

or more embedded languages, which are incorporated into the matrix language. For example, in 

the utterance “Demain on part manger chez your friend”, French is the matrix language, while 

English is the only embedded (guest) language.  

NLP Researchers working on dialectical Arabic have attempted various means to account 

for code-switching.  However, one of the main challenges they had to face is a lack of available 

data. Therefore, many works aimed at building large corpora for code-switched dialectal Arabic 

data [3, 4, 5, 6, 7]. In addition, many attempts at modeling have been at modeling of different 

Arabic dialects have been done.  

Ever since the introduction of models such as Word2Vec [14], word embeddings have 

increased the quality and performance of many NLP methods. Word embeddings have also been 

used for modeling of Arabic. One of the earliest attempts to at that comes from Soliman et. Al. [8] 

who developed AraVec, which is a set of word embedding models designed for use in Arabic 

NLP. On the other hand, Hamed et. Al. [9] attempted to model code-mixed Egyptian Arabic – 

English textual data using bilingual word embeddings. Salama et. Al. [10] built morphological 

word embeddings in an attempt to improve Arabic word embeddings by incorporating the 

morphological structure of words to the models. Al-muzaini et. Al. [11] have worked on assessing 

the performance of deep learning models on Arabic document categorization after incorporating 

Arabic Word Embeddings. 

As far as MD is concerned, not a lot of work has been done towards computational 

modeling. However, a few papers have attempted to account for code-switching in MD. For 

example, Samih et. Al. [5] worked on collecting a code-switched MD-MSA corpus. The same 

researchers attempted to detect code-switching in MD social media posts [12]. Voss et. Al. [13] 
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worked on a system to distinguish between romanized MD, French and English in code-mixed 

text.  

The literature shows a large gap in terms of the  state-of-the-art methods and the techniques 

that have been applied to MD. The main aim of this work is to serve as an attempt to bridge this 

gap. 
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3. Materials and Methods 
 

3.1. Data Collection 

  3.1.1. Web Scraping 

Web scraping refers to the automated retrieval of data from web pages. In other words, a 

web scraper works by establishing connection to a web page and downloading its contents [15]. 

Scrapers can be useful in multiple situations, for example, one might develop a scraper to 

automate the retrieval of consumer reviews. The typical process performed by data scrapers is 

presented in figure 1. 

 

 
Figure 1. The steps involved in web scraping 

 
Hypertext Markup Language (HTML) is a design language for documents that are to be 

displayed on the web. The emphasis in this language is on visualization for human viewers. In 

most cases, scrapers have to connect to the server/website, sift through the (semantically) 

unstructured HTML file and download only relevant information. This presents a major 

challenge for web scrapers as a slight change in a document’s HTML code would lead the web 

scraper to fail [15].  Therefore, a different web scraper would have to be designed for every set of 

pages that share a common HTML structure. 

3.1.2. Web Crawling 

Although the words crawling and scraping are used interchangeably by many, they are, in 

fact different methods. Scrapers can only retrieve information from individual pages, web 

crawlers are used to remedy this issue. Web crawlers, also known as spiders, download data from 

multiple sources; they retrieve contents from a certain link, examine the page for more links and 

recursively traverse those links [15]. The most famous examples of web crawlers are search 

engines we use every day. Figure 2 presents an example of the process that a web crawler 

undergoes, and  figure 3 presents a flow diagram for designing a web crawler.  
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Figure 2. An example process of web crawling 

 
One has to be careful when working with web crawlers. As the crawler performs recursive 

calls, it is important to stop it from re-visiting a single link more than once. Failing to do so would 

result in an infinite recursion. The designer of the crawler also has to be careful about the number 

of requests that any IP address is allowed to send within any specific time period. Failure to abide 

by this limit may result in ethical and/or legal issues [15].  

 
Figure 3. Flow diagram for a web crawler 



 13 

 
3.1.3. Application Programming Interfaces 

 
An Application Programming Interface (API) provide interfaces between multiple software 

components that need to interact with each other. Historically, APIs have been used for a number 

of roles. However, in recent times, the term has been mostly associated with a web-application 

API [15]. This consists of a program making a request to the API through Hypertext Transfer 

Protocol (HTTP). The API then responds to this request by sending back the requested data, in a 

specific format (most API’s today support JSON and XML formats) [15]. This process is illustrated 

in figure 4. 

API differ from web scrapers/crawlers in the manner data is accessed and produced. 

Unlike web scrapers/crawlers, most APIs have to abide to a strict standardized set of rules. 

Generally, four main operations are allowed [15]: 

• GET: used to request information from a particular source. 

• POST: asks for information to be filled by the requester, such as filling out a form or 

submitting of data 

• PUT: used to update/modify data or information 

• DELETE: deletes an object or piece of information. 

 
Figure 4. API process description 
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3.2. Word representation 
3.2.1. Localist Word Representation 

One of the first considerations in the design of any NLP models is finding an appropriate 

answer to the question: “How do we represent words?”. Over the years, a number of methods have 

been tried in an attempt to find a solution that fits all tasks.  

 One of the earliest attempts at such representations was the categorical word 

representation. This method is, perhaps, one of the easiest and most intuitive ways to represent 

words in a dictionary. With this technique, words are represented as either 0 or 1. The most 

straightforward for doing this is using one-hot encoding, where the vectors are of the same size 

as the dictionary. In this vector, the value has a value of 1 at the index corresponding to the ID of 

the word in question and a value of 0 in all other indices [16]. Bag-of-words (BOW) is an extension 

to one-hot encoding. It simply works by adding up one-hot encoding representations of words to 

form representations of sentences [16]. Following is an example of both representations; for the 

sake of simplicity, let us consider a dictionary made up of 4 distinct words: “It”, “is”, “sunny” 

and “today”. Then the following are one-hot vectors of each word: 

 

𝑂𝑛𝑒𝐻𝑜𝑡 (𝐼𝑡) = [1, 0, 0, 0] 

𝑂𝑛𝑒𝐻𝑜𝑡 (𝐼𝑠) = [0, 1, 0, 0] 

𝑂𝑛𝑒𝐻𝑜𝑡 (𝑆𝑢𝑛𝑛𝑦) = [0, 0, 1, 0] 

𝑂𝑛𝑒𝐻𝑜𝑡 (𝑇𝑜𝑑𝑎𝑦) = [0, 0, 0, 1] 

 

 Accordingly, with BOW, the sentence “It is sunny” would be represented as [1, 1, 1, 0], 

while the sentence “It is sunny today” would be represented as [1, 1, 1, 1]. 

 Another method for representing words in NLP tasks, is what is known as weighted word 

representation [16]. The basic idea behind this type of models is similar to categorical word 

representation, however, rather than simply determining whether a certain word exists or not, 

they attempt to count the number of occurrences of each word. In other words, these models 

represent words using numerical values instead of boolean (binary) values. Two methods are 

commonly used for such representation [16]. Term frequency (TF) simply counts the number of 

the occurrences of the word in the document and averages over the number of words in that 

document. Term Frequency – Inverse Document Frequency (TF-IDF) [17] provides an extension 

to TF by accounting for words that tend to appear more commonly that others. This is done by 
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assigning higher weights to words that appear too many or too few times in the document. This 

is achieved by Eq. (1), where t denotes the individual terms, D represents the collection of 

documents and 𝑑𝑓𝑡 the sum of all documents containing t.  

 

𝑇𝐹 −  𝐼𝐷𝐹 (𝑡, 𝑑, 𝐷)  =  𝑇𝐹 (𝑡, 𝑑)  ×  𝑙𝑜𝑔( 𝐷
𝑑𝑓𝑡

 )     (1) 
 

One major limitation of weighted word representations is their inability to capture the 

location of each word in the sentence [16]. For instance, the sentences “I am going to the gym today”, 

“today I am going to the gym” and “I am going today to the gym” would all have the same 

representation using this approach. 

Up until the early 2010’s, most modeling techniques were based on handcrafted features, 

however, the rise of deep learning was a major turning point for NLP in general and word 

representations particularly. Word vectors were introduced to represent words as vectors in a 

vector space. With the advantage being that the coordinates would be produced based on the 

syntactic and semantic relationships between words [18]. With distributed word representation 

(word embeddings), the basic notions for language modeling such as word similarity and 

difference between words could be encoded in the word vectors themselves [18]. The following 

sections describe these algorithms in detail. 

3.2.2. Word Embeddings 

The idea of a distributed representation for words was first introduced in 2003 by Bengio et. 

al. [56]. Commonly known as word embeddings, these models are representations of individual 

words as dense vectors. The premise is that when these vectors are projected into a corresponding 

vector space, words of similar meaning would be placed closer to each other. This property gives 

word embedding representations the ability to accurately model semantic and syntactic 

relationships between words as portrayed in natural language.  
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Figure 5. Linear relationships between words after projection [55]. 

As illustrated in figure 5, good word embeddings are capable of capturing analogy 

relationships between words by ensuring that the distance between words such as “King” and 

“Queen” is the same as the distance between the words “Man” and “Woman”. In other words, 

with word embeddings, we should be able to perform algebra such as 𝑟[′𝑚𝑎𝑛′] − 𝑟[′𝑤𝑜𝑚𝑎𝑛′] +

 𝑟[′𝑘𝑖𝑛𝑔′] =  𝑟[′𝑞𝑢𝑒𝑒𝑛′], where r is the dense representation generated by the word embedding 

algorithm. 

3.2.3. Word2Vec 

Word2Vec is a word embedding algorithm that was developed by Mikolov [14]. The power 

of this model lies in the fact that they can capture syntactic and semantic information about the 

represented words. Offering implementation for continuous bag-of-words (CBOW) and Skip-

Gram (SG) architectures, Word2Vec was developed to make training of distributed word 

representations more accessible and efficient [16]. Since then, it has been used as a standard in 

many NLP related tasks that require pre-trained word embeddings, such as sentiment analysis 

[19], machine translation [52], speech recognition [53] and biomedical named entity recognition 

[20] among others.  As mentioned previously, word2vec provides two architectures: CBOW and 

SG. 

a. Continuous Bag-of-Words   

 The basic idea behind CBOW [14] is to take off the word we are trying to learn and model 

the tokenized list of the remaining words in the sentence as context. From this context list we try 

to predict the missing (center) word. For instance, if working with the sentence “He said he was 

running for president”, the list {“He”, “said”, “he”, “was”, “for”, “president”} could be used as context 

based on which we would try to predict the word “running”.   
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 To put this in mathematical terms, let us consider the following notations, as suggested in 

[18]. Let us represent the known parameters in our model as one-hot vectors. The input one-hot 

vectors (context) will be denoted as 𝑥(𝑐) and let 𝑦 be the output vector of the predicted center 

word. Two matrices ought to be created: 𝒱 ∈  ℝ|𝑉|×𝑛 and 𝒰 ∈  ℝ|𝑉|×𝑛 where 𝑉 is the set of all 

words (dictionary) and n is the chosen dimension for the embedding space. 𝒱 will, subsequently, 

be used as input matrix, where element 𝒱𝑖  will hold the representation for word 𝑤𝑖; which is 

denoted as 𝑣𝑖. On the other hand, the matrix 𝒰 is used for output, where the term 𝒰𝑗 will hold 

the representation for word 𝑤𝑗. 

 The basic steps for building a CBOW model are as follow [18]: 

1. Get the embedded word vectors for the input context: This requires a choice of a 

hyperparameter for the context size, which determines the number of words by 

which the model to look back and forth, let us denote this hyperparameter as m. 

The generated vector would, hence, be the one in Eq. (2). 

(𝑥(𝑐−𝑚), 𝑥(𝑐−𝑚+1), … , 𝑥(𝑐−1), 𝑥(𝑐+1), … ,   𝑥(𝑐+𝑚−1),  𝑥(𝑐+𝑚)   ∈   ℝ|𝑉|)                 (2) 

2. Get the embedded word vectors for the context: This is computed as the 

multiplication of the input matrix 𝒱 and the input context computed in the 

previous step. This hence produces the vector in Eq. (3). 

(𝑣𝑐−𝑚 = 𝒱𝑥(𝑐−𝑚), 𝑣𝑐−𝑚+1 =  𝒱𝑥(𝑐−𝑚+1), … ,   𝑣𝑐+𝑚−1 = 𝑥(𝑐+𝑚−1), 𝑣𝑐+𝑚 𝑥(𝑐+𝑚) ∈   ℝ|𝑉|)                (3) 

3. Average over all context vectors: In this step, we average over all vectors 

retrieved in step 1. This is computed using Eq. (4).  

  �̂� = 𝑣𝑐−𝑚+𝑣𝑐−𝑚+1+⋯+𝑣𝑐+𝑚
2𝑚

         (4)  

4. Generate a score vector: This vector is the multiplication of the output matrix 

and the average vector computed in step 3. Mathematically, this is expressed by 

Eq. (5), where 𝑧 is the score vector. 

𝑧 =  𝒰�̂�  ∈ ℝ|𝑉|                                             (5) 

This is one of the most crucial steps that allows CBOW to perform its 

“magic”. Since the value of the dot product is higher for similar vectors, 

similar vectors will be drawn towards each other so as to achieve a higher 

score.  
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5. Converting into probabilities: The scores ought to, then, be converted into 

probabilities, using the formula in Eq. (6). The aim is for the generated output 

�̂� to match the true value 𝑦. 

 �̂� = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑧) ∈  ℝ|𝑉|     (6) 

In Eq. (6), Softmax is an activation function that is used to normalize the output of 

the neural network into a probability distribution. It is a generalization of the 

sigmoid (logistic) function. In other words, it takes a vector of K real-valued 

elements and produces another vector of size K which elements sum up to 1.   The 

definition of this function is given in Eq. (7). Where 𝑧 is the input vector to the 

function, 𝑧𝑖 is the value of the input vector at index i. 

                                       𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑧) =  𝜎(𝑧)𝑖 = 𝑒𝑧𝑖

∑ 𝑒𝑧𝑗𝐾
𝑗=1

    (7) 

Let us now look at the training process for this model, as described by [18]. A common choice 

for the choice of the loss function is the cross-entropy function, which is described in Eq. (8).  

   𝐻(�̂�, 𝑦) =  − ∑ 𝑦𝑗 log(�̂�𝑗)|𝑉|
𝑗=1          (8) 

 

The optimization problem we aim to solve is hence the following: 

 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒 𝐽      =  − log 𝑃(𝑤𝑐|𝑤𝑐−𝑚, … , 𝑤𝑐−1, 𝑤𝑐+1, … , 𝑤𝑐+𝑚) =  − log 𝑃(𝑢𝑐|�̂�) 

    =  − log 𝑃(𝑢𝑐|�̂�)  

    = − log 𝑒𝑢𝑐  𝑇 �̂�

∑ 𝑒𝑢𝑗
𝑇�̂�|𝑉|

𝑗=1

 

    =  − 𝑢𝑐  
𝑇 �̂� + log ∑ 𝑒𝑢𝑗

𝑇�̂�|𝑉|
𝑗=1    

We then keep updating the values for all vectors 𝑢𝑐 and 𝑣𝑗 using (stochastic) gradient 

descent.   

Figure 6 [21] presents the overall architecture of the CBOW model. 
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Figure 6. Continuous Bag of Words Architecture [21] 

 
b. Skip-Gram   

The Skip-Gram (SG) model attempts to solve the opposite problem to CBOW. That is, given 

the center word as input, the model attempts to predict the context words. For instance, if 

working with the sentence we used in the previous section “He said he was running for president”, 

we would like our model to predict the words {“He”, “said”, “he”, “was”, “for”, “president”} given 

the word “running”. 

 Similarly to CBOW, the algorithm can be broken down into the following set of steps 

[18]: 

1. Generate the one-hot representation for the center word: the input one-hot vector 

𝑥 ∈ ℝ|𝑉| of the center word will be generated.  

2. Generate the embedding vector for the center word: This is computed as the 

multiplication of the input matrix 𝒱 and the input context computed in the 

previous step. This is done through Eq. (9).  

                                   𝑣𝑐 =  𝒱𝑥                                (9) 

3. Generate the score vector: As was the case with CBOW, the score vector is 

generated by multiplying the output vector by the vector generated in step 2. This 

is the process described by Eq. (10). 

                   𝑧 =  𝒰𝑣𝑐     (10) 

4. Turn the score vector into probabilities: As we have done in the previous 

algorithm, we use the Softmax function to covert our score vectors into 

probabilities. The probability distributions produced are hence �̂� = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑧). 
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�̂�𝑐−𝑚, … , �̂�𝑐−1, �̂�𝑐+1, … , �̂�𝑚+𝑐 then represent the output probabilities for each 

context word. The goal is for these probabilities to match the actual one-hot output 

vectors 𝑦(𝑐−𝑚), … , 𝑦(𝑐−1), 𝑦(𝑐+1), … , 𝑦(𝑐+𝑚). 

A key difference between CBOW and SG comes when attempting to generate the objective 

function. For SG, a naïve (strong) independence between the context words has to be assumed. 

To phrase differently, given our target (center) word, all the output words are completely 

independent [18].   

 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒 𝐽      =  − log 𝑃(𝑤𝑐−𝑚, … , 𝑤𝑐−1, 𝑤𝑐+1, … , 𝑤𝑐+𝑚|𝑤𝑐) 

    =  − log ∏ 𝑃(𝑤𝑐+𝑗−𝑚|𝑤𝑐)2𝑚
𝑗=0,𝑗≠𝑚   

    =  − log ∏ 𝑃(𝑢𝑐+𝑗−𝑚|𝑣𝑐)2𝑚
𝑗=0,𝑗≠𝑚  

    = − log ∏ 𝑒𝑢𝑐+𝑗−𝑚  
𝑇 𝑣𝑐

∑ 𝑒𝑢𝑘
𝑇𝑣𝑐|𝑉|

𝑗=1

2𝑚
𝑗=0,𝑗≠𝑚  

    =  − ∑ 𝑢𝑐+𝑗−𝑚
𝑇 𝑣𝑐

2𝑚
𝑗=0,𝑗≠𝑚 + 2𝑚 log ∑ 𝑒𝑢𝑘

𝑇𝑣𝑐|𝑉|
𝑗=1  

 

The cross-entropy function is a common choice for the loss function. Using the objective 

function we just generated and cross entropy as loss function, we can update our unknowns using 

gradient descent. 

As can be seen in figure 7 [21], the SG architecture is visualized as the opposite of the CBOW 

architecture.   

 
Figure 7. Skip-Gram Architecture [21] 
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3.2.4. FastText 

FastText [22] was introduced as an extension to the word2vec model. It came to address a 

major shortcoming of the word2vec model, which is that it ignores the morphological structure 

of words; for instance, we would like, ideally our model to realize that words such as generous 

and generosity or curious and curiosity are somehow related, based only on the way they are 

spelled. The key idea in FastText is that each word is represented as a bag of character n-grams. 

A vector representation is assigned to each character n-gram and the word vectors are 

conveniently produced as the sum of the vector representations of the character n-grams of which 

the word is made.  This approach is especially useful for representing words in languages with 

large vocabularies and a large number of rare words.  

To understand this algorithm better, let us first discuss the concept of character n-grams. n-

grams were first introduced in 1948 by Shannon [23]. Since then, this concept has found 

applications in a number of NLP tasks [24, 25, 26]. In simple words, in the context of NLP, n-

grams simply refer to a set of n contiguous sub-items from a sequence, and character n-grams 

refer to a substring of length n characters from a text item. For instance, from the word walking, 

the following set of 3-grams can be generated: {wal, alk, lki, kin, ing}. 

The FastText model proposed originally in [22] is based on the skip-gram architecture. The 

aim is to predict a context word given a target word. The feature vector of each word 𝑤 is 

computed using n-grams as shown in Eq. (11); where 𝑥𝑔 is the representation of n-gram 𝑔. 

 

ℎ𝑤 = ∑ 𝑥𝑔𝑔 ∈ 𝑤      (11) 

 

The process in Eq. (11) simply refers to adding the representation of all the character n-gram 

in the word and the representation of the word itself (if previously encountered). One of the 

biggest advantages of this process arises in the case of out of vocabulary words (OOV). In other 

words, the FastText model is able to generate representations for unseen words; if an OOV is 

encountered, the model sums only the character n-gram representations creating a representation 

for the word itself.  

Another advantage offered by this methodology is that is makes the modeling of compound 

words easier. For instance, if we have the representation for the word “Basket” and one for the 
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word “Ball”, it is easy to generate the representation for the word “Basketball” as the sum of the 

n-gram representations of both words.   

3.2.5. Negative Sampling 

Looking back at the loss functions for CBOW and SG, we can see that their computation 

requires summation over the whole vocabulary, which requires looping over |𝑉| elements. Every 

update or evaluation made would hence have a time complexity of 𝑂(|𝑉|). As the size of the 

vocabulary can be huge, this process can quickly become computationally infeasible [18].  

An approach used to overcome this issue is to try, instead of computing the loss, to 

approximate its value. This is what negative sampling, which was introduced by Mikolov 

et. Al. [54], aims at achieving. This technique was based on the SG model, however, it is 

optimizing a different objective function [18]. For a pair (𝑤, 𝑐), where 𝑤 represents the 

word and 𝑐 represents the context, the probability 𝑃(𝐷 = 1| 𝑤, 𝑐) is defined as the 

probability that the pair (𝑤, 𝑐) came from the corpus data. Similarly, 𝑃(𝐷 = 0| 𝑤, 𝑐) is 

defined as the probability that (𝑤, 𝑐) did not come from the corpus data. 𝑃(𝐷 = 1| 𝑤, 𝑐) is 

subsequently computed using Eq. (12), where D is used to model the corpus. 

𝑃(𝐷 = 1 | 𝑤, 𝑐, 𝜃) = 1

1+𝑒−𝑣𝑐𝑇𝑣𝑤
    (12) 

Note here the use of the sigmoid function (graphed in figure 8 [18]), which represents the 1-

dimensional case of the Softmax function. This rationale behind using this function, is that it can 

be used to model probabilities as it maps the input into the range [0, 1].  

 
Figure 8. Graph of the Sigmoid function [18] 

 
The objective of our optimization problem hence becomes to maximize the probability of 

correct classification. In other words, we try to increase the probability of (𝑤, 𝑐) being in the 
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corpus if it actually is and vice versa. This is achieved by applying maximum likelihood 

estimation on the two probabilities at hand. The following set of equations [18] is a mathematical 

description of this process. 

𝜃 = argmax𝜃  ∏ 𝑃(𝐷 = 1 | 𝑤, 𝑐, 𝜃)
(𝑤,𝑐)∈𝐷

∏ 𝑃(𝐷 = 0 | 𝑤, 𝑐, 𝜃)
(𝑤,𝑐)∈𝐷

 

𝜃 = argmax𝜃  ∏ 𝑃(𝐷 = 1 | 𝑤, 𝑐, 𝜃)
(𝑤,𝑐)∈𝐷

∏ (1 −  𝑃(𝐷 = 1 | 𝑤, 𝑐, 𝜃))
(𝑤,𝑐)∈𝐷

 

𝜃 = argmax𝜃  ∑ log 𝑃(𝐷 = 1 | 𝑤, 𝑐, 𝜃)
(𝑤,𝑐)∈𝐷

+ ∑ log(1 −  𝑃(𝐷 = 1 | 𝑤, 𝑐, 𝜃))
(𝑤,𝑐)∈𝐷

 

𝜃 = argmax𝜃  ∑ log
1

1 + 𝑒−𝑢𝑤
𝑇 𝑣𝑐

(𝑤,𝑐)∈𝐷

+ ∑ log
1

1 + 𝑒𝑢𝑤
𝑇 𝑣𝑐

(𝑤,𝑐)∈𝐷

 

 

This is equivalent to minimizing the negative log likelihood. The objective function used is 

shown in Eq. (13). 

𝐽 =  − ∑ log 1

1+𝑒−𝑢𝑤𝑇 𝑣𝑐
−(𝑤,𝑐)∈𝐷 ∑ log 1

1+𝑒𝑢𝑤𝑇 𝑣𝑐(𝑤,𝑐)∈𝐷     (13) 

This means that the objective function for observing the center word 𝑤 given the context 

vector �̂� in CBOW is the one presented in Eq. (14), where 𝜎 is used to denote the Sigmoid function. 

  𝐽 =  − log 𝜎(𝑢𝑐
𝑇. �̂�) − ∑ log(−�̃�𝐾

𝑘=1 𝑘
𝑇 . �̂�)      (14) 

Similarly, the objective function for the task of observing the context word 𝑐 − 𝑚 + 𝑗 given 

the center word 𝑐 becomes the one shown in Eq. (15). 

               𝐽 =  − log 𝜎(𝑢𝑐−𝑚+𝑗
𝑇 . �̂�) − ∑ log(−�̃�𝐾

𝑘=1 𝑘
𝑇 . �̂�)    (15) 

In both of the formulations above,  {�̃�𝑘|𝑘 = 1 … 𝐾} are sampled from a probability 

distribution 𝑃𝑛(𝑤). The literature has not found a single, agreed upon opinion for what 

constitutes the best model for 𝑃𝑛(𝑤). The unigram language model seems to perform relatively 

better compared to other distributions [18].   
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3.3. Evaluation of Word Embeddings 

One of the most crucial yet most challenging step in building word embeddings is the 

evaluation of the produced representations. Since the training process for word embeddings is 

unsupervised, there is no single good way to objectively evaluate the embeddings; instead, good 

evaluation depends on the specific application these embeddings are used for. Nonetheless, a 

number of evaluation methods can be used to give an idea about the performance and quality of 

the produced representations.  

 In this section, I talk about some of the most commonly used methods for assessing the 

performance and quality of distributed word representations. 

3.3.1. Data Visualization 

a. Principal Component Analysis 

The idea behind principal component analysis (PCA) [27] is to reduce the dimension of a data 

set consisting of a high number of variables (dimensions), while keeping as much information as 

possible. This is achieved by transforming the data into a set of uncorrelated set of variables, 

which are called principal components. This set is ordered so that the first few principal 

components are able to model most of the variation present in all of the original variables [28]. 

Let 𝑥 be a vector of 𝑝 random variables. Our interest would be the variances of these variables 

and the structure of correlations between them. The key idea is to look for a few derived variables 

(≪ 𝑝) that preserve most of the information exhibited in the original data [28].   

The derivation of PCA is fairly simple. The first step in the derivation of PCA is to look for a 

linear function maximizing the variance. This function is denoted as 𝛼1
′ 𝑥 where 𝛼1 is a vector of 

𝑝 constants (𝛼11, 𝛼12, … , 𝛼1𝑝) while the operator ‘ denotes the transpose operation. This, hence, 

produces Eq. (16) [28]. 

  𝛼1
′ 𝑥 =  𝛼11𝑥1 +  𝛼12𝑥2 + ⋯ + 𝛼1𝑝𝑥𝑝 = ∑ 𝛼1𝑗𝑥𝑗

𝑝
𝑗=1    (16) 

Similarly, we look for linear functions 𝛼2
′ 𝑥, 𝛼3

′ 𝑥, …, 𝛼𝑘
′ 𝑥. These linear functions are the 

principal components (i.e., the 𝛼𝑖
′𝑥 is the 𝑖-th principal components), the hope in this case is that 

a set of 𝑚 (where 𝑚 is a much smaller number than 𝑝) produced principal components will hold 

most of the information stored in the original variables [28]. 

An example of the visualization output of dimensionality reduction using PCA is presented 

in figure 9. In this figure, three principal components were used to visualize the figure on the left 

while only two were used to visualize the figure on the right. 
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Figure 9. PCA projection of the 784-dimensional MNIST dataset [29] into 3D (left) and 2D (right) spaces 

 

b. t-Distributed Stochastic Neighbor Embedding 

t-Distributed Stochastic Neighbor Embedding (t-SNE) [30] is another technique for 

dimensionality reduction that is often used for data visualization. Just like PCA, the aim in t-SNE 

is to reduce a high dimensional set of data into lower dimensions while retaining as much as 

possible from the information stored in the original variables. In most cases, however, t-SNE is 

concerned with converting a high dimensional data set 𝜒 = {𝑥1, 𝑥2, … , 𝑥𝑛} into two- or three-

dimensional data 𝒴 = {𝑦1, 𝑦2, 𝑦3, … , 𝑦𝑛}. In [30], 𝒴 is referred to as a map, while each element 𝑦𝑖 is 

referred to as a map point. 

To understand t-SNE, we need to first discuss its predecessor Stochastic Neighbor Embedding 

(SNE) [31].  This algorithm starts by converting the high-dimensional distances between the 

words into conditional probabilities, which are used to measure the similarity between the data 

points. This is denoted as 𝑝𝑗 |  𝑖, the conditional probability that 𝑥𝑖 would elect 𝑥𝑗 to be its neighbor. 

A similar probability is computed for data points in the lower dimensions which is denoted as 

𝑞𝑗 |  𝑖. This gives us an idea about the quality of the representation. If the map points 𝑦𝑖 and 𝑦𝑗 

accurately model the similarity between 𝑥𝑖 and 𝑥𝑗, then the equality  𝑝𝑗 |  𝑖 =  𝑞𝑗 |  𝑖 should hold. As 

such, SNE works by attempting to minimize the difference between  𝑝𝑗 |  𝑖 and 𝑞𝑗 |  𝑖. The cost 

function is hence the one represented by Eq. (17). 

𝐶 =  ∑ ∑ 𝑝𝑗|𝑖𝑗 log 𝑝𝑗 |  𝑖

𝑞𝑗 |  𝑖
𝑖     (17) 

SNE is able to produce good visualizations. However, it suffers from many issues; namely a 

cost function that is difficult to optimize and a problem known as the crowding problem; which 

arises when not all neighbors can fit into the available space in the lower dimension [30]. This is 

what t-SNE attempts to solve. This is achieved by applying two main differences: (1) a 

symmetrized version of the cost function [32] is used and (2) a student-t distribution is used 
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instead of a gaussian distribution in order to compute the distances in the low dimensional space 

[30]. 

Figures 10 and 11 illustrate the working of the t-SNE algorithm on the MNIST handwritten 

digits dataset [29]. 

 
Figure 10. Projection of the 784-dimensional MNIST dataset [29] into 3D space using t-SNE 

 
 
 
 
 

 
Figure 11. Projection of the 784-dimensional MNIST dataset [29] into 2D space using t-SNE 

 

c. Uniform Manifold Approximation and Projection 

Uniform Manifold Approximation and Projection (UMAP) [33] is a novel approach for 

dimensionality reduction. This technique arises from topological data analysis, leveraging 

concepts from the field of topology for computational uses.  The authors of [33] claim this method 

preserves more of the global structure of data when compared to t-SNE. The fact that UMAP is 

built upon topological methods also allows it to handle significantly higher dimensional data, 

making it more useful for a variety of machine learning tasks. 

The mathematics behind UMAP is relatively advanced; as such, it will be omitted from this 

report. However, the intuition behind the algorithm is fairly simple. The algorithm starts by 

constructing a weighted graph where the weights of an edge connecting nodes u and v represents 
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the likelihood that these two points are connected. To determine whether two points should be 

connected, a radius r is chosen; all points with distance r of each other are subsequently 

connected. Naturally, the choice of r is one of the most crucial steps of this algorithm: a value of 

r that is too small would lead to potentially meaningful connections being omitted while a value 

of r that is too large would lead to all of the points being placed together in a single large cluster.  

UMAP decreases the likelihood of connection as the value of r grows. The problem of choosing 

the right r is addressed by choosing the radius based on the distance to the n-th closest neighbor. 

Using this methodology, the assumption is that every point will be connected to at least its closest 

neighbor, hence, preserving the global structure of the data [34]. Figure 10 illustrates 

dimensionality reduction using UMAP. 

 
Figure 12. Projection of the 784-dimensional MNIST dataset [29] into 3D (left) and 2D (right) spaces using UMAP 

3.3.2. Intrinsic Evaluation 

Good word embeddings provide geometrical representations of words that accurately model 

the linguistic relationship between words [35]. Therefore, in order to assess the performance of 

word embeddings, we have to look at how accurately these representations model meaningful 

linguistic relationships between words. Towards this end, two methods are generally relied on: 

Intrinsic Evaluation and Extrinsic Evaluation [35]. In this work, the focus will be on intrinsic 

evaluation for reasons that will be discussed in a later section. In this section, I discuss a number 

of intrinsic evaluation methods that can be used for assessing the performance of distributed 

word representations.  
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a. Word Analogies 

Word analogy evaluators are based on a simple idea: given a word a and its analogy a*, and 

given word b, the aim is predict the word b*; which is the equivalent word to b by that same 

analogy. For example, the word king is analogical to queen by the same analogy that produces 

female from male. Another example is that the relationship between Tokyo and Japan is the same as 

that between Rabat and Morocco.  

In general, word analogy evaluators are good for testing multifacetedness [36]. This means 

that words a and a* can be chosen based on a certain property with the hope that this property 

will be modeled by the word vectors. Nonetheless, a number of state-of-the-art word embedding 

models score as low as 30% on this task, particularly on analogies between synonyms and 

antonyms. 

The word analogy task was first popularized by Mikolov et. Al. [14], with the development of 

the Google Analogy Test Set (GATS). This dataset had nine morphological and five semantic 

categories, totaling 8,869 semantic questions and 10,675 syntactic ones. However, this dataset 

suffered from a number of issues, the main one being the fact that it is highly unbalanced. To 

address these issues, the Bigger Analogy Test Set (BATS) [37] was introduced. This dataset 

contained over 98,000 analogy questions in total, the creators of the test set also worked on 

keeping it balanced and on incorporating questions related to inflectional and derivational 

morphology, in addition to lexicographic and encyclopedic semantics.  

b. Words Clustering 

Another method for evaluating word embeddings is to observe how words of similar nature 

are clustered together in the embedding space. This is done by generating a list of words to be 

evaluated and attempting to see how well these words were assigned to the expected clusters 

after applying a clustering algorithm such as the k-means clustering algorithm, explained 

hereafter.  

i. k-means clustering 

K-means clustering [38] is a method for finding groups in a set of data. The algorithm is 

characterized by the parameter k which denotes the number of clusters expected to be present in 

the data. The intuition for k-means is simple; all we have to do is find the data points closest to 

each other in similarity. This is done by computing the Euclidean distance between the points, as 



 29 

described by Eq. (18). The data points with low value for the Euclidean distance are considered 

to be similar and are clustered together. 

   𝑑(𝑝, 𝑞) = √∑ (𝑞𝑖 − 𝑝𝑖)2𝑛
𝑖=1                  (18) 

The algorithm begins by randomly choosing k centroids randomly. Afterwards, the Euclidean 

distance from the centroids to each data point is computed. Clusters are formed based on the 

centroids closest to the data points. Then, centroids are reassigned based on the newly formed 

clusters. The centroid of a set of points (𝑥1, 𝑦1), (𝑥2, 𝑦2), … , (𝑥𝑛, 𝑦𝑛) is obtained using the mean of 

cluster points using the formula Eq. (19). This process is repeated until we reach convergence, 

and the centroid can no longer change. 

(𝑥1+𝑥2+⋯+𝑥𝑛
𝑛

, 𝑦1+𝑦2+⋯+𝑦𝑛
𝑛

)     (19) 

ii. Clustering evaluation 

In order to quantitatively assess the clustering retrieved from the embeddings space, it is 

important to define the metrics that are to be used. In this work, three main methods are to be 

used: (1) the Adjusted Rand Index, (2) the Fowlkes-Mallows Score and (3) the Mutual Information 

Score. Each of this evaluation metrics will be discussed in this section. 

a) Adjusted Rand Index: In simple terms, the rand index (RI) [39] is a measure of how 

accurately the clustering algorithm is able to place the data points in their 

corresponding clusters. This is done, as expressed by Eq. (20), by summing the number 

of true positives (TP) and true negatives (TN) and dividing by the sum of the true 

positives (TP), true negatives (TN), false positives (FP) and false negatives (FN). 

𝑅𝐼 = 𝑇𝑃+𝑇𝐹
𝑇𝑃+𝑇𝐹+𝐹𝑃+𝐹𝑁

                     (20) 

A problem with RI is that certain completely random grouping may yield a high score. 

The Adjusted Rand Index (ARI) [40] attempts to remedy this issue. It works by taking 

a contingency table such as the following and produces the score using Eq. (21). 
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 𝑌1 𝑌2 … 𝑌𝑠 sums 

𝑋1 𝑛11 𝑛12 … 𝑛1𝑠 𝑎1 

𝑋2 𝑛21 𝑛22 … 𝑛2𝑠 𝑎2 

⋮ ⋮ ⋮ ⋱ ⋮ ⋮ 

𝑋𝑟 𝑛𝑟1 𝑛𝑟2 … 𝑛𝑟𝑠 𝑎𝑟 

sums 𝑏1 𝑏2 … 𝑏𝑠  

      

𝐴𝑅𝐼 =  
∑ (𝑛𝑖𝑗

2 ) 𝑖𝑗 −  
[∑ (𝑎𝑖

2 ) ∑ (
𝑏𝑗
2 )𝑗 ]𝑖

(𝑛
2)

1
2[∑ (𝑎𝑖

2 )+∑ (𝑏𝑗
2 )𝑗 ]𝑖   −  

[∑ (𝑎𝑖
2 ) ∑ (

𝑏𝑗
2 )𝑗 ]𝑖

(𝑛
2)

   (21) 

b) Fowlkes-Mallows Score: The Fowlkes-Mallows Score (FMS) [41] is simply the number 

of true positives (TP) divided by the square root of the product of the sum of TP and 

FP by the sum of TP and FN. This is equivalent to the geometric mean of the pairwise 

precision and recall. This is summarized in Eq. (22). 

𝐹𝑀𝑆 =  𝑇𝑃
√(𝑇𝑃+𝐹𝑃)(𝑇𝑃+𝐹𝑁)

      (22) 

c) Adjusted Mutual Information Score: The mutual information score (MI) measures 

how similar two clusterings are. Given two clusterings 𝑈 and 𝑉, MI is computed 

using Eq. (23) [42]. 

𝑀𝐼(𝑈, 𝑉)  =  ∑ ∑ |𝑈𝑖 ⋂ 𝑉𝑗|
𝑁

log 𝑁|𝑈𝑖 ⋂ 𝑉𝑗|
|𝑈𝑖||𝑉𝑗|

|𝑉|
𝑗=1

|𝑈|
𝑖=1         (23) 

In practice, however, MI is almost always encountered in its adjusted form (AMI), 

which aims at overcoming the limitations of MI such as the case where MI becomes 

higher when the number of clusters grows large regardless of whether or not the 

clusters actually share common information [42]. AMI is defined by Eq. (24). 
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𝐴𝑀𝐼(𝑈, 𝑉) = 𝑀𝐼−𝐸{𝑀𝐼(𝑈,𝑉)}

max {− ∑ |𝑈𝑖|
𝑁 log|𝑈𝑖|

𝑁  ,− ∑ |𝑉𝑖|
𝑁 log|𝑉𝑖|

𝑁 } −𝐸{𝑀𝐼(𝑈,𝑉)} |𝑉|
𝑖=1  |𝑈|

𝑖=1

                                              (24) 
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4. Implementation 
 

4.1. Data Retrieval 

4.1.1. Darija in Latin Script 

Our data collection scheme for Arabizi text relied on two main sources: (1) posts on the social 

media platform Twitter and (2) music lyrics by Moroccan artists. 

a.  Twitter  

Twitter is a popular social media platform used for microblogging using posts commonly 

referred to tweets. In recent years, this platform has been rising in popularity with Moroccan 

users. The main advantage provided by twitter for an individual anyone attempting to collect 

social media data is the efficient and easy-to-use API1 provided by the social media giant.  

I used the said API in the Python Programming Language to query some of the most 

commonly used Arabizi MD used such as the words: 3lach (why), Kifach (how), Fou9ach (when), etc. 

This is as simple as the piece of code presented in figure 13. This was done over multiple iterations 

and using different keywords in every iteration. 

 
Figure 13. Code to retrieve tweets based on a list of keywords 

 

 From the data generated, a total of 5000 users who were mentioned in the tweets were 

extracted. The intuition is that since these users were mentioned in these tweets, then they most 

likely understand MD. As such, we retrieved all available tweets from these users. This was done 

by the block of code in figure 14.  

 
1 https://developer.twitter.com/en/docs/twitter-api  

https://developer.twitter.com/en/docs/twitter-api
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Figure 14. Code to retrieve the tweets by a list of users  

 

b.  Genius.com 

genius.com is a website dedicated to music lyrics. Songs from artists from all over the globe 

are posted on this website. The genius API2 is a convenient and easy-to-use API that can be used 

to retrieve song lyrics from genius.com.  

A number of Moroccan artists  use MD as a matrix language and languages such as English 

and French as embedded languages, while another set of artists who are French of North African 

descent use French as a matrix language and MD as an embedded language. I retrieved the lyrics 

for songs from these artists using the block of code in figure 15. 

 
Figure 15. Code to retrieve music data by a list of artists   

 The code in figure 15 generates Java Script Object Notation (JSON) files containing 

information about each artist, including their songs; the information that is particularly needed 

in this case is the URL (link) to the webpage containing the lyrics for each song. Therefore, I 

 
2 https://docs.genius.com/  

https://docs.genius.com/
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extracted only the songs and links from the json file and stored them in a pandas library data 

frame. The links were then accessed and scraped using the famous Beautiful Soup3; a Python library 

used for extraction of data from HTML as well as XML files. This process is illustrated in figures 

16 and 17. 

 
Figure 16. Code to keep only information relevant to the songs 

 

 
Figure 17. Code to scrape the music lyrics 

 

c.  Dataset Description 

The final dataset was then built by combining the data from both sources. In total, the dataset 

contained over 6,035,000 sentences. This is, to my knowledge, the largest code-mixed MD-French-

English dataset to ever be constructed. 

4.1.2. Darija in Arabic Script 

As MD is essentially an Arabic dialect, most of the MD data found online (in outlets other 

than social media) is written using Arabic script. As such, data written in Arabic script is more 

 
3 https://www.crummy.com/software/BeautifulSoup/  

https://www.crummy.com/software/BeautifulSoup/
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readily available online. In this section, I describe the various sources and methods used for 

retrieval of MD data written in Arabic script. 

a. Music Data 

 In order to retrieve music data for songs written in MD, the same process to the one used for 

retrieval of music data in the previous section (for Latin alphabet) was used. The genius API was 

used to perform multiple queries so as to retrieve music data from Moroccan artists.  

b. Goud.ma 

Goud.ma4 is a Moroccan news outlet that publishes news articles in Moroccan Darija. I relied 

on the selenium library to develop a script to scrape this website. Initially, I worked on scraping 

around 1,200 articles from this website. Initially, the last 100,000 news articles were retrieved. 

Afterwards, data was continuously collected over the course of the semester by scraping the last 

200 articles at the end of every week, as new articles are added.  

The data collection scheme for goud.ma articles was done in two stages: (1) retrieve all the links 

of the pages containing web articles (2) iterate over all the retrieved links and download the 

available text within those pages. Towards this end, I used the Python Selenium5 package; which 

is commonly used to automate interactions with web browsers through Python. The code for this 

process is presented in figures 18 and 19. 

 
4 https://www.goud.ma/  
5 https://www.selenium.dev/  

https://www.goud.ma/
https://www.selenium.dev/
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Figure 18. Code to retrieve links from goud.ma 

 
Figure 19. Code to retrieve page contents from goud.ma 

 

c. Moroccan Darija Wikipedia 

The Moroccan Darija section6 is a relatively new addition to the famous Wikipedia platform. 

It currently contains 3,527 articles written in Moroccan Darija. I have used the selenium library to 

scrape the content of all the articles posted on this source.  

 
6 https://ary.wikipedia.org/  

https://ary.wikipedia.org/
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Retrieving data from this source followed the same scheme as the collection for the goud.ma 

website. That is, I begin by scraping the links for all available articles, then independently 

scraping the contents of the links. This is illustrated by the code segments figures 20 and 21. 

 

 
Figure 20. Retrieving the links for all pages in the Wikipedia MD section 

 
Figure 21. Retrieving the content of all articles in the Wikipedia MD section 
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d. Moroccan Darija Stories 

Another source of Arabic script MD data is the website 9isas.modareb.info7, which contains a 

number of stories written in MD. I have worked on scraping all the stories in this website. Again, 

the process of retrieving the data was split into the phases of first getting the links to the available 

stories, then iterating over all links to retrieve the text data. This was done by the code blocks in 

figures 22 and 23. 

 
Figure 22. Retrieving the links to all stories available on 9isas.modareb.info 

 
Figure 23. Retrieving the content of all stories available on 9isas.modareb.info 

  

 
7 https://9isas.modareb.info/  

https://9isas.modareb.info/
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e. Data set description 

Upon combining the data collected from all Arabic script sources, I ended up with a data 

set of around 2,301,450 sentences.   
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4.2.  Data Pre-processing 

As the data was retrieved from online sources, many challenges had to be overcome in order 

for this data to be adequate for use in our application. For instance, song lyrics retrieved from 

genius.com contained certain tokens that were repeated, which were not significant for us. For 

instance, tokens such as “[Chorus]” and “x2” are repeated multiple times in many of the lyrics 

that were extracted. The common occurrence of such words could lead the models into thinking 

that they hold a significant role in the modeling of contexts in MD, hence biasing the embeddings. 

Therefore, I made sure to remove all occurrences of this type of words. 

The data downloaded from twitter also suffered from a number of issues. First, we noticed 

that there were many retweets being downloaded, leading to the same tweet being present in the 

data multiple times. All the retweets were tweets that began by the pattern “RT:”, therefore, all 

tweets beginning by this keyword were removed so as to keep only a single occurrence of every 

tweet. MD tweets also contained hashtags, which we had to get rid of, since they do not hold any 

significant meaning for the purpose of language modeling. In general, hashtags are turned into 

actual words by splitting them at the points where there are capital letters; for instance, the 

hashtag #GoodDay would be split into the words Good and Day. However, in the MD data at 

hand, we did not find the hashtags to follow this pattern; as such, we just removed all words 

beginning by the character ‘#’. Emojis, such as smileys, are pictograms or logos that are 

commonly used in electronic media and messaging. Our data contained a lot of emojis, therefore, 

we had to remove them. This was done by the lines of code in figure 24. 

 
Figure 24. Code to remove emojis from tweets 

Another pre-processing step that had to be taken concerns elongated words, which are 

common especially on social media data. This includes words such as “mchiiiit” and “bghiit” 

which are used by online users to express certain emotions.  To deal with such instances, we 
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normalized our words so that any contiguous sequence of the same letter that is longer than three 

is converted into a sequence of two letters only. For example, the word “looooook” would be 

converted to the word “look” and the utterance “hhhhhh”, which is used to express a laugh, would 

be converted to “hh”.  

As preparation for training, all sentences in the data sets were tokenized, and stored in lists 

which are to be subsequently used by the models as corpuses.    
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4.3.  The Word Embedding Models 

We were able to train a total of eight word embedding models: word2vec-Latin-CBOW, 

word2vec-Latin-SG, word2vec-Arabic-CBOW, word2vec-Arabic-SG, fastText-Latin-CBOW, 

fastText-Latin-SG, fastText-Arabic-CBOW and fastText-Arabic-SG. 

The Python library genism by Rehurek et. Al. [43] provides implementations for both word2vec 

and fastText; we relied on this library to build our models. All of the models were trained using 

negative sampling with a size of 5 over 10 epochs. All the embeddings were generated to be 100-

dimensional. In order to account for misspellings and typing errors, words that appeared less 

than 100 times in the training dataset were omitted. Table 1 shows the number of words that were 

represented in each model. 
Table 1. Number of words represented by each model 

Model Number of Words 

word2vec-Latin-CBOW 27,901 

word2vec-Latin-SG 27,901 

word2vec-Arabic-CBOW 29,448 

word2vec-Arabic-SG 29,448 

fastText-Latin-CBOW 27,901 

fastText-Latin-SG 27,901 

fastText-Arabic-CBOW 29,448 

fastText-Arabic-SG 29,448 

 

We wanted to train models for a combination of Arabic and Latin scripts (i.e., embeddings 

that can represent words written in Arabic as well as words written in Latin), however, the 

combined dataset contained over 14,000,000 sentences; we were, hence, unable to train such 

models given the limited resources at our disposal.  

An initial observation that can be made is that, although the number of training instances for 

the Arabic script embeddings was significantly lower than their Latin counterparts, the number 

of words represented by the Arabic script models was, in fact, higher. This indicates that the 

Arabic script data was cleaner in the sense that there were less errors and typos. Since the data 

collected for Arabic was from sources other than social media, the writing of words was more 

standardized and fewer spelling mistakes were encountered making the Arabic script data less 

noisy and of better quality.  
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All the models were trained on the Google Collaboratory8 platform. Using the available 12 GB of 

RAM, training the models required the amounts of time presented in table 2. 
Table 2. Training time of each model 

Model Training time (minutes) 

word2vec-Latin-CBOW 19.57 

word2vec-Latin-SG 43.65 

word2vec-Arabic-CBOW 13.40 

word2vec-Arabic-SG 40.60 

fastText-Latin-CBOW 31.54 

fastText-Latin-SG 45.59 

fastText-Arabic-CBOW 30.38 

fastText-Arabic-SG 46.23 

 

As we can notice, the SG models generally took more time to train. This is due to the additional 

time required to make multiple predictions. In other words, in CBOW, the model only has to 

make a single prediction, which is the one for the context word. However, in SG, the model has 

to make multiple predictions, to guess each of the context words. Furthermore, the fastText 

models required more time to train compared to their word2vec counterparts; this is due to the 

additional computations associated with the computation of the character n-grams. 

  

 
8 https://colab.research.google.com/  

https://colab.research.google.com/
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5. Results and Discussion 
 

5.1. Data Visualization 
To get an idea about the shape and structure of our embeddings, I visualize them using the 

techniques presented earlier.  All the visualizations in this section were done using the tensorflow 

embeddings projector developed by Smilkov et. Al. [44].  

 5.1.1. Principal Component Analysis 

 a. Latin Script Embeddings 

 
Figure 25. PCA projection into 3D of Latin script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) fastText-

CBOW; (d) fastText-SG 

 
Figure 26. PCA projection into 2D of Latin script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) fastText-

CBOW; (d) fastText-SG 
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b. Arabic Script Embeddings 

 
Figure 27. PCA projection into 3D of Arabic script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) 

fastText-CBOW; (d) fastText-SG 

 

 
Figure 28. PCA projection into 2D of Arabic script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) 

fastText-CBOW; (d) fastText-SG 

 

5.1.2. t-Distributed Stochastic Neighbor Embedding 

 a. Latin Script Embeddings 

 
Figure 29. t-SNE projection (perplexity = 43, learning rate = 10, number of iterations = 248) into 3 dimensions of 

Latin script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) fastText-CBOW; (d) fastText-SG 
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Figure 30. t-SNE projection (perplexity = 43, learning rate = 10, number of iterations = 248) into 2 dimensions of 

Latin script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) fastText-CBOW; (d) fastText-SG 

 

 b. Arabic Script Embeddings 

 
Figure 31. t-SNE projection (perplexity = 43, learning rate = 10, number of iterations = 248) into 3 dimensions of 

Arabic script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) fastText-CBOW; (d) fastText-SG 

 
Figure 32. t-SNE projection (perplexity = 43, learning rate = 10, number of iterations = 248) into 2 dimensions of 

Arabic script embeddings; (a) word2vec-CBOW; (b) word2vec-SG; (c) fastText-CBOW; (d) fastText-SG 
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5.1.3. Uniform Manifold Approximation and Projection 

a. Latin Script Embeddings 

 
Figure 33. UMAP projection into 3 dimensions of Latin script embeddings; (a) word2vec-CBOW; (b) word2vec-

SG; (c) fastText-CBOW; (d) fastText-SG 

 

 
Figure 34. UMAP projection into 2 dimensions of Latin script embeddings; (a) word2vec-CBOW; (b) word2vec-

SG; (c) fastText-CBOW; (d) fastText-SG 

  

b. Arabic Script Embeddings 

 
Figure 35. UMAP projection into 3 dimensions of Arabic script embeddings; (a) word2vec-CBOW; (b) word2vec-

SG; (c) fastText-CBOW; (d) fastText-SG 
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Figure 36. UMAP projection into 2 dimensions of Arabic script embeddings; (a) word2vec-CBOW; (b) word2vec-

SG; (c) fastText-CBOW; (d) fastText-SG 

5.1.4. Interpretations and Discussion 

As we can see from the PCA and UMAP projections of Latin script embeddings, we can see 

that three dense clusters form in the data. One hypothesis that can be made is that these clusters 

may represent the different languages involved (MD, French and English). In other words, the 

words from the same language tend to cluster together. This is a hypothesis we explore in a more 

quantitative way in section 5.2.1. This was not the case for the Arabic embeddings. In the 

projections of the Arabic script embeddings all the represented words formed one big cluster.  

The fact that the French script embeddings were able to form such clusters means that while 

the Latin script embeddings also considered language as a feature in the vectors generated; while 

the Arabic script embeddings considered all the words to belong to a single language and 

considered only the syntactic and semantic relationships to be relevant features. This does not 

mean that the Arabic script embeddings are of inferior quality compared to their Latin 

counterparts. The aim of word embeddings is generally to cluster words based on similarity 

and/or meaning, which could still be the case in the Arabic script embeddings. 

The interpretation of t-SNE plots proved to be a much more challenging task. That is because 

these plots are unable to tell us much about the global shape of the data if we do not have access 

to additional information (e.g. the category every word belongs to, etc.). This is due to the way 

the  t-SNE algorithm works. t-SNE attempts to capture the structure of the data by grouping 

elements (words) that are similar close to each other. If words are separated in the higher 

dimensional space, t-SNE attempt to preserve that by separating them in the low-dimentional 

plot, however, the algorithm does not take into consideration how far apart these words actually 

are. To make the best out of t-SNE, we can select a number of words from the vocabulary and 

project it using t-SNE based on their representation in the embedding space, then look at whether 
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similar words were placed close to each other. This approach is what I resorted to in order to 

interpret the models using t-SNE; I selected a total of 80 words in both Latin and Arabic scripts 

and labeled them according to three categories: (1) locations, (2) people and (3) dates. Then 

projected the vectors representing these words into 2D space9.  

 
Figure 37. t-SNE projection of words in labeled dataset for Latin script models; (a) word2vec-CBOW; (b) 

word2vec-SG; (c) fastText-CBOW; (d) fastText-SG 

 

As we can see in figure 37, the Latin script models were able to form clusters that can classify 

the words according to their categories with high accuracy after t-SNE projection into 2-

dimentions by placing words marked by the same color (category) close to one another. 

 

Figure 38. t-SNE projection of words in labeled dataset for Arabic script models; (a) word2vec-CBOW; (b) 

word2vec-SG; (c) fastText-CBOW; (d) fastText-SG 

 

Figure 38 shows the t-SNE projection of the words in the labeled dataset as represented in the 

Arabic script embeddings. As we can see the word2vec models performed significantly better as 

far categorization is concerned. In the case of FastText models, the embeddings were able to 

cluster most of words, however, the clusters appear to contain more noise. 

  

 
9 The projections in figures 37 and 38 were done using the Python library matplotlib: https://matplotlib.org/  

https://matplotlib.org/


 50 

5.2. Intrinsic Evaluation 
Evaluating word embeddings of this kind is a difficult pursuit. Due to the lack of publicly 

available labeled datasets, performing extrinsic evaluation on a downstream task would require 

manual collecting and labeling of a dataset for a specific downstream task such as sentiment 

analysis. However, this was not feasible due to the limited time and resources at our disposal. As 

such, we had to resort solely on intrinsic methods for quantitative evaluation of our embeddings; 

for this, we relied on two main tasks: (1) word-level language identification and (2) word analogy 

evaluation.  

 5.2.1. Word-level Language Identification 

Since we are working with code-mixed text, an important element we have to look into is 

whether or not our embeddings are able to distinguish between the different languages involved. 

When training the representations, we did not take into account the languages used in every block 

of text; the idea is that these deep learning algorithms are language-agnostic, hence, they should 

be able to tell languages apart and portray that in the produced representations. Thus, the aim of 

this evaluation task is to evaluate the ability of the embeddings to classify the language (namely 

MD, French, English) the represented words belong to.  

As discussed in a previous section, the methodology used for evaluation of our word 

embeddings based on the task of word-level language identification is split into three main parts: 

(1) building of a labeled dataset, (2) Applying the k-means clustering algorithm on the word 

embedding representations of the elements in the labeled dataset and (3) using the clustering 

evaluation methods introduced in section 3.3.1 to assess the ability of the embeddings to cluster 

words based on their language.   

a. Building a dataset for word-level language identification 

From the vocabulary, a set of 50 words from each of the most commonly used languages 

(MD, French, English) was selected and labeled each word with its corresponding language. 

The constructed dataset, hence, contained 150 words labeled according to the language they 

belong to. This process was done for both Arabic and Latin scripts. Hence, two datasets (150 

words each) were produced.  
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Table 3. Sample of the dataset (Latin Script) used for word-level language identification  

Word Language 

elle FR 
ton FR 

3liya MD 
got EN 

 

An important issue that I encountered during the construction of these datasets is that of 

words that appear in different languages with the same spelling. Such words may even have 

different meanings depending on the language they belong to. An example of this would be the 

word “pour” which appears in both French and English with different meanings. I tried to avoid 

including words of this kind in the dataset; however, finding ways to account for this issue 

constitutes a good idea for a future work.  

b. Results and Analysis 

k-means clustering was applied on the space constructed by the representations for the words 

in each dataset. Since we are working with MD, French and English, the algorithm was used the 

parameter 𝑘 = 3. The results achieved by this process are presented in table 4. 

 
Table 4. Results on the word-level language identification task  

Model ARI FMS AMI 

word2vec-Latin-CBOW 0.92 0.95 0.90 

word2vec-Latin-SG 1.0 1.0 1.0 

word2vec-Arabic-CBOW 0.18 0.50 0.16 

word2vec-Arabic-SG 0.16 0.48 0.16 

fastText-Latin-CBOW 1.0 1.0 1.0 

fastText-Latin-SG 0.99 0.98 0.97 

fastText-Arabic-CBOW 0.12 0.41 0.12 

fastText-Arabic-SG 0.16 0.42 0.15 

 

 As we can see, the Latin script embeddings performed very well on this task. Using 

representations from the fastText-Latin-CBOW model and word2vec-Latin-SG, the algorithm 

was able to place all of the words into their correct clusters (language), the other Latin script 
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models did not fare much behind. On the other hand, the Arabic script representations do not 

seem to be able to distinguish between the different languages involved. 

The success of the Latin script embeddings on this task can be visualized in the PCA projection 

in figure 24. As we can notice, there are three main clusters that form in each of the embedding 

spaces for the Latin script embeddings. Based on these results, we can make the hypothesis that 

those clusters represent the different languages involved.  

The Arabic script embeddings lagged a lot behind their Latin counterparts on this task. I can 

think of two reason as two why this is the case: (1) using Arabic morphology, it was harder to 

detect changes in language, (2) The evaluation dataset was not adequate enough, or (3) the data 

that was used to train the Arabic models did not include enough instances of code-mixing. The 

fact that the Arabic script models performed poorly on this task does not necessarily imply that 

the models are of lower quality. It is likely that these models were able to model meaningful 

syntactic and semantic relationships between words despite not being able to cluster them based 

on the languages they belong to. Thus, verifying the quality of the Arabic script representations 

would require the use of further evaluation methods. Due to the many limitations (time, 

resources, etc.), I was not able to develop many more evaluation methods for these embeddings; 

however, this remains an endeavor to be explored in the context of a future work. 

5.2.2. Towards Building a Word Analogy Dataset 

 Building a dataset for an under-resourced language such as MD is no easy task. Nonetheless, 

we attempted to build a word analogy datatset for MD-French-English code-mixed text. In this 

section, the progress made towards that end is described. 

The custom data set built was based on the GATS [14] and BATS [37] data sets described in 

section 3.3.2. I took a random subset of words from these datasets and translated them into 

French. As for MD, since it is difficult to find exact translations of all words chosen, words that 

are close in meaning were used instead. The constructed dataset contained over 17,000 analogy 

queries from all three languages. This dataset was subsequently divided into eleven main 

categories: Country - Capital – English (CCE), Country - Capital – French (CCF), Singular – Plural – 

French (SPF), Singular – Plural – English (SPE), Singular – Plural – MD (SPMD), Adjective – 

Comparative – English (ACE), Infinitive – Present – French (IPF)), Masculine – Feminine – English 

(MFE), Masculine - Feminine – French (MFF), Male – Female – MD (MFMD), Infinitive – Present 

Participant – French (IPPF). This dataset was based on Latin script only. As such, only Latin-script 
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Word embeddings could be evaluated on it. Table 5 shows the results achieved by the Latin script 

models on this word analogy dataset. 
Table 5. Results of word analogy evaluation for Latin-script embeddings (accuracy) 

  

As can be seen on Table 5, fastText models significantly outperform word2vec models on this 

task. fastText models performed particularly well on the categories: SPF, SPE and ACE. In each 

of these categories, the analogies are produced by applying morphological changes to words. 

(e.g., many ACE analogy words are produced by adding the suffix -er, while many SPF and SPE 

analogy words are produced by adding an -s at the end of words). This highlights the power of 

the use of character n-gram in fastText. 

Furthermore, another reason why fastText models outperform word2vec could be due to the 

latter’s inability to represent OOV words. Word2vec models rely on a <UNK> token to represent 

all unseen words, which hinders its performance when dealing with OOV words; as discussed in 

section 3.2.4, fastText remedies this by representing unseen words as the sum of representations 

of the individual character n-grams included in the word. 

Building a dataset of the same size for Arabic-script proved to be an even more challenging 

task. That is because transcribing the French and English words into Arabic script can be difficult 

and time consuming. As there is no standardized way to transcribe Latin scripted words into 

Arabic alphabet, converting the dataset into Arabic script could be tricky and may yield 

misleading results. Building such a dataset would constitute a research work on its own. This 

endeavor is to be explored in a future work.    

Model Word2Vec-CBOW Word2Vec-SG FastText-CBOW FastText-SG 
CCE 0.06 0.21 0.08 0.12 
CCF 0.09 0.10 0.03 0.11 
SPF 0.44 0.51 0.80 0.74 
SPE 0.46 0.50 0.86 0.79 

SPMD 0.01 0.17 0.03 0.03 
ACE 0.83 0.50 0.92 0.91 
IPF 0.33 0.32 0.51 0.46 

MFE 0.50 0.44 0.36 0.47 
MFF 0.29 0.40 0.31 0.46 

MFMD 0.08 0.09 0.18 0.36 
IPPF 0.18 0.06 0.46 0.26 

Overall 0.38 0.43 0.62 0.61 
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6. STEEPLE Analysis 

STEEPLE analysis is a tool used for the analysis of the various aspects of a research idea. This 

section presents the different components of this analysis, applied to my project: 

6.1. Social Implications 

There are multiple societal considerations that come into the development of NLP 

applications. As NLP is finding more and more ways into every individual’s life, from social 

media platforms to voice-activated assistants, addressing the social impact of NLP is more 

important now than ever. One important aspect that needs to be addressed is the effect of NLP 

on social justice. Namely, failing to recognize group membership (Exclusion), implying wrong 

group memberships (Overgeneralization) and overexposure are the main social concerns in 

NLP [45]. In our case, such problems may arise in case our data is not representative of certain 

dialectic minorities in Morocco; for instance, individuals from the northern region speak in a 

slightly different accent.  

6.2. Technological Implications 

Word embeddings are the basis for a large number of model NLP solutions. Therefore, 

developing distributed word representations for MD will provide endless opportunities for 

NLP applications that may be developed. Technological solutions based on MD NLP have the 

potential of reaching a larger portion of the Moroccan population, providing a chance for a 

number of people who can only speak MD to use many applications. 

6.3. Economic Implications 

Nowadays, more and more firms and companies are moving towards digital solutions [46], 

making world economies more and more dependent on technological solutions. The developed 

embeddings would provide Moroccan companies with the opportunity to incorporate Artificial 

Intelligence solutions in Moroccan Darija, which would help these applications be more 

consumer-centered compared to applications built in French on Modern Standard Arabic. For 

instance, banking applications could incorporate MD NLP solutions such as chatbots. This would 

make the use of such applications much easier for many customers, hence attracting a larger 

number of users. 
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6.4. Environmental Implications 

One of the biggest concerns in the Artificial Intelligence community is about the levels of 

carbon (CO2) emissions produced in the process of training deep learning models. This is 

particularly the case for NLP models [47]. As such, it is important to optimize the resources 

used to train our word embeddings. 

6.5. Political Implications  
Word Embeddings are finding applications in virtually all fields. Political science is no 

exception [48]. The development of Moroccan Darija word embeddings would open many doors 

for political science. For instance, the distributed word representations could be used to analyze 

the political discourses from Moroccan officials and citizen responses. 

6.6. Legal Implications 

As far as the legal aspect is concerned, many considerations had to be taken for the 

development of these embeddings. First, our data collection scheme had to be done in such a way 

that it respects privacy rules of the chosen sources. In addition, providing adequate word 

embeddings for this type of text could be very useful for many applications related to the realm 

of law. For instance, the models could be adopted by Moroccan law enforcement agencies to 

detect inappropriate and potentially dangerous activity on social media and other online outlets. 

6.7. Ethical Implications 

One of the main ethical concerns in NLP applications concerns data collection. As scraping 

content posted by users online provides tremendous amounts of data, NLP researchers are 

relying more and more on online platforms as data sources for their work. This brings about 

many issues and concerns relating to the privacy and consent of the users of social media 

platforms and online blogs/forums.  

Additionally, word embeddings have been receiving a lot of criticism over the fact that they 

can be include a number of biases such as gender bias [49]. This is an issue that has not been 

addressed in this work, as the detection of bias remains a difficult problem in the field; Therefore, 

the embeddings generated may indeed contain a number of biases. This is, however, an issue that 

we plan to pursue as part of a future work. 
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7. Conclusion and Future Work 

Within the framework of this capstone project, word embeddings for code-mixed MD-French-

English text were developed. While we were able to collect data that was subsequently used to 

train the embeddings, finding adequate methods to evaluate the models proved to be a 

challenging task. As such, a continuation of this work, future endeavors will address the problem 

of word embedding evaluation, using intrinsic as well as extrinsic evaluation.  

Another that we would like to take is to experiment with contextual word embeddings such 

as Bidirectional Encoder Representations from Transformers (BERT) [50] and ELMo [51].  These 

language modeling architectures have come to address a number of issues associated with pre-

trained word embeddings. In contextual word embeddings, a single word may be represented 

differently depending on the context in which it appears. This is particularly important in the 

case of code-mixed text as it could potentially solve the issue of words that appear in more than 

one language under different meanings.  

For extrinsic evaluation, the construction of a labeled dataset tailored towards a specific 

downstream task is required is required. Building such dataset would also allow us to train 

contextual word embedding models which have performed significantly better than pre-trained 

embeddings on many tasks. Developing more methods for intrinsic evaluation such as word 

analogies and word similarity, particularly for Arabic script embeddings, is another challenging 

endeavor that I would like to address in the framework of a future work. 

An issue that was encountered while working on this capstone was that of resources. All the 

models were trained using only 12 GB of RAM, which is not enough for the scaling-up of these 

representations. For instance, we failed to train our hybrid model (representations for both Arabic 

and Latin scripts), because we were unable to load and process the dataset combining both. To 

address this issue, we would like to rely on more powerful processing units such as Graphical 

Processing Units (GPUs) and rely on techniques drawn from the field of Big Data so as to train 

larger and better-quality embeddings using distributed training. 
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