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ABSTRACT 

 

This capstone project’s objective is the detection of Leukemia from microscopic images of 

blood cells. The ultimate objective is to assist in the diagnosis of Leukemia. This is an 

application of image processing, and it serves as an example of how this field can be useful in 

a medical context. The program will take as input microscopic images of white blood cells, 

from a downloaded, locally saved dataset. It will then work towards extracting the white 

blood cells from said picture, then analyze it to classify it as either a healthy or Blast cell, as a 

way of detecting Acute Lymphoblastic Leukemia (ALL). 

 

The steps followed by this report include looking up and downloading a dataset of 

microscopic images of white blood cells, some Blast cells, and other healthy cells. After that 

comes the selection of papers to follow, as the purpose of this project is not the theory 

involved in cancer detection, but rather how image processing comes into play. Then, the 

implementation of the image processing techniques that will allow us to extract the needed 

information from the dataset images in order for us to correctly classify them. After feature 

extraction is done, we implement classification using KNN, then evaluate the results using 

known Machine Learning Classification evaluation metrics. 

 

The programming language used for this project is Python, utilizing the following libraries: 

Pillow, NumPy, CV2, MatPlotLib, and Scikit-Learn.  
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1 INTRODUCTION 

Image Procession is a prominent technology that plays a vital role in the field of Computer 

Vision. It is not only important, but crucial to many applications of this field, for instance 

feature extraction and pattern recognition, which constitute the basics of diagnosis using 

digital images. Other technologies are paired with Image Processing, to offer more options 

and flexibility. An example would be Neural Networks, which will be put to use in this 

project [1]. 

Due to a lack of medical knowledge and background, the methodology of this project will be 

to follow a published paper, implementing the same steps myself, but on top of it, potentially 

trying to find a way to reach a higher precision and better performance than the original paper. 

Essentially, the overall process starts with acquiring the images we are planning to work with, 

then pre-processing them in order to have them undergo a segmentation process. After that 

comes feature extraction, which will finally lead to Image Classification  [4] . 

The objective here is not to reach a perfect model with flawless accuracy, but to build a 

program able to process microscopic images, and analyze them, and provide results with an 

acceptable accuracy of at least 65% to 70%, while being restrained to the chosen dataset. This 

project is heavy when it comes to societal and ethical implications, as it could potentially 

lighten the work of physicians by providing an additional tool that could be used when 

diagnosing Acute Lymphoblastic Leukemia, which is one of the major cancers that attacks the 

child population. The implications reside in the fact that this project could play a role in 

fighting a disease that is currently challenging to diagnose, but these heavy implications mean 

that the accuracy of it would need to reach very high levels, being tested with different 

datasets, for it to be even considered for use. The aim of this capstone project for this semester 

is to simply take a first leap towards that goal. 

It is important to keep in mind, however, that the main objective of this project is not to build 

a perfect Leukemia detection model, but to explore the involvement and importance of image 

processing in such an application in the medical field. 
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2 STEEPLE ANALYSIS 

The following is a STEEPLE analysis of this project, where its impact on all the seven aspects 

is considered and analyzed, and it is as follows: 

 

2.1 SOCIAL IMPACT 

With Leukemia being one of the most common types of cancer, especially amongst children, 

the societal impact that this project could potentially have is helping families uncover the 

sickness earlier than they normally would have, which could save the lives of many an 

individual. It is hoped that this project would make society safer from a disease that is 

constituting a constant threat. 

2.2 TECHNOLOGICAL IMPACT 

Though an unreasonably ambitious objective to set for a capstone project, but it is noteworthy 

that presenting an approach that manages to outperform an already set and state-of-the-art 

method, ought to make the project a technological pioneer in the particular field it belongs to, 

pushing the technology to new advancements. 

2.3 ECONOMIC IMPACT 

No matter what the current means are that medicine uses in order to detect Leukemia, an 

Image Processing based method is bound to be cheaper, whether it is to obtain or maintain. 

This means that a project such as this one has to potential to render testing more available 

from an economic standpoint when it comes to this specific disease. 

2.4 ENVIRONMENTAL IMPACT 

This project does not have any impact on the environment in any way. 

2.5 POLITICAL IMPACT 

This project does not have any political impact, or an insignificant one. 

2.6 LEGAL IMPACT 

The practice of this project in the real world would have to be legalized before being tried in 

actuality, as it is a means for actual medical diagnosis. At this stage, practice would be in 

theory and will be exclusively restrained to the dataset selected only. This means that there 

will be no legal repercussions. 

2.7 ETHICAL IMPACT 

This project’s ethical impact is in the fact that it could potentially save lives in its upside. In 

that case, this would be an ethically satisfactory project. However, it also has its downside, as 
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committing erroneous diagnostics would not be ethical in a real-world setting. The ethical 

impact of this project establishes an accuracy requirement, as unsatisfactory performance is 

not acceptable when it comes to the medical field. 
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3 FEASIBILITY STUDY 

 

When tackling a project of this caliber, the first thing that should be taken into consideration is 

its feasibility. In this study, some of the things that will be considered are the resources that 

will be needed, and the technologies that will be utilized, and their availability for use. 

First, we take a look at the resources needed for this project. The first resource, that acquiring 

will be a crucial step towards starting to work productively, is a rich and reliable dataset of 

microscopic images of blood cells, that will be used for analysis and testing purposes. 

Available ways to acquire one include Kaggle and websites such as 

“cancerimagingarchive.net”, that provide hundreds and thousands of images for free use. The 

second main resource is time. Though less tangible than a dataset, it is no less important. The 

first step, which is looking for a dataset, should take a couple of weeks to be done, while 

implementing the project and testing it should take around seven weeks. This provides enough 

margin for error that is forcibly included with the other classes simultaneously happening this 

semester. In spite of them, there is ample enough time to finish this project in the given time 

frame. 

Technologies Used 

When it comes to the technologies that will be used during this project, Python comes first 

and foremost as the main programming language. As for selecting a specific library that will 

be used, we take into consideration the fact that images will be considered as matrices, in 

which case they will be handled using the NumPy library, mainly in the analysis part of the 

project. Since the project will include building and training a model, there will be a 

Reinforcement Learning aspect to it, in which case the need to choose an open-source 

Machine Learning library arises, and the one chosen is PyTorch. Also, Github will be used in 

order to keep track of the progress made in the implementation of the project, and so as to 

save progress and not lose any advancements made, specifically when it comes to code. The 

software that will be used to code is Visual Studio Code, due to its availability and 

practicality, across different platforms. Another reason why these last two resources were 

selected is the possibility of working with them on both Windows and MacOS operating 

systems, seeing as both will be used interchangeably throughout this project. 

The availability of all the resources and technologies mentioned is the main reason behind the 

claim that this project is feasible, beyond a reasonable doubt.  
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4 METHODOLOGY 

The first step is an important milestone, which will allow the work to proceed much faster, 

and it consists of finding a suitable and large enough dataset. This dataset will guide  the 

analysis part of the project, and will also allow us to have material that will be used to test it, 

mainly by estimating the accuracy of the model built. After a dataset is found and set, the next 

step would be to find a paper to follow, as mentioned in the Introduction. What follows is 

selecting appropriate image processing techniques to follow, which will allow us to work 

through feature extraction more effectively and efficiently. Feature extraction will result in us 

having received the necessary information from the dataset selected, which will allow us to 

move on to the last step, which is classification, where the white blood cell in question will be 

classified as either a blast cell or a healthy one.  

The first step when it comes to image processing consists of converting the image to 

greyscale. Each image in the dataset is originally a combination of Red, Green, and Blue, 

which we refer to as RGB. Each of the three is a layer that supports 8 bits, which means that 

the three together occupy 24 bits. We calculate the number of colors that we are able to 

represent as 16,777,216 colors (2 to the power of 24). Our ultimate objective here is to isolate 

the white blood cell, which means the image should be segmented into two parts: White blood 

cell and Not White blood cell. For that purpose, having 16,777,216 colors is too much. 

Grayscale conversion takes our picture, and makes it use only one layer instead of all three 

(RGB), which means the whole image would be occupying 8 bits instead of 24. The number 

of colors will therefore decrease from the previous 16,777,216, all the way down to 256 (2 to 

the power of 8). In this case, we are representing luminance, which ranges from 0 to 255, 0 

being black, and 255 being white [6]. 

In fact, if we continue in the same logic, the image is to be segmented into two parts, as the 

sole information it will represented with each pixel is whether that specific area belongs to a 

white blood cell or not. For that purpose, even 256 colors are more than we need. In fact, 

since we only represent two things, we only need two colors. For that purpose, the second step 

is to convert the image into a binary image. As the name of the latter may suggest, converting 

to a binary image entails lowering the number of colors represented all the way to 2: Black 

and white. Since we have a grayscale image, where values range from 0 (black) to 255 

(white), this means every pixel being equal to one of the two values, and nothing in between. 

This results in a picture with only two colors, with the maximum contrast possible between 

them. 
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The classification method chosen is K Nearest Neighbors. This choice was possible only 

because we have, in our context, two classes that the images will be classified into. What 

KNN (K Nearest Neighbors) does is that it retrieves the k closest images to the one being 

classified, which we refer to as a Neighborhood, and conducts a virtual vote, as the class that 

is most common in that neighborhood is therefore selected as the class for the image being 

classified [8].  The choice of K is arbitrary, and depends on the dataset. It is classically small, 

and in this context generally better as an odd number, as it helps with the avoidance of 

irregular data [9]. The choice of K was made through trial and error, and the K that resulted in 

the best accuracy was chosen, which ended up being 5. This result is consistent with my 

findings, as it is both a small number and odd. 
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5 IMPLEMENTATION 

A dataset was found and downloaded. This dataset contains multiple microscopic images of 

blood cells. The images come in two different forms, either a centered white blood cell, or 

multiple cells in one picture, red and white. The ones that will be used to build the model are 

the pictures that contain a single white blood cell, but the images that contain multiple cells 

will be used to test the initial image processing steps. 

The Dataset selected contains a total of 520 images. However, since we will exclusively be 

using the single white blood cell images, we have 260 images to work with. These images are 

divided into 130 images of Blast cells, and 130 images of healthy cells. Some of these images 

will be used for training, and the rest for testing the resulting model. This dataset, after being 

downloaded, was saved locally, while also being saved online on GitHub, where it will be 

kept just in case anything happens to the locally saved images. 

For the paper selection,  [4] was the first candidate, as it lays out a good strategy when it 

comes to the overall steps to follow. However, the paper does not go into much detail 

programmatically speaking, thus the need for additional resources.  [3] was the next choice, as 

it seemingly delves into detail when it comes to how the code should be written, step by step. 

However, upon further reading, the paper is misleading in the fact that it does not exactly 

cover the steps when it comes to feature extraction. Thus,  [5] was added to the list of papers, 

as it mentions the steps involved in the feature extraction aspect of the project, utilizing K 

Nearest Neighbors. Other papers, such as [9], will be used along the way for additional 

guidance and information. 

5.1 Image Processing 

The steps related to the image processing aspect of this project were first tested on the part of 

the dataset selected that contains images with multiple blood cells at once. The reasoning 

behind this choice is that having multiple blood cells at once allows us to take a look at how 

the steps followed affect blood cells of different shapes and sizes, using a lesser number of 

images. The dataset pictures look like the illustration shows in figure 1 below:  
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Figure 1: Original Dataset Microscopic Image 

We can accomplish this conversion to grayscale either by using a built-in function of the CV2 

library, or by splitting the image into the three layers (RGB), and selecting one of them, which 

will have 8 bits. Choosing which layer to choose depends on the colors of the image. Since we 

notice that the white blood cells lean towards purple, then we choose either the Red layer, or 

the Blue one. The choice between the two is mostly arbitrary, so I chose the Red layer. We get 

the following result: 
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Figure 2: Dataset Image in Greyscale 

 

The following step consists of further converting the resulting image into a binary image. To 

achieve this, I implemented my own method, in which we set a threshold manually, and any 

pixel that is darker than that arbitrary level is converted to black, or white otherwise. We do 

the following to every pixel in the image, which basically comes down to traversing a 2D 

array. The threshold was set manually through trial and error for now, but could be potentially 

made more efficient and effective with Otsu’s method. The result, for now, is as follows: 
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Figure 3: Dataset Image in Binary Format 

The program, as of now, takes as input the image from the dataset folder, and plots all three 

results as follows: 

 

Figure 4: Program Plot Result 
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However, the pictures from the dataset that we are ultimately going to use, are the ones 

containing a single cell, which means that switching to that type of picture and testing the 

same procedure is inevitable. 

Contrast-Limited Adaptive Histogram Equalization: 

Here, I added an additional step: Before I start processing the image that I intend to actually 

use to build my model, this is an additional step conducted beforehand, which will make the 

process more effective and/or efficient. The method that I chose is Contrast-Limited Adaptive 

Histogram Equalization (CLAHE), which will be applied after converting the image to 

grayscale. The first important key word here is Histogram, which is a way for us to 

graphically represent how the intensity values are distributed in our image. Each intensity has 

a value, which represents the number of pixels corresponding to that specific intensity level. 

Histogram Equalization refers to an image processing technique that improves contrasts in a 

given image. That is achieved by spreading out the most frequent intensity values found in the 

global histogram of the image. This method is better used after converting to grayscale, as it 

causes great distortions in terms of color when applied to all three RGB layers separately. 

That would not be an issue here however, since we use it after our grayscale conversion, 

where we only have one singular layer. Adaptive Histogram Equalization follows the same 

logic, but does not use a global histogram. Rather, it divides the image into tiles, making a 

histogram for each one. This results in local contrasts and edges being shown better. Another 

consequence of Adaptive Histogram Equalization is an over amplification of noise, and 

therefore Contrast-Limited Adaptive Histogram Equalization was developed to reduce that 

noise, by introducing some contrast limiting, which is a procedure that will be applied to each 

tile (or neighborhood). This technique is therefore generally used to better display the 

intensity levels in the image, which results in more visible contrasts and edges as mentioned, 

especially those that are of interest in medical applications in particular, such as this one [7]. 

Contrast levels are important in our context, as we are interested in the exact boundary of the 

white blood cell we are analyzing, which means that making that contrast more visible would 

benefit the processing of our image. A side-by-side comparison of the picture before and after 

applying CLAHE is presented below in figure 5: 
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Figure 5: CLAHE Before and After Comparison 

 

As figure 5 shows, we can see that the picture on the right, where CLAHE has been applied, 

shows more contrast between the cell and the rest of the image, as the cell is somewhat darker, 

while the rest is somewhat lighter. This causes the edge between the cell and the rest of the 

image to be more visible, which will consequently make it easier to detect. Programmatically, 

CLAHE was implemented using a built-in function included in the CV2 library. 

Binary Conversion: 

The next step here, is to convert the grayscale image (after applying CLAHE), into a binary 

image. I did so using the same function I described earlier, after setting a manual arbitrary 

threshold. The result is as shown in figure 6 below: 
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Figure 6: Binary Conversion Result 

 

The result is satisfactory, for the white blood cell of interest has been isolated. However, one 

problem we notice here is that there are still a few black pixels outside the cell. This is 

referred to as noise, and it would be problematic in the long run. Therefore, the next step 

would be to clean that noise, by making those isolated black pixels white, and have them 

merge with the background, as they are to be ignored. 

Noise Cleaning: 

To clean the noise, I implemented my own algorithm. I use a sliding window of an arbitrary 

length, which means that I look at the picture using a smaller rectangular range, which slides 

through the picture to cover it all by the time the algorithm is done. My sliding window has a 

size that is guaranteed to be smaller than the cell itself, and slides through the picture checking 

for one condition: Whether its borders are all white or not. If the condition is met, that means 

that whatever is inside the window has to also be white, as the window is completely separate 

from the white blood cell. If anything is black inside the window, it is always noise. 

Therefore, what I do is traverse the window, and make every pixel white. The result is as 

shown in figure 7 below: 
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Figure 7: Clean Image 

 

The result, again, is satisfactory, as we see that the noise is all gone. 

Hole Filling: 

The next issue noticeable in the image, is that there are several white spots inside the cell 

itself. These spots are referred to as holes, which are meant to be filled. One thing I noticed 

here is the similarity between holes and noise. Holes are basically noise inside the cell, which 

infers that the main difference between them is that the colors are inversed, in addition to 

them being slightly larger most of the time. What this means is that we could recycle the code 

written for cleaning the noise, by re-writing it with the colors inversed. The result of that same 

sliding window code is as shown in figure 8 below: 
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Figure 8: Hole Filling Result 

As we can see in the figure, the holes were filled, and all black pixels are guaranteed to be in 

the white blood cell. This result is extremely helpful when it comes to the following steps, as 

it would make everything easier. However, an issue was faced which forced a slightly 

different approach, and some additional steps. 

Issue Faced: 

The issue faced relates to the dataset pictures, as they are far too different from each other to 

implement a process that will give us results similar to the one shown in figure 8. The reason 

behind that is that some pictures are too different in terms of colors, while others, like the one 

shown in figure 9, have multiple white blood cells included, when we are only interested in 

the one shown in the center of the image. 
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Figure 9: Image Containing Multiple White Blood Cells 

In this case, it would be impossible to identify the white blood cell of interest using colors 

only, as the parts of the other white blood cells are almost identical in terms of color. The 

result for the image shown in figure 9 is as shown in figure 10 below: 

 

Figure 10: Result for Image with Multiple White Blood Cells 

As we can easily notice, the cell of interest is not the only one containing black pixels, which 

means that additional steps are required to further isolate it. As will be shown later in the 

classification section of this report, we will need to calculate the area and the perimeter of the 
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white blood cell being analyzed. The procedure for that would be simple for an image such as 

the one shown in figure 8, as calculating the area would come down to counting all black 

pixels in the image, and the perimeter would all black pixels with at least one neighboring 

white pixel. However, that would obviously be ineffective for an image such as the one shown 

in figure 10, as both the area and perimeter would be larger than the actual figure. 

Solution 

The solution to this issue is based upon two assumptions we are able to make when it comes 

to this dataset. Firstly, the white blood cell of interest is always at the center of the image, then 

secondly and consequently, it is the largest cell in the picture, as any other white blood cell 

would only have part of it included in the image. 

I switched the colors of the image first, making the white blood cell white and the background 

black, as it is better practice in Image Processing to have the area of interest in white, 

especially as built-in functions assume that it is the case. The rest of the previously described 

steps, after reversing the colors looks as shown in figure 11 below: 

 

Figure 11: Image after reversing colors 

The example shows an image where we have other bodies separate from the white blood cell 

of interest, but that also share its color. It was chosen because that is the problem that we are 

currently trying to fix. We do notice, however, that though this process should work for all 

images in the dataset, it does require further processing, as the cell still has some holes in it. 

We fill them using the same algorithm previously described, with the colors reversed, and we 

get the following: 
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Figure 12: Reversed Color Image after Hole Filling 

 

The holes were filled up nicely, which now leads us to Classification, using alternative 

methods rather than simply counting pixels. 

5.2 Feature Extraction 

The feature extraction step precedes classification, and its role is to extract the necessary 

information from the processed image for us to define the classes the images will belong to, 

which are in our case Blast Cells and Healthy Cells. The features we would need to extract 

here are the area, perimeter, and circularity of the cell. The area and perimeter would have to 

be calculated from the image directly, while the circularity can be calculated through the 

following equation: 

 

Figure 13: Circularity Formula 

These three features will serve as a basis for the Classification part of this project [5]. 

Our first objective in this part of the project is to calculate the area of the white blood cell, and 

its perimeter. The first algorithm that I attempted to implemented was a flood fill algorithm. 

This algorithm would be able to recursively go through a whole area that is uniform in color. 

The reason why this would work is that the cell would be in one color, and we already have a 

starting point in the center of the image. The recursive function would need to take the image 
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matrix, the pixel we are going into, and a list of pairs that will keep track of the pixels that we 

have already visited. The base case of the function would be to have the pixel given being 

already visited, or to have it being black. This means that the function will visit every pixel at 

most once, and stop at the boundaries of the white blood cell, since we initially give the 

function the pixel at the exact center of the image, which is guaranteed to be inside the white 

blood cell of interest. If this method is successful, then calculating the area would come down 

to either having the recursive function return an integer, that will keep getting incrementing by 

one each time we visit a white pixel for the first time, or we could simply extract the size of 

the list of visited pixels after the function is done. As for the perimeter, it would be the 

number of times the base case was faced due to a black pixel, though it would require another 

list of visited black pixels for maximum precision, as a black pixel might be encountered from 

different angles by different white pixels. 

However, this function was not successful. The reason behind that is that the recursion ends 

up being far too deep for Python to handle. After calculating the area of the white blood cell 

from the image shown in figure 8, the area exceeds 13,000, which is a problem, since the 

default recursion depth in Python is 1000. Even after setting a new recursion depth using the 

function sys.setrecursionlimit(), the recursion is still far too deep and causes the program to 

crash. 

The second solution was using a built-in CV2 function called findContours, which will 

extract from the image all white contours, returning lists containing all pixels in each contour. 

This function is especially useful, since it returns a list of contours, as there obviously could 

be many in one picture, and it gives us the ability to extract the area of each one using the 

built-in function contourArea. We could use the assumption mentioned earlier that the white 

blood cell of interest is the largest cell in the image, and conclude that the area that we are 

looking for is simply the largest area in the list of contours. As for the perimeter, the contour 

with the largest area represents a list of pixels that constitute the boundary of the white blood 

cell of interest. Therefore, the perimeter would simply be the size of said contour, as in the 

number of pixels in the list. 

Once the area and perimeter are extracted, the circularity is easily calculated through one line 

of code, using the formula shown in figure 13. The next step now is Classification.’ 
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5.3 Classification 

To utilize KNN, I resorted to the already built-in KNeighborsClassifier class in the Scikit-

learn library. What this classifier does is implement the KNN vote described in the 

Methodology part of this report. This class takes a number of parameters upon instantiation, 

the first of them being K, as in the number of neighbors to consider. It also takes the type of 

weighing to be used, which would either be uniform or distance. What this does is specify 

whether all neighbors are equal in terms of influence, or if the closer the neighbor is the 

influential it is when it comes to classification. In our case, we are using uniform weights, so 

we do not enter any parameter, as uniform is set as the default. It also takes the algorithm that 

will be used to count the vote of the neighbors. Again here, we do not enter any parameter, as 

the default is set as auto, which means that a suitable algorithm will automatically be chosen. 

A number of methods are implemented for this class, two of them being relevant to us in this 

context: fit and predict. The fit method simply takes the list of points (potential neighbors), 

alongside their labels, in order to train our model. The predict method will be used to conduct 

the vote and return the predicted label for a specific image that was processed. 

The first part of implementing classification is to process multiple images in the dataset that 

will be used to build the KNN model. The dataset contains 130 images of Blast cells and 130 

images of healthy cells. I used 110 from each for this step. The code inputs each image, 

processes it, then extracts the features (area, perimeter, and circularity), and appends each 

value into a list made for each feature. This means that we would have a total of three lists, 

one called Areas, another called Perimeters, and the last one called Circularities. I zip these 

three lists into one list, that will be given to the KNN as the features list. For the labels, we 

label Blast cells with the digit 1, and healthy cells with the digit 0. Since we process 110 Blast 

cells, then 110 healthy cells, the labels list that will be given to the KNN model will contain 

the digit 1 110 consecutive times, and 0 110 consecutive times as well. We then fit the model 

using a k equal to 5, the features list, and the labels list. 

After that, we use the 20 remaining images from each class of cells, for a total of 40 images, 

as a testing dataset. We loop through them the same way we did earlier, extracting the same 

three features (area, perimeter, and circularity), except we do not compile them in a list. This 

time, we use the predict built-in method, which will take the three features as a list, then 

return either a 1 or a 0, which constitutes the predicted classification of the cell being 

analyzed. However, some images do not quite conform to the color patterns seen in the vast 



21 

majority of the other images. What this causes is some irregular data, as the image processing 

fails to extract the exact shape of the white blood cell. These images we just ignore, as the 

area is either too big or too small for it to be considered. In total, 19 blast cells and 14 healthy 

ones were tested. 
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6 RESULTS 

The purpose of testing is to evaluate the quality of the classification model. To do this, 

multiple metrics have been invented. The most commonly used one is also the most intuitive 

one, which is Accuracy. It is simply the percentage of correct predictions, i.e., the number of 

correct predictions over the total number of predictions [11]. In my case, the accuracy 

percentage was 69.69%, which is more than 8% higher higher than the 61.11% that [9] ended 

up with using KNN. The reason behind that discrepancy, however, is mainly the difference in 

the size of the testing dataset, as the paper had a much larger one to work with, which would 

cause the accuracy percentage to plummet. Another related metric is Error Rate, which refers 

to the percentage of false predictions overall. We can easily calculate this as the complement 

of accuracy, which gives us 30.31% approximately. For the following metrics, we will be 

using the following terms: True positive meaning the cells correctly identified as Blast cells, 

False positive meaning healthy cells incorrectly identified as Blast cells, True negative 

meaning correctly identified healthy cells, and lastly False negative meaning Blast cells 

incorrectly identified as healthy cells. Out of the 19 Blast cells tested, 16 were correctly 

identified. This means that the number of true positives is 16, while the number of false 

negatives is 3. Out of the 14 healthy cells tested, 7 were correctly identified as healthy cells. 

This means that both the number of true negatives and of false positives are equal to 7. From 

this, we can calculate two metrics, which are Sensitivity and Specificity. Sensitivity refers to 

the percentage of correctly identified Blast cells, which is equal to the number of true 

positives divided by the sum of true positives and false negatives, which gives us a percentage 

of 84.21%. Specificity refers to the percentage of healthy cells correctly identified, i.e., the 

number of true negatives divided by the sum of true negatives and false positives, which gives 

us a percentage of 50% [11]. We notice here that the model can detect the Blast cells much 

more efficiently than healthy cells, even though the testing dataset is larger for Blast cells. 

However, in medical applications, the value that should be minimized as much as possible, is 

the percentage of false negatives. The worst possible outcome is to have a patient that is sick, 

being told that they are healthy. This percentage is equal to the number of false negatives 

divided by the sum of true positives and false negatives, which in our case equals to 15.79% 

approximately. This means that, if we perform two tests for example, and both return 

negative, there is only a 2.49% chance that the verdict is erroneous. This could be further 

improved of course, but it is a good result for this project, nonetheless. 
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Another famous metric used in Machine Learning Classification is Precision. This metric 

refers to the percentage of correct positive verdicts amongst all positive verdicts. This is 

calculated by dividing the number of true positives by the sum of true positives and false 

positives. In our case, this gives a percentage of 69.57%. Another metric is Recall, which 

refers to the percentage of correctly identified Blast cells, compared to the total number of 

correctly identified cells, Blast or healthy. This is calculated by dividing the number of true 

positives by the sum of true positives and true negatives. This gives a result of 69.57%. This 

result being equal to the precision is coincidental, as it is due to the fact that the specificity is 

equal to exactly 50%, which means that the number of true negatives and the number of false 

positives are consequently equal. From the last two metrics (Precision and Recall), we can 

calculate another metric, called F-Measure, which serves as a representation of the harmonic 

mean between the two metrics. It is calculated by dividing double the multiplication of the 

precision and the recall, by their sum. Since the two metrics are equal, the F-Measure also 

results in the same percentage of 69.57% [11]. 

These results are satisfactory. These metrics range from 0% to 100%, the larger the value the 

better, naturally. The results found here are practically all above 50%, with most of them 

grazing 70%, with sensitivity exceeding 84%. This project has image processing as a main 

focus, which means that these values aren’t under the severest of standards, but this outcome 

is satisfactory, nonetheless. 
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7 CONCLUSION 

The whole purpose of this project is to experience firsthand the immense involvement of 

image processing in an area like the medical field. That purpose was much better achieved by 

actually needing image processing to classify images, rather than being told how important it 

was and having to take it for granted. Moreover, this project was not only informative when it 

comes to the importance of image processing, as I also learned a lot by implementing these 

procedures myself. I learned a lot about libraries like Pillow and CV2, and the built-in 

functions that they offer, but I also learned from implementing a number of procedures 

myself, as I saw the fruit of my efforts in my AUI Computer Science classes. And though it 

was not the main focus of the project, I also learned a lot from the Classification part, by 

exploring the theories as it pertains to KNN and the metrics used for evaluating results, and by 

going though KNN’s implementation in the Scikit-Learn library, and putting it to use in my 

code. 

In fact, I applied everything I learned in my AUI journey in this project, from coding to 

managing my time, writing reports and meeting with my supervisor to discuss my progress. I 

truly feel like this project opened my eyes to the progress I have made on the way to receiving 

my degree. 
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