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ABSTRACT 

In this Capstone project, we are detailing how to build an HPC (High Performance 

Computing) platform for Big Data processing using the Hadoop framework with a special 

emphasis on the MapReduce programming model and on the Machine Clustering Paradigm. 

We are adopting the Data Science methodology whereby the analysis lifecycle follows five 

steps: 1. Data Acquisition, 2. Data Preparation, 3. Analysis, 4. Visualization, and 5. Acting.  

Our Big Data Processing platform is deployed on a cluster of three commodity hardware 

machines.  

The Big Data we are processing consists of large climate data sets of different cities and 

countries from the years 1930 to 2019. The yearly mean temperatures are analysed using 

Python Pandas and visualized using the Python Bokeh library. The goal of the Analysis step 

in this project is to illustrate the upwards trends of air temperatures around the globe and the 

severity of the climate change crisis. Such studies will surely assist decision makers in 

gaining a grounded view about this pressing issue around the world.  

This project provides a blueprint for a practical deployment of HPC for Big Data processing 

using a Data Science methodology that can be easily adopted and adapted by other 

researchers to fit other applications domains.   

Keywords: Climate Change, HPC, Hadoop, MapReduce, Cluster, Big Data Science  
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ABSTRACT (IN FRENCH) 

Dans ce projet de fin d'études, nous expliquons en détail comment construire une plateforme 

HPC (High Performance Computing) pour le traitement de Big Data à l'aide du framework 

Hadoop, en mettant l'accent sur le modèle de programmation MapReduce et sur le paradigme 

de la mise en grappe des machines. Nous adoptons la méthodologie de la science des données 

selon laquelle le cycle de vie de l'analyse suit cinq étapes : 1. Acquisition des données, 2. 

Préparation des données, 3. Analyse, 4. Visualisation, et 5. Action, et l'objectif de cette 

plateforme est de tirer parti de la puissance de calcul de trois ordinateurs.  

Le Big Data que nous traitons est constitué de grands ensembles de données climatiques de 

différentes villes et pays des années 1930 jusqu'à 2019. Les températures moyennes annuelles 

sont analysées à l'aide de Python Pandas et visualisées à l'aide de la bibliothèque Python 

Bokeh. L'objectif de l'étape d'analyse de ce projet est d'illustrer les tendances à la hausse des 

températures de l'air dans le monde et la gravité de la crise du changement climatique. De 

telles études aideront certainement les dirigeants à se faire une idée plus précise de ce 

problème urgent dans le monde.  

Ce projet fournit un plan pour un déploiement pratique du HPC pour le traitement des Big 

Data en utilisant une méthodologie de Data Science qui peut être facilement adoptée et 

adaptée par d'autres chercheurs pour répondre à d'autres domaines d'applications. 

Mots-clés: Changement Climatique, HPC, Hadoop, MapReduce, Grappe d’ordinateurs, 

Science de Big Data, Analyse de Données 
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1    INTRODUCTION 

To process and analyse big data, High Performance Computing is a must. Due to its 

defining volume, velocity, and variety characteristics, Big Data mandates advanced 

processing and storage, and in a world that has evolved to listen to what the data has to say to 

make a decision in just about any field, Big Data processing has proven to be indispensable. 

With that premise in mind, the purpose of this capstone project is to build an HPC platform to 

process climate data with the intent of empirically proving an upwards trend in air 

temperatures around the globe.  

I networked three Linux machines using a switch and I installed Hadoop on each one 

of them, with one machine operating as a master and the two others as slaves. I used the 

Hadoop software library to set up the cluster and the Hadoop Distributed File System (HDFS) 

to keep track of and store the data, and as for the programming model, I relied on Google’s 

MapReduce which runs on top of Hadoop. The MapReduce jobs are submitted to HDFS 

using YARN and are processed in parallel on the three nodes, with Java being the main 

programming language for the MapReduce algorithms. 

The yearly mean temperatures are processed using DataFrames from the Python 

pandas library and visualized using the Python Bokeh Library. The maximum, average, and 

minimum air temperatures of each city and country are visualized using line charts, and the 

upwards trend is shown by curve fitting each line using linear regression with polynomial 

terms of the third order. The charts fall in line with previous findings that our planet has been 

warming steadily for over a century now.  

Towards the end of this report, I listed three of the most rigorous recommendations 

that climate researchers everywhere have agreed on to be the most effective solutions to 

combat climate change, and the report concludes with a call for action to both global leaders 

and the average individual. 
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2    THE CLIMATE CHANGE CRISIS 

 Climate is the mean and variability of meteorological variables of a geographical 

location over long periods of time, starting from a minimum of 30 years and going up to 

millions of years. It is not to be confused with the weather, which is the state of the 

atmosphere over a few hours or a few days. Some of the meteorological variables that are 

commonly used to measure the statistical properties of the climate are air and soil 

temperatures, precipitation and snowfall, atmospheric pressure and wind speed and ocean 

levels and ice distributions, to mention a select few [1,2]. 

 For the overwhelming majority of Earth’s lifetime, the climate has been undergoing 

slow and stable changes as a result of natural causes, such as changes in the sun’s radiation or 

volcanic eruptions. However, over the past century and a half, the climate has changed 

rapidly and at a worrying rate, and scientists have been pounding the alarms and warning of 

dire consequences if the situation is left unchecked [2]. 

 Earth’s average surface temperature has increased by about 1°C since 1900, and as a 

result, different locations around the world are experiencing more intense droughts and 

storms, and hotter, longer heat waves which have gotten deadlier with each passing year. Sea 

levels have also steadily increased due to melting ice caps and glaciers, and ocean 

temperatures are on the rise, both of which are displacing animals and fish from their natural 

habitats and posing a looming threat to the livelihood of billions of humans [3, 4]. 
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Figure 2.1: Average global surface temperature from 1880 to 2020 [3] 

 

 Although the dangers of a rapidly changing climates have been corroborated by every 

scientist in the field, governments around the world are reluctant to use a firm hand against 

this threat, and those who are can be counted on one hand. This reluctancy and slow attempts 

at change are far from what the world needs to fight a global crisis, and every passing year of 

inaction adds to its urgency. 
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3    STEEPLE ANALYSIS 

3.1    SOCIAL IMPACT 

This project will yield positive social results as it will provide the blueprint for a deployable 

big data processing platform that can be used to extract value from various data sets (climate 

change data, genomics data…), which can help bring about positive change. 

3.2    TECHNOLOGICAL IMPACT 

This platform is open-source and heavily detailed in this project which opens the door for 

other developers should they want to delve into the field of HPC clustering themselves. This 

platform is also not restricted to a single type of data processing and it can be expanded on by 

choosing different programming models and different types of data sets, which makes it 

customizable and highly portable. In addition, the architecture of this project is easily 

scalable and thus provides the opportunity for processing increasingly large data sets. Finally, 

HDFS is highly fault-tolerant which makes this platform extremely reliable, all of which 

results in a positive technological impact. 

3.3    ECONOMIC IMPACT 

HPC clustering can be extremely lucrative when employed for business intelligence. Indeed, 

processing large amounts of financial and transactional data and extracting their value can 

yield precious knowledge about customers and their spending habits, which is why this 

platform has the potential to provide rigorous economic impact if it is used for business 

analytics.  

3.4    ENVIRONMENTAL IMPACT 

This project will not have any physical impact on the environment as it is purely within the 

digital realm of computer science. 
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3.5    POLITICAL IMPACT 

This project will not have any political impact.  

3.6    LEGAL IMPACT 

The data processed through the HPC cluster is obtained from the National Centers of 

Environmental Information, which a public organization and thus there are no privacy 

breaches.  

3.7    ETHICAL IMPACT 

This project will not have any ethical impact. 
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4    FEASIBILITY STUDY 

The purpose of this section is to conduct a feasibility study to assess the hardware and 

software requirements of the project and evaluate its achievability. 

 4.1    TEMPORAL FEASIBILITY 

This project will be carried to completion in the 15 weeks timeframe the Spring semester 

offers, and thus it is feasible when it comes to scheduling requirements. Setting up the work 

environment requires three Linux machines and a dedicated switch as well as installing the 

open-source Hadoop framework, which was the first phase of this project. 

The second phase consists of processing the Big Data in the newly built platform and 

analysing the results and both phases can be completed before the deadline. This leaves 

enough time for testing and fixing any bugs as well as for visualizing the results in a way that 

brings their value to the forefront.  

 4.2    TECHNICAL FEASIBILITY 

I will be relying mainly on the Hadoop ecosystem. Since it is an open-source framework with 

well documented code and an abundant number of guides available online, using this tool 

will not be overtly challenging, except for the needed time to research the alternative 

documentation and sources. I will also need to use the Linux operating system and the Python 

Pandas and Bokeh for this capstone, but given my experience with them in previous works, 

this project is very feasible when it comes to the needed software tools.  

 4.3    FINANCIAL FEASIBILITY 

There are no financial requirements for this capstone as all the software tools that I will use 

are open-source and therefore free, and no subscription to any service provider will be 

necessary. The data that I will use will originate from a free source as well, so no funds of 

any kind are needed for this project.  
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5    TECHNOLOGY ENABLERS 

As the whole world inches more and more towards full digitalization of all services that 

pertain to managing our daily needs, the amount of data in the world has exploded, and every 

year marks a new record in the amount of data generated around the globe. This tremendous 

pool of ever-growing data can be captured, cleaned, analysed, visualized, and used to fuel 

crucial decision-making, and it is more commonly known as Big Data. Processing Big Data is 

a demanding feat that requires the intersection of many technology enablers, and this section 

is dedicated to detailing those that are relevant to my capstone project. 

 5.1    DISTRIBUTED SYSTEMS 

When asked about the building of bigger computers in 1987, Admiral Grace Hopper, the third 

programmer of the first computer in the United States said:  

"In pioneer days they used oxen for heavy pulling, and when one ox couldn't 

budge a log, they didn't try to grow a larger ox. We shouldn't be trying for bigger 

computers, but for more systems of computers." [5] 

And according to Tanenbaum, co-author of the book “Distributed Systems: Principles 

and Paradigms”: 

“A distributed system is a collection of independent computers that appears to its 

users as a single coherent system”[6] 

In other words, distributed systems (DS) are a collection of two or more computers that 

are connected to each other over a network and communicate purely by message 

passing. A global system clock in a DS is considered a theoretical impossibility , and 

the motivation behind distributed systems is to share resources between independent 

nodes to create a powerful unit that can support far more tasks and jobs than a standard 

individual machine.  



20 

 

 

 

 

 

 

 

 

Figure 5.1.1: Standard distributed system architecture [7] 

Figure 5.1.1 is a simple representation of a basic distributed system architecture, which uses 

four computers connected via a network, each running its own operating system and specific 

software application. The distributed system layer, also known as the middleware, is a 

software layer that provides a programming abstraction and masks the heterogeneity of the 

system. There are six main challenges that arise every time there is a need to implement a 

distributed system, and they are as follows [8]:  

• Heterogeneity: The system must operate seamlessly regardless of hardware or 

software differences 

• Openness: The system must be extendable and able to be implemented in various 

ways 

• Scalability: The system must remain available and performant when the number of 

client requests grows 

• Fault Tolerance: The system must detect failures, mask them from the user and 

recover as quickly as possible. 

• Concurrency: The system must ensure the safety of resources that receive concurrent 

requests. 

• Transparency: The system must be perceived as a single whole rather than a 
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collection of individual nodes 

 

Despite these challenges, the implementation of distributed systems has been revolutionary, 

and its scope now goes far beyond the confines of the field of computer science. Thanks to 

the cost-effectiveness, infinite potential for scalability, parallel processing capability, high 

fault-tolerance and redundancy of distributed systems, users from the fields of biology, 

genomics, medicine, architecture, movie production and many others are now using these 

systems to handle any heavy computing workload they might have. 

This marked the birth of distributed systems as a major technology enabler, and developers at 

Google seized the chance to tailor this concept to their own needs, creating the Google File 

System, and by consequence, paving the way for the inception of the Hadoop Ecosystem. 

 

 5.2    HADOOP FOR BIG DATA PROCESSING 

In 2003, Sanjay Ghemawat, Howard Gobioff, and Shun-Tak 

Leung authored and published a revolutionary paper titled 

“The Google File System”. At that time, Google had hit a 

few walls when it came to their data processing needs and 

they were looking to overhaul their architecture with a 

newer, more reliable, more fault tolerant file system.  

    Figure 5.2.1: Hadoop logo [11]  They conducted their work with the premise that node 

failures are the norm and not the exception, and they put a great emphasis on the importance 

of constructing a scalable, distributed architecture [9]. 

This paper circulated in the computer science community and was later picked up by Doug 

Cutting and Mike Cafarella at Yahoo!, who used it to bring the Hadoop ecosystem to life 

[10].  



22 

 

According to the official Apache documentation [11]: 

 

“The Apache Hadoop software library is a framework that allows for the 

distributed processing of large data sets across clusters of computers using 

simple programming models. It is designed to scale up from single servers to 

thousands of machines, each offering local computation and storage. Rather than 

rely on hardware to deliver high-availability, the library itself is designed to 

detect and handle failures at the application layer, so delivering a highly-

available service on top of a cluster of computers, each of which may be prone to 

failures.” 

 

Figure 5.2.2: Hadoop Ecosystem Components [12] 

 

The main components of the Hadoop ecosystem are the Hadoop Distributed File System 

(HDFS), YARN and MapReduce [13]. HDFS is a distributed file system that provides the 

infrastructure for handling large data sets that are scattered across hundreds or thousands of 
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commodity hardware machines [14]. The data is processed through YARN (Yet Another 

Resource Negotiator), which is a resource manager that allocates system resources to the 

various processes that are running across the different nodes of a cluster, and schedules job 

submissions [15]. The distributed computation framework that sifts through the data and 

executes various Java codes on it is MapReduce [13], and these three components are the 

backbone of a Hadoop-based distributed data processing system. 

 

 5.3    MAPREDUCE PROGRAMMING MODEL 

After the successful implementation of the Google File 

System in 2003, Google developers Jeffrey Dean and Sanjay 

Ghemawat needed a programming paradigm that was both 

compatible with the distributed file system that they had just 

built and highly parallelizable, and in 2004 they had     Figure 5.3.1: MapReduce Logo [11] 

successfully developed MapReduce. MapReduce is a programming model and an associated 

implementation for processing and generating large data sets. It provides users with a 

customizable map function that processes a key-value pair to generate a set of intermediate 

key-value pairs, and a customizable reduce function that merges all intermediate values 

associated with the same intermediate key. Many real-word tasks are expressible in this 

model, and enterprises have used MapReduce to handle challenging problems that pertain to 

log analytics, data analysis, recommendation engines, fraud detection, user behavior analysis 

and calculating the number of visitors for social media networks, to mention a few [16,17].  

The MapReduce code is written in Java and is highly optimized for parallel execution and 

distributed systems, and MapReduce jobs are conventionally submitted to large clusters of 

commodity machines. A typical MapReduce computation can process a terabyte of data in 

150 seconds, with the potential for faster execution if more worker nodes are added, an 
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advantage that turned it into a game changer in the DS world and allowed it to cement itself 

as a major technology enabler for Big Data processing [16].  

 

 

Figure 5.3.2: Standard MapReduce Implementation Steps [18] 

 

 5.4    PYTHON pandas LIBRARY 

According to the official documentation: “pandas 

is a fast, powerful, flexible and easy to use open 

source data analysis and manipulation tool, built      

             Figure 5.4.1: pandas Logo [19]      on top of the Python programming language.” It 

is optimized for handling tabular data, which is usually loaded into a DataFrame data 

structure with built-in indexing and allows for intuitive and easy data analysis. It is used in 

production by business analysists and researchers alike and considered to be the go-to library 

for analysing large relational data and extracting its value [19]. 
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5.5    PYTHON BOKEH LIBRARY 

 

 

Figure 5.5.1: Bokeh logo [20] 

Bokeh is an extensive open-source Python library for visualizing any kind of data set using a 

large array of different graphics, from line charts and histograms to complex graphs and 

radars. It is renowned for its elegance and ease of use and boasts a large community of 

developers that continuously work to improve it. Bokeh plots are rendered in the default web 

browser, and data visualization with Bokeh is quick and intuitive as well as interactive, which 

comes in handy for producing eye-catching and straightforward data representations [20]. 
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6    BIG DATA SCIENCE PROCESS FOR CLIMATE DATA ANALYSIS 

Data Science is a multidisciplinary approach to extracting actionable insights from the data 

deluge that the world has been experiencing over the past few decades. It combines scientific 

methods, math and statistics, AI and Machine Learning and a heap of other analytics enablers 

to understand and analyse real-world phenomena. Data Science requires preparing data for 

analysis and processing, performing advanced data analysis, and visualizing the results to 

reveal patterns and provide stakeholders with the necessary insights to draw informed 

conclusions [21]. 

 

Figure 6.1 : Data Science pipeline example [22] 

The Data Science lifecycle can range from five to nearly twenty crucial foundations 

depending on the field, but the five main backbones of any Data Science process are data 

acquisition, data cleaning, data analysis, data visualization and data interpretation, and this 

holds true for Big Data Science as well [21]. Figure 6.1 shows one of the many variants of the 

Data Science pipeline. 

For my capstone project, I chose to follow the “Acquire, Prepare, Analyse, Visualize, Act” 
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steps of the Big Data Science process because the topic of climate change requires immediate 

action. Processing a large amount of climate data to understand the severity of the crisis must 

be paired with a call for action to all major decision-making politicians and global powers, 

which validates the need for an “Act” step in the Big Data Science process of this capstone. 

This is the core section of my project, and it serves the purpose of detailing the five steps I 

had followed to process climate data from the NCEI and yield the results that prove an 

upwards trend in air temperatures in different cities and countries in the world. 

 6.1    STEP 1: DATA ACQUISITION FROM THE NCEI 

The National Center for Environmental Information is a US agency that develops national 

and global climate data sets and manages one of the largest archives of climate data research 

in the world. According to its official website: 

“NCEI is responsible for hosting and providing access to one of the most 

significant archives on Earth, with comprehensive oceanic, atmospheric, and 

geophysical data. From the depths of the ocean to the surface of the sun and from 

million-year-old ice core records to near real-time satellite images, NCEI is the 

Nation’s leading authority for environmental information.” 

Given its status as the largest provider of weather and climate data in the world, the 

NCEI exposes over 37 petabytes of comprehensive atmospheric, coastal, oceanic, and 

geophysical data through APIs, web interfaces, FTP transfers and many other access 

points to suit the needs of all kinds of clients [23]. 

For my capstone project, I used the Global Historical Climatology Network (GHCN) 

web interface of the NCEI to acquire air temperature data about 9 different cities and 4 

different countries, which I received via email. The air temperature information is 

comprised of archival data about the maximum, the average, and the minimum 

temperatures of each calendar day since the beginning of temperature record-keeping – 
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around 1859.  

For the sake of accuracy, I chose to work with temperatures starting from the years 

1930 to 2019. This is because some cities in Morocco and the country do not have 

consistent climate data for the years before 1942, and I wanted to use data sets with 

close start dates to produce comparable results and uniform plots. Below are two tables 

that list the cities and countries that I chose to perform climate data analysis on, as well 

as the start and end of the data record and the data coverage percentage. 

 

Table 6.1.1: Metadata about climate information on the nine chosen cities 
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Table 6.1.2: Metadata about climate information on the four chosen countries 
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I chose these countries for the following reasons: 

• Morocco: It is my home country and thus relevant to my capstone 

• Spain: It is close to Morocco and tracks its climate data more rigorously, which 

can be used to approximate Morocco’s climate in the case of missing data 

• China: It is a highly industrialized country and thus there is a higher chance that 

the data analysis will clearly show an upwards trend in its air temperatures 

• The United States: It is home to the NCEI and is therefore the most accurate 

data set of all the available countries, which can help me reach precise results 

As for the stations within the countries, I chose a few from each region of each country 

(North, West, East, South and Center) to provide a (tentative) balanced view of the 

climate of the entire country.  

Finally, the coverage percentage is “an approximation of total completeness based on 

the most complete data element, and the overall data range”, as stated on the NCEI 

website [23]. 

 6.2    STEP 2: DATA PREPARATION 

The data that I received from the NCEI was a fix-width text file with six columns and 

thousands of rows, with each row representing the collected data of a specific day over the 

selected date range, a sample of which can be seen in figure 6.2.1 below: 
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Figure 6.2.1: First few lines of the Anfa weather station temperature data 

  6.2.1    STEP 2-A: DATA EXPLORATION 

After investigating the files of the different cities and countries, I noticed that I would need to 

focus on different columns depending on each processing method. To process these files 

using Hadoop, I would need to use the DATE, TMAX and TMIN columns, since MapReduce 

requires key-value pairs to function, which were the YEAR-TMAXX pair and the YEAR-TMIN 

pair. As for processing using Python, I loaded the entire files into a DataFrame since the file 

is in tabular form and is easy to manipulate using pandas. 

In figure 6.2.1, -9999 is a placeholder that indicates missing data that has not been collected 

by the weather station or data that has not yet been received by the NCEI. The temperatures 

are expressed in degrees Celsius (C°), and the date follows the YYYYMMDD time format. The 

TAVG column lists the average recorded temperature of a given day, TMAX the maximum 

and TMIN the minimum. The station name is self-explanatory, and the station column is its 

unique ID. 

Finally, the second row is a separator between the file headers and the data, and every single 

row after the separator is pure information about air temperatures of every calendar day of the 

selected date range. 
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  6.2.2     STEP 2-B: DATA PRE-PROCESSING 

In order to process the data using Hadoop, the only cleaning I had to do was remove the first 

two rows, as the MapReduce code I designed is intended to operate on the raw data directly. 

For processing the data using Python however, I had to read the fixed-width file using the 

starts and ends of each column, remove the separator in the second row, convert the DATE 

format into a conventional and pandas compatible format and finally, replace the -9999 

placeholder with the Not a Number (NaN) notation, because keeping it would tell pandas to 

read it as an actual temperature value which would render the analysis meaningless. Figure 

6.2.2.1 shows the Python code for the operations described above using Spain’s climate data 

file. 

Figure 6.2.2.1: Data pre-processing with Python 

 6.3    STEP 3: DATA ANALYSIS 

6.3.1    USING HADOOP HPC CLUSTER 

HARDWARE REQUIREMENTS 

Before building a cluster, the basic hardware must be setup first. In this capstone project, I 

provisioned three commodity hardware machines from the Solarium Laboratory and installed 
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the Ubuntu 20.04 operating system on each one of them. Given that one was more powerful 

than the remaining two (8GB vs 4GB of RAM), I chose to use it as the master node and gave 

it the same name while setting up the Ubuntu installation. The other two nodes were therefore 

the slaves, and I named them node1 and node2 respectively.  

Once Ubuntu was up and running on all three machines, I used a NETGEAR ProSafe 

GS110TP switch and four RJ45 Ethernet cables to network them and provide internet access 

to each machine. Once I had access to the internet, I ran the command sudo apt-get upgrade 

to make sure that all the installed packages were up to date, and the setup can be seen in 

Figure 6.3.1.1. 

Figure 6.3.1.1: Master node (right) and two slave nodes (center, left) running Ubuntu 

20.04 and connected via a switch 

 

HADOOP ENVIRONMENT PREREQUISITES SETUP 

Because the Wordcount application that I will later run on the cluster is written in Java, I 

downloaded the Java 8 packages and set up its environment variable. After that, I created a 

Hadoop group and within it a Hadoop user on the master to set aside the regular Ubuntu user 
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from the user that will be dedicated to hosting the Hadoop cluster. 

Since these requirements must be available on all the nodes of the cluster to run a Hadoop 

MapReduce job, I installed them on the master node then did the exact same thing for the 

other two nodes. 

 

DOWNLOADING AND SETTING UP HADOOP 

Now that all three machines were prepared for clustering, I created a directory named opt and 

downloaded Hadoop 3.2.2 from the Apache open-source package into it. For Hadoop to run 

properly, the following environment variables had to be set for the Hadoop user:  

 

HADOOP_HOME="/opt/hadoop" 

HADOOP_COMMON_HOME=&HADOOP_HOME 

HADOOP_CONF_DIR=&HADOOP_HOME/etc/hadoop 

HADOOP_HDFS_HOME=&HADOOP_HOME 

HADOOP_MAPRED_HOME=&HADOOP_HOME 

HADOOP_YARN_HOME=&HADOOP_HOME 

PATH=&PATH:&HADOOP_HOME/sbin:&HADOOP_HOME/bin 

 

Next, for YARN to allocate jobs to each node, it needs to be able to tunnel into each machine. 

For that I generated SSH keys on the master node and copied the public keys to the worker 

nodes, and I also made sure to provide a password free access to each worker node in order to 

avoid a recurring password prompt.  

With the machines now being able to freely talk to each other, I started changing the 

following Hadoop configuration files: 

• core-site.xml to indicate the host and the port that HDFS will run on 
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• hdfs-site.xml to configure where the NameNode –equivalent to the master for Hadoop-  will 

store the transaction history and where the DataNodes –equivalent to the workers for Hadoop- 

will store their memory blocks. This is also where the replication factor for data redundancy 

is chosen 

• workers where I specified that the worker nodes will be machines node1 and node2 

• yarn-site.xml to set the YARN configuration settings 

Finally, I copied the ready-made opt directory using scp * node1:opt/Hadoop/Etc/Hadoop 

into node1 then into node2 to avoid repeating the same tasks from scratch twice. 

 

STARTING HADOOP AND SUBMITING A MAPREDUCE WORDCOUT JOB 

Now that all the prerequisites for starting Hadoop are met, we can start HDFS and YARN by 

running the start-dfs.sh and start-yarn.sh scripts respectively. Still using the command line, I 

created a directory inside HDFS and I called it books, then I downloaded three text files for 

the following books from the Gutenberg project: Great Expectations by Charles Dickens, 

War and Peace by Leo Tolstoy and Les Misérables by Victor Hugo. 

Next, using the command hdfs dfs -put *.txt /user/hduser/books, I uploaded all three text files 

into HDFS where they were ready to be processed by the distributed cluster. 

The final command that I ran was  

yarn jar /opt/Hadoop/share/Hadoop/mapreduce/Hadoop-

mapreduce-examples-3.2.2.jar wordcount /user/hduser/books 

/user/hduser/books-output 

which amounts to using YARN to run the Wordcount Java program on all the text 

files located under the books directory in HDFS, and output the result of the 

program in the books-output directory. The result was indeed available in a file 

called part-r-0000 under books-output, which shows the number of times every 
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word in all of the three books was used. 

 

CREATING A MAPREDUCE JOB FOR CLIMATE DATA ANALYSIS 

Now that I had successfully installed Hadoop on my cluster and ran a MapReduce job with 

no complications, I started working on the Java Mapper and Reducer functions to create a 

MapReduce job that will process data similar to that in the text file in figure 6.2.1. The goal 

of this job was to extract from the input the maximum then the minimum temperature of each 

year. 

 

Figure 6.3.1.2: Mapper for extracting the maximum temperature 
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Figure 6.3.1.3: Reducer for extracting the maximum temperature 

 

 

Figure 6.3.1.4: Mapper for extracting the minimum temperature 

 

Figure 6.3.1.5: Reducer for extracting the minimum temperature 

 

 



38 

 

Figures 6.3.1.2 through 6.3.1.5 lay out the code for the two MapReduce jobs for extracting 

the minimum and maximum temperature of every year. Using the Hadoop package, the 

Mapper extracts the year located between the 69th and 73rd character of each row, and then 

depending on the processing of the maximum or the minimum, extracts their respective 

values located either between the 87th and 94th character or the 96th and 103rd character. The 

Mappers also skip the value if it is found to be equal to -9999, then feeds these inputs to the 

respective Reducers. If we are looking to extract the maximum temperature of each year, the 

Reducer compares the first temperature it gets to the minimum value set a -9999, and then 

keeps updating the maximum every time it finds a higher temperature. Similarly, If we are 

looking to extract the minimum temperature of each year, the Reducer compares the first 

temperature it gets to the maximum value set a 999, and then keeps updating the minimum 

every time it finds a lower temperature. When the Reducer finishes reading the input, it 

outputs the key-value pair to a text file in HDFS, as seen in figure 6.3.1.7. 

 

Figure 6.3.1.6: Main Java class for MapReduce job submission 
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SUBMITTING MAX/MINTEMPERATURE MAPREDUCE JOBS 

In order to execute these jobs, the following commands were used: 

• To compile the Mappers and Reducers Java codes: 

sudo javac -classpath hadoop-common-3.2.2.jar:hadoop-mapreduce-client-

core-3.2.2.jar:temperature/:. -d temperature/ MaxTemperatureMapper.java 

The same command must be used to compile the MinTemperatureMapper, both the 

reducers, and the Java main class. 

• To create a jar file for the job execution: 

sudo jar -cvf Temperature.jar -C temperature/ . 

• To submit the job using Hadoop and store the result in HDFS: 

hadoop jar Temperature.jar www.ehadoopinfo.com.Temperature 

/data/anfa1957-2019 /Anfa_57_max/ 

 

The result of this analysis is a text file with two columns, 

the first listing the years and the second listing the 

maximum or minimum temperatures. A sample of the 

result yielded after processing the Sevilla climate data to 

extract the minimum temperature of every year can be 

seen in Figure 6.3.1.7. 

This concludes the data analysis part using the Hadoop 

HPC cluster. 

 

 

 Figure 6.3.1.7: Sample of Sevilla’s  

minimum temperatures per year  
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6.3.2    USING PYTHON PANDAS 

To process the data using Python pandas, the code displayed previously in figure 6.2.2.1 is 

recalled, only this time with the addition of line 20, as seen in figure 6.3.2.1: 

 

Figure 6.3.2.1: Data pre-processing and data analysis with Python 

With the data loaded into a DataFrame and cleaned as 

explained in section 6.2.2, the purpose of line 20 is to first 

extract the year from the DATE column, then rename it to year, 

then group the rows by year and finally calculate the mean of 

the average, maximum and minimum temperatures of each 

group, i.e., of each year. The results are rounded to two decimal 

places for better visibility and stored into the 

avg_temp_per_year variable. Figure 6.3.2.2 shows a sample of 

Figure 6.3.2.2: Spain’s yearly the result stored in avg_temp_per_year when this script is    

     mean temperatures     ran on Spain’s climate data. 
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The maximums and minimums of each year for each city and country that the Hadoop 

MapReduce job produced are stored in files that follow the following naming convention: 

City_startDate_min.txt or City_startDate_max.txt 

or Country_startDate_min.txt or Country_startDate_max.txt 

The means of the maximums, averages and minimums of each year for each city and 

country that were analysed using Python are stored in files that follow the following 

naming convention: 

City_startDate_p.csv or Country_startDate_p.csv 

This concludes the data analysis part of this capstone report. 

6.4    STEP 4: DATA VISUALIZATION USING BOKEH 

Now that all of the results were available, I moved on to visualizing them using the Python 

Bokeh Library. To illustrate, I have used the Python data analysis results of the Madrid data 

set. The first step in this process is summarized in the following code: 

 

 

 

 

 

 

 

 

 

 

Figure 6.4.1: Importing data for visualization 

The first few lines are straightforward , and lines 13 through 16 simply convert the year, 

TMAX, TAVG and TMIN columns into arrays and store them in variables that will be used as 
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the axis for the line charts. Line 11 however is used to interpolate missing values, and its 

effect is very apparent if it is omitted from the code. Figures 6.4.5 and 6.4.6 illustrate the 

difference of choosing to interpolate the missing data or commenting out that line. 

The second step in this process is to prepare the Bokeh canvas using its figure and line 

functions, as well as labelling the plot and styling it to produce a visually pleasing 

representation, as seen in Figure 6.4.2. 

 

Figure 6.4.2: Generating the Bokeh canvas and styling the plot 

The third step is crucial as it is the tool that will help prove the upwards trend in air 

temperatures for each data set. By fitting the maximum, average and minimum temperature to 

the years using polynomials of the third order, a fitted line to the varying and irregular 

temperatures can be plotted, which helps visualise its trend.  
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Figure 6.4.3: Creating the values for the fitted lines of each temperature type 

 

Finally, the fitted lines and plot can be shown on the Bokeh canvas in the browser using the 

following code: 

 

 

Figure 6.4.4: Rendering the plot on the Bokeh canvas in the browser 

 

Running this code while commenting out the interpolation process (line 11) will keep the 

missing values in the DataFrame, and as a result, Bokeh will treat the NaN values as empty 

data, and will not render it to the browser. To illustrate this problem, I used the 

Madrid_51_p.csv result set, which has missing values for the average temperatures from the 

years 1951 to 1972, because Spain did not start recording averages until the 70’s according to 

the NCEI’s website. See Figure 6.4.5. 
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Figure 6.4.5: Madrid climate data visualization without interpolating missing values 

 

On the other hand as seen in figure 6.4.6, interpolating the missing values for the Madrid data 

set yields a consistent plot, with a continuous line for both the irregular data and the fitted 

curve. For the interpolation to succeed, it needs a starting point for the TAVG column in the 

year 1951, which I have chosen to be the first value in the TAVG column recorded in 1973. 
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Figure 6.4.6: Madrid climate data visualization with missing data interpolation 

 

Plots for the Hadoop result of the maximum and minimum temperatures in Spain and Beijing 

are represented in figure 6.4.7 and 6.4.8, and results of the yearly mean temperatures of 

Morocco can be seen in figure 6.4.9 for more varied visualizations, thus concluding the data 

visualization section of this report. 
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Figure 6.4.7: Maximum and minimum temperatures of Spain from 1935 to 2019 
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Figure 6.4.8: Maximum and minimum temperatures of Beijing from 1945 to 2019 
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Figure 6.4.9: Mean temperatures per year in Morocco from 1942 to 2019 
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 6.5    STEP 5: RESULT INTERPRETATION 

As shown above, both the maximum and minimum temperatures of Beijing and Spain have 

risen over the past few decades, and the mean temperatures of the Moroccan climate have 

steadily increased, which is particularly apparent when examining the green line for the 

yearly means of the average temperature. In certain time periods, the temperatures sometimes 

dip or rise significantly, for example between 1960 and 1970 in Beijing where we can see the 

minimum temperatures hitting -30°C. This is mainly due to the manifestation of winters that 

are harsher than others, which causes the temperatures to drop past the moving average for 

that time interval, creating the dip. Their short-term effects may seem drastic over that 

specific period, but when this change is seen from a more holistic view, it still fits the overall 

temperature trends. 

These results are clearly aligned with the findings of climate stations and the works of 

meteorologists and climate change researchers which all state that surface temperatures on 

planet Earth have rapidly increased since the beginning of record-keeping over a century and 

a half ago. 

Plots for the other weather stations mentioned in Table 6.1.1 and Table 6.1.2 are not all 

represented here but they all also showcase an upwards trend in the three types of 

temperatures studied in this report, with a few outliers that are due to anomalies in record-

keeping or due to missing data. 
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7    DIFFICULTIES MET 

During the first phase of this project, I encountered a few obstacles when trying to build the 

cluster. To begin with, the machines that I was initially working with were not very 

performant. The master node was powerful, but the slave nodes only had 2GB of RAM each 

and were extremely slow to operate. Second, when I tried to connect the three machines using 

the switch, the master node would connect to the internet, but the other two machines would 

not. This confused me for a while and I spent a lot of time trying to understand why that is 

and to recover, but to no avail. As a result, I had to keep replacing the slave nodes with other 

machines that were in the Solarium lab, until I found two machines that had a higher 

processing power (4GB of RAM) and a working network card. Eventually I found the needed 

hardware with the specifications that I listed, but only after I tried six different machines, 

which took me a long time. 

Another difficulty that I came across was destroying my configuration by using powerful 

Hadoop commands I didn’t yet understand. Because I did not use static IPs for the three 

machines, the IPs would change every time the machines were rebooted. I was not aware of 

that, and when I turned on the machines after turning them off for the first time since I had 

first started using them, HDFS and YARN would not start. While attempting to debug, I ran 

the command hdfs namenode –format again, when in practice it should only be ran one time 

at the beginning of the Hadoop configuration. This command formatted crucial setups for the 

Hadoop cluster, and deleted all the data I had put in HDFS up to that point, which set me 

back a few steps. 

Finally, although I eventually reached the results I was aiming for, there were many 

frustrations along the way, mainly with bad surprises when exploring the data.  
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Even though the archival data of the NCEI website is very large, it has unfortunately been 

inaccurate for some cities and countries. For example, as seen in figure 7.1, the average 

temperatures for the US data set are incomplete, which was unexpected.  

Figure 7.1: Data visualization on US climate data with missing average temperatures 

For this example, missing data was not interpolated, and we can see that the maximum and 

minimum temperatures are properly plotted, but large chunks of the averages are missing 

which produces an undesirable result. 

Yet even when the missing data is interpolated, the interpolation does not produce 

meaningful or trustworthy results. Figure 7.2 shows what happens when line 11 is 
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uncommented, and the data is interpolated using the cubic method. 

 

Figure 7.2: Data visualization on US climate data with missing data interpolation 

 

Interpolation fails in this case because the values of the average temperatures are too spread 

apart, producing wild and unpredictable results. The lack of consistency in the data sets was 

hard to see until the results were plotted, which means that I had to reach the final step of the 

analysis process only to realize that the data I had chosen was unusable. This caused several 

back and forths in data acquisition and consumed valuable time. 
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8    CALL FOR ACTION 

The hasty transformation of the Earth’s climate is a threat to all of its inhabitants, humans, 

animals, and ecosystems alike, and we are nearing the point of no return at breakneck speed. 

However, it isn’t yet too late to start mending the almost irreversible damage we are causing 

to our planet. These are the three major strategies that leading scientists and researchers are 

urging world leaders to adopt as soon as possible to manage the risks of climate change [24]. 

 8.1    EMISSIONS REDUCTION 

Simply put, emissions reduction is about reducing greenhouse gas emissions. CO2 accounted 

for over 80% of all greenhouse gases emitted through human activities in 2019, and it is 

considered the main catalyser behind climate change. Methane, nitrous oxide, halocarbon 

gases and black-carbon aerosols have also been confirmed to have warming effects. 

In order to reduce the constant release of warming agents into the Earth’s atmosphere, the 

experts of the field are recommending decreasing dependence on fossil fuel energy sources 

and encouraging domestic energy efficiency in the industrial, service and transport sectors 

[25]. 

 8.2    SEQUESTRATION 

Within the field, sequestration is the process of capturing and storing atmospheric carbon 

dioxide with the intention of stabilizing solid and dissolved forms of carbon to avoid it 

causing the atmosphere to warm. This strategy can be carried out through biological 

sequestration or geological sequestration. 

On the one hand, biological sequestration is based around storing carbon in soils, or in 

vegetations such as grasslands and forests, or in irrigation sources such as oceans. Storing 

carbon in vegetations entails increasing the rate of afforestation of land and planting trees that 

absorb the most CO2 from the atmosphere, notably pins, spruces, larches, beeches, alders, 
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oaks, or birches. Storing carbon in soils can be done by incentivizing carbon farming, which 

is the practice of maximizing crop yields by improving soil health and productivity. The main 

method behind this process is the prevention of soil erosion to ensure a sufficient content of 

organic matter in the soil, a result that is achievable by proper soil fertilization with fertilizing 

components, suitable soil compositions, cultivation of plant species that degrade slowly and 

difficultly, and building a protective layer on the outer surface of the soil by coating it in 

ground organic matter. The last kind of biological sequestration is achieved via the use of 

aquatic systems as carbon reservoirs, notably oceans, which absorb CO2 at a rate 50 times 

higher than that of the atmosphere. Fertilizing the oceans through the introduction of iron 

(Fe), phosphorus (P) or nitrogen (N) compounds results in the rapid and intensive growth of 

very small plant micro-organisms known as phytoplanktons, which feed off CO2 thus 

absorbing it in huge amounts and creating a vital carbon reservoir [26]. 

On the other hand, Geological sequestration is a method of securing carbon dioxide in deep 

geologic formations to prevent its release to the atmosphere and contribution to global 

warming as a greenhouse gas. In this kind of sequestration, carbon dioxide that originates 

from an industrial source, such as steel or cement production, or an energy-related source, 

such as a power plant or a natural gas processing facility, is captured and injected deep 

underground into porous geological strata [27]. This process traps CO2 within these 

geological stratifications and seals it in through the addition of an extra layer of impermeable 

rock.  

Carbon sequestration has shown promising results for reducing humanity’s carbon footprint, 

and it is now considered by the scientific community as one of the most essential solutions to 

solving climate change. 
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8.3    GEOENGINEERING 

Geoengineering is the deliberate and large-scale intervention in the Earth’s soils, oceans and 

atmosphere to alter the climate system and reduce the effects of climate change. It is a drastic 

solution that is known to pose high environmental risks and is challenged by many experts in 

the field, but that is considered by some as the only way to “buy time” and delay the arrival to 

the point of no return, which is scheduled for 2030 if emissions remain at their current rate 

[28, 29]. 

Geoengineering is pioneered by two main strategies: solar radiation management and carbon 

dioxide removal. Solar radiation management, also known as solar engineering, is a proposed 

approach to reflect sunlight back into space to limit or reverse global warming. This can be 

done by injecting aerosols into the stratosphere, which are tiny reflecting particles that can 

cause the sun’s rays to be reflected back into space, effectively cooling the planet. It is a way 

to simulate the aftermath of large volcanic eruptions during which small particles are released 

into the atmosphere and hinder the path of the sun’s rays to the Earth’s surface, which have 

historically been known to cause temperatures to drop for long periods of time, at least until 

the ashes clear [29]. 

On the other hand, Carbon dioxide removal, also known as carbon geoengineering, aim to 

remove greenhouse gases from the atmosphere to counter ocean acidification and the effects 

of warming agents. Carbon geoengineering can be implemented via Ambient Air Capture for 

instance, a method that consists of building large fans that push ambient air through a filter 

and using compounds that absorb its CO2 compositions and store it elsewhere, reducing its 

existence in the atmosphere [30]. 
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9    CONCLUSION 

This capstone project has been a solid practical introduction into the field of Big Data and 

Data Science. Hadoop, setting up a distributed cluster, MapReduce and many other tools that 

I used in my project were completely foreign to me, which made this capstone both a hands-

on experience and a learning opportunity.  

Despite some of the hurdles that I encountered along the road while analysing the data, the 

project concluded with positive results that confirmed the upwards trend of planet Earth’s air 

temperatures. 

The results achieved in this capstone report were not intended to be new additions to the 

already existing research about the climate change crisis. At this point, it is foreign to no one 

that global temperatures have been rising ever since the 1900’s, and at an alarming rate since 

the 1950’s. The goal of this capstone project was not to produce novel results, but to take the 

first steps into what I hope to become a career as a researcher about the dangers of the climate 

change crisis. 
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10    CONCLUSION (IN FRENCH) 

Ce projet de fin d’études a été une excellente introduction dans le domaine du Big Data et de 

la science des données. Hadoop, la mise en place d'un cluster distribué, MapReduce et 

beaucoup d'autres outils que j'ai utilisés dans mon projet m'étaient complètement étrangers, 

ce qui a fait de ce projet à la fois une expérience pratique et une opportunité d'apprentissage. 

Malgré certaines difficultés rencontrées lors de l'analyse des données, le projet a abouti à des 

résultats positifs qui ont confirmé la tendance à la hausse des températures de l'air sur la 

planète Terre.  

Les résultats obtenus dans ce rapport n'avaient pas pour but d'apporter de nouvelles 

découvertes à la recherche déjà existante sur la crise du changement climatique. À l'heure 

actuelle, personne n'ignore que les températures mondiales n'ont cessé d'augmenter depuis les 

années 1900, et à un rythme alarmant depuis les années 1950. Le but de ce projet de base 

n'était pas de produire de nouveaux résultats, mais de faire les premiers pas dans ce que 

j'espère devenir une carrière de chercheuse sur les dangers de la crise du changement 

climatique. 
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