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Abstract in English 

Legal judgment prediction is the process of predicting the outcome of a legal case 

automatically given a descriptive text of the facts of the case. The purpose of this capstone 

project is to use Natural Language Processing (NLP) and Machine Learning techniques to 

automate the process of legal judgment and ease the work of judges. I will be using a dataset 

collected from the HUDOC (Human Rights Documentation) database to train three models 

using Support Vector Machines. The first model is used for binary classification; that is to 

say, the model predicts whether there was a violation with regards to a specific article. The 

second model is trained to predict the number of the article violated, which makes it a 

multiclass classification task. The last model uses a summary of case text for the binary 

classification task instead of the full document. The best results were achieved with binary 

classification of article 3 with a recall of 89.36%.  

Keywords: Natural Language Processing, Machine Learning, Legal Judgment, Python, 

NLTK, Scikit-learn 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

Abstract in French 

La prédiction de jugement juridique est le processus de prédiction automatique de l'issue 

d'une affaire juridique à partir d'un texte descriptif des faits de l'affaire. L'objectif de ce projet 

est d'utiliser des techniques de traitement du langage naturel (NLP) et d'apprentissage 

automatique pour automatiser le processus de jugement juridique et faciliter le travail des 

juges. J'utiliserai un ensemble de données collectées à partir de la base de données HUDOC 

(Documentation sur les droits de l'homme) pour former trois modèles à l'aide de la machine 

à vecteurs de support. Le premier modèle est utilisé pour la classification binaire, c'est-à-dire 

que le modèle prédit s'il y a eu une violation par rapport à un article spécifique. Le deuxième 

modèle est entraîné à prédire le numéro de l'article violé, ce qui en fait une tâche de 

classification multiclasse. Le dernier modèle utilise un résumé du texte de l'affaire pour la 

tâche de classification binaire au lieu du document complet. Les meilleurs résultats ont été 

obtenus avec la classification binaire de l'article 3 avec un rappel de 89,36%.  

Mots-clés: Traitement Automatique du Langage, Apprentissage Automatique, Décision 

Judiciaire, Python, NLTK, Scikit-learn 
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1. Introduction 

Legal Artificial Intelligence (or Legal AI) refers to the application of artificial intelligence 

techniques in the legal domain in order to help legal professionals, such as judges and lawyers, in 

their daily duties. In fact, the large number of cases in many legal institutions around the world 

causes significant delays in legal judgment. In the case of Morocco, 753,315 cases are still 

pending in different courts across the kingdom from the year 2021 [1]. In addition to that, each 

judge was able to handle 1800 cases on average per year, which is a significant number for a 

human, but not for a machine. Computers nowadays can easily process billions of operations in a 

very short period of time, and this processing power should be exploited in order to accelerate 

tasks in many domains, mainly the legal domain. As court cases became publicly available, it is 

now possible to build predictive models based on previous cases that are already solved. Of 

course, the process has been done manually by judges since the beginning of time, but the 

procedure is tedious and takes a lot of time. In the case of the European Court of Human Rights 

(ECHR), an applicant can wait for a year in order to get a response, if not more. 

In the legal domain, data and resources are presented in textual format, which makes Natural 

Language Processing very useful and relevant to the field. Natural Language Processing (NLP) is a 

subfield of Artificial Intelligence that is intended to make human language understandable by 

machines. Machine learning algorithms, combined with NLP, allow programs to learn data as a 

human would, but faster.  A judge needs many years of study in order to have a full grasp of the 

theories of law, and then spend more years learning good practices of the job by the means of 

internships or entry job positions. However, it will only take a few hours to train a program to “be 

a judge” and provide good results and accuracy. This is where my capstone project will be of great 

help to judges in order for them to do preliminary analysis and gain insights about a given case 

through the different models implemented. 

The purpose of this project is to use Natural Language Processing and Machine Learning 

technique to build models that are capable of classifying legal text to facilitate the work of legal 

professional. This report will provide detailed information in section 2 about previous research done 

for similar topics to my capstone project, followed by a feasibility study in section 3 aiming to look 

at the possibility of realizing the project in terms of time and resources. Moreover, section 4 covers 

a STEEPLE analysis of the project in order to have a thorough understanding of the different 

implications of the project. Additionally, section 5 will include a detailed explanation of the 

methodology and steps followed to carry out the project and the different techniques used from the 



 

2 
 

different fields involved. The 6th section will provide some implementation details, and finally, I 

will present and discuss results of the various subtasks included in the project in section 7. 

1.1. The European Court of Human Rights 

The European Convention on Human Rights established the European Court of Human Rights as 

an international court in 1959. The court's authority is limited to applications from people or 

sovereign nations alleging violations of the Convention's civil and political rights. Since then, the 

ECHR has grown significantly, including today forty-seven states with a population of nearly 800 

million people. By 1998, the Court had established itself as a full-time court, and individuals might 

petition directly to it if they argue that they have exhausted all effective solutions accessible to them 

in their home judicial systems before national courts. 

Individuals submit the majority of applications. First, various acceptability requirements are applied 

to the applications. If the case passes the first stage, it is then passed to a judge, a committee, or a 

Chamber. Because inadmissible cases are not recorded, a predictive analysis based on text is not 

possible. The cases examined are those that have passed the first step of admissibility, indicating 

that the Court has given them a final hearing. The following diagram summarizes the life cycle of 

an application: 

 

Figure 1: The life cycle of an application 
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1.2. Legal Case Structure 

A legal case file contains four main sections as follows: 

● Procedure: This section details the procedure followed by the Court, from the initial 

complaint to the final ruling. 

Figure 2: Example of the procedure section 

● Facts: This section contains all content that isn't deemed to be part of a legal argument, i.e., 

material that isn't considered to be part of a point of law. It is split into two sections: 

○ Circumstances of the case: this subsection includes the procedure followed by the 

local legal institutions/courts Before the application reaches the ECHR. It contains 

information pertinent to the applicant's story of his or her interactions with state 

officials, as well as a detailed account of all actions and events that are alleged to 

have resulted in a breach of the European Convention of Human Rights. The text is 

written by the local court itself. As a result, it should not always be regarded as an 

objective factual background to the case. Domestic decisions are based on 

preconceptions about the significance of events. However, it is presented in a neutral 

and objective manner. As a result, displaying any bias (such as omitting to mention 

key events) is rare. In the vast majority of situations, contending parties agree on 

formulations, making it a (rough) proxy for a textual depiction of the facts of a case. 
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Figure 3: Part of the circumstances of a case 

○ Relevant law: this subsection contains laws used by domestic courts in order to 

decide for a given case. 

Figure 4: Example of the Relevant law subsection 

● The law: Through the use of legal reasoning, the law section evaluates the case's merits. The 

part is divided into subsections based on the number of concerns brought by each 

application. Each subsection examines every alleged breach of a Convention provision 

independently. 

○ Alleged violation of article X: contains the following two subsections: 

■ Parties’ submissions: The Parties' Submissions enumerates the applicant's 

and state's main points of contention. Because the facts are usually assumed 

and verified by domestic courts, this section focuses mostly on the parties' 

legal arguments. 

■ Merits: It gives legal justifications for the Court's specific decision. The 

Court usually bases its decisions on a larger collection of rules, doctrines, and 

principles that have previously been established in previous cases. As a 

result, it is mostly made up of legal arguments and facts 
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Figure 5: Example of the law section 

● Operative Provisions: This is the section in which the Court announces the case's outcome, 

which is a decision as to whether or not a violation of an article in the convention 

occurred. 

 

Figure 6: Example of the operative provisions section 
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2. Literature Review 

Many research projects have been conducted to predict legal judgment using NLP and machine 

learning techniques. This section will tackle mainly the ones used to predict legal judgment for the 

European Court of Human Rights as they are more relevant to this capstone project and can be used 

later on for results benchmarking. 

2.1. Legal Judgment Prediction using Neural Models 

The research conducted by Chalkidis et al. [3] looked at 11,500 cases, stored as JSON files, from 

the European Court of Human Rights. Every file contained many identifiers related to the case such 

as the case ID, judges’ names, admissibility status, and more importantly, a summary of the case is 

presented instead of the full case text. Three tasks were performed in this research: binary 

classification (whether there is a violation or no violation of any article), multi-label classification 

(which article is violated), and detection of case importance (1 for important cases and 4 for 

unimportant ones) using five neural models: 

● BiGRU-Att: in this first model, facts included in a legal case were concatenated to form a 

single word sequence. The latter is represented using word embeddings and then passed via 

a Bidirectional Gated Recurrent Unit (BiGRU) stack. Embeddings of a single case are 

computed by using the summation of context-aware embeddings weighted by self-attention 

scores, then these embeddings are given as input to the output layer using sigmoid function 

for binary classification, softmax for multi label classification, and no activation for 

detecting case importance. 

● HAN: The Hierarchical Attention Network is a cutting-edge text classification model. A 

slightly modified form of BIGRU-ATT is employed, in which a BIGRU with self-attention 

scans the words of each fact, resulting in fact embeddings. The fact embeddings are read by 

a second-level BIGRU with self-attention, which produces a single case embedding that 

travels via a similar output layer as BIGRU-ATT. 

● LWAN: In multi-label classification, the Label-Wise Attention Network has been proved to 

be reliable. LWAN employs L attentions, one for each possible label, rather than a single 

attention mechanism. Each case embedding is tailored to predict the related label, resulting 

in L case embeddings per case. To determine whether the corresponding label should be 

applied, each of the case embeddings is passed through a separate linear layer (a total of L 

linear layers), each containing a sigmoid. This model is only used in multi-label violations 

because it is a multi-label model. 
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● BERT and HIER-BERT: BERT (Bidirectional Encoder Representations from Transformers) 

is a language model that uses Transformers that have been pre-trained on big corpora [3]. A 

task-specific layer is built on top of BERT for each new task, and the two are trained together 

using task-specific data. For binary violation, multi-label violation, and case importance, a 

linear layer is put on top of BERT with a sigmoid, softmax, or no activation. Case 

descriptions are truncated to BERT's maximum length, which affects its performance. BERT 

can analyze texts up to 512 word pieces, however case descriptions are up to 2.6k words. 

This also reveals a significant shortcoming of BERT when it comes to processing large texts, 

which is a prevalent feature of legal text processing. 

A hierarchical variant of BERT was suggested to overcome BERT's maximum length 

limitation (HIER-BERT). BERT-BASE begins by reading each fact's words and creating 

fact embeddings. The latter are then read by a self-attention mechanism, resulting in a single 

case embedding that travels via a similar output layer as in HAN. 

The results of binary classification, multi-label classification, and case importance detection 

are shown in tables 1, 2, and 3 respectively. 

Table 1: Results of the binary classification task: 

 Precision Recall F1-score 

BiGRU-Att 87.1 ± 1.0 77.2 ± 3.4 79.5 ± 2.7 

HAN 88.2 ± 0.4 78.0 ± 0.2 80.5 ± 0.2 

BERT 24.0 ± 0.2 50.0 ± 0.0 17.0 ± 0.5 

HIER-BERT 90.4 ± 0.3 79.3 ± 0.9 2.0 ± 0.9  

 

Table 2 :Results for the multi-label classification task: 

 Precision Recall F1-score 

BiGRU-Att 62.6 ± 1.2 50.9 ± 1.5 56.2 ± 1.3 

HAN 65.0 ± 0.4 55.5 ± 0.7 59.9 ± 0.5 

LWAN 62.5 ± 1.0 53.5 ± 1.1 57.6 ± 1.0 

HIER-BERT 65.9 ± 1.4 55.1 ± 3.2 60.0 ± 1.3 
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Table 3: Results for the case importance detection: 

 Mean Absolute Error Spearman’s 𝛒 

BiGRU- Att .539 ± .073 .459 ± .034 

HAN .524 ± .049 .437 ± .018 

HIER-BERT .437 ± .018 .527 ± .024 

 

2.2. Legal Judgment Prediction using Support Vector Machines (SVM) 

The research conducted by Medvedeva et.al [4] included three experiments using data as text files. 

The data was organized using folders with article names; for example, a folder named “Article 2” 

will include two subfolders: the first folder named “violations” has cases where violations of the 

article in question occurred, and the second folder called “no violations” has cases where no 

violation of that article happened. The three experiments can be summarized as follows: 

 Experiment 1: The goal of this experiment is to find whether there was a violation or no 

violation of a specific article in the convention. Only the procedure, facts, or both were used 

rather than the whole case text, and they were preprocessed by transforming all text to 

lowercase and removing stop words and punctuation. N-grams were used in order to 

transform words into valid input for SVMs. Table 4 summarizes tenfold cross-validation 

and test results for this experiment (only some articles are presented): 

Table 4: Experiment 1 Results 

 Article 3 Article 5 Article 6 Article 8 

Cross-validation 0.80 0.71 0.80 0.72 

Test 0.81 0.75 0.75 0.65 

 Experiment 2: The goal of the second experiment was to see the possibility of predicting 

the future; that is to say, this experiment takes into consideration the years of the case. For 

example, they would use cases from the 90s for training the model, and then test it using 

cases from 2014. The results of this experiment are summarized in table 5: 
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Table 5: Experiment 2 Results 

 Article 3 Article 6 Article 8 

Testing using cases 

from 2014-2015 

0.72 0.64 0.69 

Testing using cases 

from 2016-2017 

0.70 0.63 0.64 

 

 Experiment 3: The third experiment aimed to look at the possibility of predicting legal 

judgment based on the judges present in a legal case. For that purpose, the only input that 

was provided to the model is a list of the surnames of the judges, and each one is represented 

as whether they are present in the case or not. The results of this experiment are presented 

in table 6. 

Table 6: Experiment 3 Results 

 Article 2 Article 3 Article 5 Article 6 

Cross-validation 0.61 0.67 0.67 0.68 

Test 0.62 0.64 0.66 0.67 
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3. Feasibility Study 

The feasibility study of my project, whose main objective is to predict whether there is a violation 

or no violation of an article of human rights, is realized by examining: 1) available data, and 2) the 

availability of machine learning techniques for similar tasks. The project will start with a selection 

of documents that will serve as input to the system. Those documents are available in English in the 

European Court of Human Right (ECHR) database, and they were already extracted as they were 

used for research purposes. What is left is to decide on which corpus to use as different versions of 

the same data are available, and which machine learning technique to adopt. The first version of the 

dataset consists of JSON files that include the item ID, the language, judge name(s), document 

name, the date, importance score, conclusion, facts of the case, and violated articles if any. These 

JSON files are divided into training, testing, and development sets. The second version of the dataset 

contains text files with more details about the case such as the circumstances, the law, the procedure, 

and so on. Moreover, the text files are divided into training and testing sets, each of which contains 

subfolders titled ‘Article X’, X being the article number of the convention for the protection of 

human rights.   

After data collection comes the data processing and feature extraction step. Since the input data will 

primarily be texts of legal cases, we need to find a way to convert textual data into a more usable 

form to serve as input to the deep learning models. According to literature review, there is a variety 

of word embedding that was trained using different algorithms such as word2vec, GLoVe, Fastext, 

and BERT, that can be downloaded and adopted in our task.  

From the literature review that I conducted, I could conclude that it is not possible for me to use 

deep learning models since the legal cases are quite long and require a lot of computing power 

(GPUs). In fact, the research project [3] that used neural models was supported by the Nvidia 

company that designs graphical processors. Consequently, given those limitations, I decided to use 

SVM models that are more accessible and possible to use with much less resources. 

The language I used to build my system is Python; the latter provides several open source libraries 

and frameworks that can support NLP such as Tensorflow, Pytorch and Huggingface.. I also used 

Term Frequency-Inverse Document Frequency (TF-IDF) and pretrained word embeddings in the 

different experiments. All in all, achieving the main objective of this capstone project is surely 

feasible within the capstone scope. 
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4. Steeple Analysis  

This section will address the impact of this capstone project by conducting a STEEPLE analysis. 

The latter aims to study the external factors influenced by the project and the possible issues in each. 

4.1. Social Impact 

Legal cases at the European Court of Human Rights encompass many human rights such as the right 

to fair trial, right to liberty and security, freedom from torture and inhuman or degrading treatment 

and, and so on.  Every case can be more urgent than others; thus, this project has a positive social 

impact as it will facilitate and accelerate the work of judges, and therefore it will help in maintaining 

and ensuring the effectiveness of human rights in the 47 states included in the convention. 

4.2. Technological Impact 

The Natural Language Processing (NLP) program built in this project will help in the processing of 

huge textual data coming from the description of legal cases and reports. When the system is trained 

to reach a decent accuracy level, it can be introduced as a tool in the court’s decision making process. 

It may even identify loopholes that judges may overlook during the examination of legal cases. 

Moreover, the system will also help in saving a lot of time for judges, and thus reduce the applicants’ 

waiting time (usually around one year. 

4.3. Economic Impact 

The replacement of humans by machines and software has its advantages and disadvantages. 

However, from an economic point of view, there will be less cost involved in human labor; in other 

words, instead of assigning legal cases to a chamber of judges (nine judges in total) and paying their 

wages, the same cost can be used to improve and maintain the system in question. 

4.4. Environmental Impact 

On one hand, implementing machine learning models and training them require important 

computation power that is acquired from computers’ CPUs and/or GPUs. Thus, the project can 

negatively impact the environment in terms of energy consumption. On the other hand, using this 

system requires the digitalization of legal documents, which will reduce the amount of paper, ink, 

and plastic used to write and save these cases, and therefore, reduce the pollution of the 

environment. 
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4.5. Political Impact 

Most of the cases at the ECHR are lodged by individuals complaining about unfair or inappropriate 

treatment from the legal and governmental institutions in their home countries. Consequently, 

speeding up the process of solving these cases will help governments correct their legal decisions, 

and thus, avoid political issues that may arise from the anger of unfairly treated citizens. 

4.6. Legal Impact 

This project has a direct legal impact, as it can be used to speed up the decision making at the ECHR. 

However, the system must first go through many tests before being considered as a main tool within 

the court as it may still provide false judgments for some cases.  

4.7. Ethical Impact 

This project and similar ones that aim to substitute or complement human labor have many ethical 

implications. To start with, the system will help in accelerating the decision making process, and 

therefore, ensure a fair treatment for 800 million citizens across the 47 states taking part in the 

convention. However, one might argue that the system can be biased and not provide accurate 

results, which is a frequent phenomenon in systems implementing artificial intelligence algorithms. 

Moreover, applicants should be informed about the use of such a system because the resulting 

decisions are very important and influence their lives directly. Finally, it is also debatable whether 

a machine can completely replace the work of a human being; thus, I would still advise using the 

system under the supervision of specialized judges in order to detect any flaws or false decisions. 
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5. Materials and Methods: 

In this chapter, I will present a description of the data used, along with the different algorithms 

and techniques used in this capstone project. 

5.1. Dataset Description 

       Datasets play an important role in the model’s reliability, which is why it is important to get 

data from a trust-worthy source. The dataset used in this project is collected by Medvedeva et.al [4] 

from the HUDOC database. The latter provides the case law of the European Court of Human 

Rights, and it gives access to numerous real case documents that can be used for different purposes. 

Table 7 shows the number of samples per article used in my capstone. 

Table 7: Number of ² documents per article 

 Article 3 Article 5 Article 6 Article 8 

Violation 591 509 754 411 

No violation 560 437 565 351 

Total 1151 946 1319 762 

 

5.2. Support Vector Machine (SVM)- The Algorithm 

In 1992, Vapnik et al. [5] proposed a training algorithm that revolves around the idea of 

maximizing the margin between the decision boundary and training patterns for classification tasks 

[5]. Given a dataset of training examples, each associated with one category, SVM training 

algorithm builds a model that enables the classification of new examples into one of the available 

categories, which makes SVM a non-probabilistic binary linear classifier.  

5.2.1. Linear Separability 

The concept of linear separability is crucial in SVM. In fact, the algorithm can only work 

with linearly separable data. However, this is not always true for data in practical cases, which 

requires some type of transformation to change non-linearly separable data to being linearly 

separable [6]. This transformation is called “kernels”, and they will be covered in a later section. 

Data is said to be linearly separable when it is possible to find at least one line that clearly separates 

the two classes as shown in figure 7 (A). From this definition, we can derive the meaning on non-
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linearly separable data, which is defined as when there no line that can separate the two categories 

neatly as shown in figure 7 (B). 

 

Figure 7: Linear (A) vs Nonlinear (B) data 

 

5.2.2. Kernels 

When the data is not linearly separable, it is mandatory to apply some 

transformations to “map the data to a higher dimensional space” [6]. When the 

transformation is performed, the data becomes linearly separable as shown in figure 8, and 

it is then possible for the SVM algorithm to use it. This transformation can be achieved 

through a feature called the kernel trick 

 

Figure 8: Data after using the kernel trick 

There are three commonly used kernel functions: 

 Linear kernel: also called as “no kernel” since it does not transform the data. It is 

the default kernel computed as the dot product of all features as shown in Eq (1). 
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𝑘(𝑥1, 𝑥2) = 𝑥1 . 𝑥2                                                            (1) 

 Polynomial kernel: is a general representation for kernels with a degree higher than 

one. 

𝑘(𝑥1, 𝑥2) = (𝛾𝑥1. 𝑥2 + 𝑐)𝑑                                  (2) 

 Gaussian kernel: is the most used kernel for nonlinear data. It is represented using 

the formula in Eq (3). 

𝑘(𝑥1, 𝑥2) =  𝑒−𝛾||𝑥1−𝑥2||
2

              (3) 

 

5.2.3. Hyperparameters 

There are two hyperparameters that can be tuned in the SVM algorithm: 

 Regularization Parameter C: also called the C parameter, penalizes every 

misclassified example. When C is small, the penalty for misclassified points is 

minimal, and so a hyperplane with larger margin is chosen at the expense of allowing 

a higher number of misclassifications. SVM strives to reduce the number of 

misclassified examples because of the high penalty, resulting in a decision boundary 

with a smaller margin when C is large. 

 Gamma: is used only with the Gaussian kernel. The gamma parameter determines 

how far a single training example's influence extends, with low values indicating 

‘far’ and large values indicating ‘close’. In other words, when the gamma is low, 

points located far away from the separation line are considered in its calculation. 

High gamma, on the other hand, suggests that the points closest to the reasonable 

line are considered while calculating. Overfitting is common in models with big 

gamma values. 

5.2.4. SVM Cost Function 

The hinge loss is a form of cost function that calculates the cost based on a margin or distance 

from the classification/decision boundary [7]. Although new examples may be classified correctly, 

they would still incur some penalty in case the margin from the boundary is not large enough. 

There are two types of classifiers: the hard margin classifier and the soft margin classifier. The 

difference between the two is that the hard margin classifier is associated with data that is linearly 
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separable. If the data is nonlinear, we use soft margin classifiers to allow for some misclassifications 

at a cost, which is why we use the hinge loss function. Thus, the latter is exclusively used with soft 

margin classifiers and has the following formula: 

 

𝑐(𝑥, 𝑦, 𝑓(𝑥)) = {
0, 𝑦 ∗ 𝑓(𝑥) ≥ 1

1 − 𝑦 ∗ 𝑓(𝑥), 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
                                    (4) 

 

 

5.2.5. SVM Optimization Problem 

The goal of SVM is to provide the hyperplane with the largest distance from both classes 

i.e., largest margin between the hyperplane and the support vectors. The latter are data points that 

are the closest to the decision boundary [8].  

Given the equation of the hyperplane 𝑤. 𝑥 + 𝑏 = 0, we know that if a point (x1,y1) is on the 

hyperplane if 𝑤. 𝑥1 + 𝑏 = 0. Otherwise, the value 𝑤. 𝑥 + 𝑏 should be either positive or negative. 

Let  𝑓 = 𝑦(𝑤. 𝑥 + 𝑏), where y is the label associated with a certain example. We can use the label 

information so that 𝑓 will be positive whenever we have a correct classification, and negative 

otherwise. Thus, given a dataset defined as:  

 𝐷 = {(𝑥𝑖, 𝑦𝑖)| 𝑥𝑖 ∈ 𝑅𝑛 , 𝑦𝑖  ∈ {−1,1}, 𝑖 = 1 … 𝑚}, we compute 𝑓 for every training example, and 𝐹 

is the smallest 𝑓 computed. 𝐹 is formally called the functional margin of the dataset and defined 

using the formula in Eq (5). 

𝐹 =  min
�̇�=1…𝑚

 𝑦𝑖(𝑤. 𝑥 + 𝑏)               (5) 

Then, the hyperplane having the largest 𝐹 will be selected. 

The problem with the formula of 𝐹 is that it is scale variant. For example, if we take two vectors 

𝑤1 = (4, 3) and 𝑤2 = (40, 30), they should represent the same hyperplane because they have the 

same unit vector 𝑢 = (0.8, 0.6). However, when 𝐹 is computed for these two vectors, it will return 

a larger value for 𝑤2. Consequently, it is necessary to use a metric that is scale invariant. To do so, 

we can divide 𝑓 by the norm of w (‖𝑤‖). We define then γ as follows:  

𝛾 = 𝑦(
𝑤

‖𝑤‖
. 𝑥 +

𝑏

‖𝑤‖
)              (6) 
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Given a dataset D, we need to compute 𝛾 for every training example, and we define M, the geometric 

margin, using the formula in Eq (7): 

𝑀 =  min
�̇�=1…𝑚

 𝑦𝑖(
𝑤

‖𝑤‖
. 𝑥 +

𝑏

‖𝑤‖
)             (7) 

Consequently, when we compare the different hyperplane, the one with the largest M is chosen. 

 

a. SVM Problem Derivation 

In order to find the values of w and b for the optimal hyperplane, we need to solve the following 

optimization problem: 

                                                           max
𝑤,𝑏

 𝑀         (8) 

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝛾𝑖 ≥ 𝑀, 𝑖 = 1 … 𝑚 

Since 𝑀 =
𝐹

‖𝑤‖
, the problem above can be rewritten as: 

                                                                         max
                     𝑤,𝑏

 𝑀 (9) 

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝑓𝑖 ≥ 𝐹, 𝑖 = 1 … 𝑚 

Rescaling w and b do not change the optimization problem. Consequently, we rescale the two 

variables and make F=1, we get the following optimization problem stated in Eq (10) 

                                                                        max
                     𝑤,𝑏

1

‖𝑤‖
 (10) 

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝑓𝑖 ≥ 1, 𝑖 = 1 … 𝑚 

Maximizing 
1

‖𝑤‖
 is equivalent to minimizing ‖𝑤‖. Computing the norm involves using the square 

root function; thus, we use ‖𝑤‖2 to facilitate computations and we get the final version of the 

optimization problem, called a convex quadratic optimization problem, as shown in Eq (11): 

                                                                       min
                     𝑤,𝑏

1

2
 ‖𝑤‖2 (11) 

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝑦𝑖(𝑤. 𝑥𝑖 + 𝑏) − 1 ≥ 0, 𝑖 = 1 … 𝑚 
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b. Solving SVM Optimization Problem 

SVM optimization problem can be solved using the method of Lagrange multipliers. The latter 

stated that, in order to find the minimum of a function 𝑓 under the equality constraint 𝑔, we only 

need to solve the following equation: 

𝛻𝑓(𝑥) − 𝛼 𝛻𝑔(𝑥) = 0           (12) 

where 𝛼 is a Lagrange multiplier. 

In the context of SVM problem, 𝑓(𝑥) =  
1

2
 ‖𝑤‖2 and 𝑔(𝑥) = 𝑦𝑖(𝑤. 𝑥𝑖 + 𝑏), 𝑖 = 1 … 𝑚. Thus, the 

Lagrangian function is: 

ℒ(𝑤, 𝑏, 𝛼) =
1

2
 ‖𝑤‖2 − ∑ 𝛼𝑖[𝑦𝑖(𝑤. 𝑥𝑖 + 𝑏) − 1]

𝑚

𝑖=1
         (13) 

Rewriting the problem using the duality principle gives the following: 

                                                                       min
               𝑤,𝑏

max ℒ(𝑤, 𝑏, 𝛼)            (14) 

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝛼𝑖 ≥ 0, 𝑖 = 1 … 𝑚 

More accurately, 𝛼 should satisfy KKT (Karush-Kuhn-Tucker) conditions below to solve the 

optimization problem: 

𝛼𝑖 = 0       ⇔ 𝑦𝑖(𝑤. 𝑥𝑖 + 𝑏) ≥ 1 

     𝛼𝑖 = 𝐶       ⇔ 𝑦𝑖(𝑤. 𝑥𝑖 + 𝑏) ≤ 1           (15) 

0 < 𝛼𝑖 < 𝐶 ⇔ 𝑦𝑖(𝑤. 𝑥𝑖 + 𝑏) = 1 

For the dual problem, we have the following: 

     𝛻𝑤  ℒ(𝑤, 𝑏, 𝛼) = 𝑤 − ∑ 𝛼𝑖𝑦𝑖 𝑥𝑖 = 0𝑚
𝑖=1        (16) 

𝛻𝑏  ℒ(𝑤, 𝑏, 𝛼) = − ∑ 𝛼𝑖𝑦𝑖 = 0

𝑚

𝑖=1

 

From the two equations above, we get that 𝑤 = ∑ 𝛼𝑖𝑦𝑖𝑥𝑖
𝑚
𝑖=1  and ∑ 𝛼𝑖𝑦𝑖 = 0𝑚

𝑖=1 . We substitute in 

the Lagrangian function to get: 

                                                     𝑊(𝛼) =  ∑ 𝛼𝑖
𝑚
𝑖=1 −

1

2
∑ ∑ 𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗𝑥𝑖. 𝑥𝑗

𝑚

𝑗=1

𝑚

𝑖=1

                      (17) 
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The dual problem for the hard margin classifier is then stated as: 

                                                max
 𝛼

∑ 𝛼𝑖
𝑚
𝑖=1 −

1

2
∑ ∑ 𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗𝑥𝑖. 𝑥𝑗

𝑚

𝑗=1

𝑚

𝑖=1

                       (18) 

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 ∑ 𝛼𝑖𝑦𝑖 = 0,

𝑚

𝑖=1

𝛼𝑖 ≥ 0, 𝑖 = 1 … 𝑚, 

The formula shown in Eq (18) can be generalized for any kernel function used as shown in 

Eq (19) 

                                                 max
 𝛼

∑ 𝛼𝑖
𝑚
𝑖=1 −

1

2
∑ ∑ 𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗𝑘(𝑥𝑖, 𝑥𝑗)

𝑚

𝑗=1

𝑚

𝑖=1

                   (19)  

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 ∑ 𝛼𝑖𝑦𝑖 = 0, 𝛼𝑖 ≥ 0, 𝑖 = 1 … 𝑚

𝑚

𝑖=1

 

For the soft margin classifier, the only difference in the above formula is the constraint over 

 𝛼𝑖  where it should be positive but less than C: 0 < 𝛼𝑖 < 𝐶. 

c. Sequential Minimal Optimization Algorithm 

Sequential Minimal Optimization (SMO) algorithm was suggested by John Platt in 1998 as 

a fast algorithm to train support vector machines [9]. The latter requires solving a large quadratic 

programming (QP) optimization problem. The goal of the SMO algorithm is to break the large QP 

problem into smaller problems to ensure a faster training. SMO's memory requirement is linear in 

the size of the training set, allowing it to handle very large training sets. Standard chunking was 

used primarily with SVM, but the training time could go from linear to cubic with respect to the 

training size. SMO brought up many improvements, and the training time dropped to be between 

linear and quadratic with respect to the training size. This was achieved mainly thanks to the fact 

that SMO avoids matrix computations, which reflected directly on the training time. LIBSVM 

library in python implements the SMO algorithm, and the same library is used by scikit-learn to 

train the SVM algorithm. 

As mentioned in the last section, the final version of the optimization problem requires maximizing 

the Lagrange multiplier 𝛼. SMO solves the problem in the following steps: 

 Step zero: The alphas must be initialized with values before the process can begin. The next 

three steps are then repeated until the algorithm converges. 
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 Step one: In this step, two alphas are picked from the available m alphas, where m is the 

number of training examples. Optimizing these two alphas represent one QP subproblem. 

The most promising pairs are picked using certain heuristics. The SMO algorithm's so-called 

"outer loop" provides the first Lagrange multiplier. This "outer loop" loops through the 

entire training set. It looks for breaches of the Karush-Kuhn-Tucker (KKT) conditions in 

each sample, and if a sample fails to meet the KKT criteria, it is flagged as requiring 

optimization. 

 Step two: In order to discover optimal values for these two multipliers, this phase only 

optimizes two alphas at a time. As a result, these two alphas are (re-)optimized, while the 

rest alphas remain unchanged. Because of the equality constraint stated in the problem, there 

must be at least two alphas as the minimum set to optimize. As a result, the minimal in SMO 

refers to these two alphas, which can be simply computed. As a result, the SMO is an 

extremely efficient algorithm, because the sum in the formula above only considers two 

'variables' (alphas) at a time. The entire method will still need to solve more optimization 

sub-problems. However, because each sub-problem in this stage is very fast, the entire QP 

optimization problem can be addressed quickly. 

 Step three: in this step, steps one and two are repeated until convergence. The KKT 

conditions are the convergence criteria for the SMO algorithm. That is to say, the algorithm 

converges when all Lagrange multipliers (alphas) satisfy these conditions, so the 

optimization problem is solved. In reality, a user-defined tolerance could be set for the 

degree to which all alphas must satisfy the KKT criteria. 

The pseudo-code of the SMO algorithm can be found in John Platt’s paper [9]. 

5.3 SVM for multiclass classification 

SVM does not inherently support multiclass classification. However, it is possible to perform this 

task by dividing the problem into multiple binary classification tasks [10]. There are two approaches 

available that will be discussed in the next subsections. 

a. One vs One Approach 

The One-to-One (or One vs One) method divides the multiclass problem into a series of binary 

classification tasks. Each pair of classes has a binary classifier. A single SVM can distinguish 

between two classes and perform binary classification. Consequently, in order to classify data from 

𝑚 classes in this approach, 𝑚 SVMs can be used by the classifier. Each SVM would predict whether 
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or not a data point belongs to one of the m categories. If we take the example of three classes: red, 

blue, and green, the One-to-One approach needs to find a hyperplane that can distinguish between 

every two classes while ignoring the points belonging to the third class. For instance, the blue-green 

line in figure 9 tries to maximize the margin only between blue and green points, without taking 

into consideration the red points. 

 

Figure 9: Multiclass classification using One vs One approach 

b. One vs Rest Approach: 

One-to-Rest (or One vs Rest) is another technique for multiclass classification using SVMs. The 

breakdown in this technique is set to a binary classifier per class. Thus, in order to classify data from 

𝑚 classes, the classifier uses
𝑚(𝑚−1)

2
 SVMs. Taking the same example from the previous section, we 

need to find a hyperplane that can separate one category from all the other ones. This means that 

we take into consideration all data points, and we divide them into two group: the first group that 

belongs to one class, and the second one is for all the points that do not belong to that class. In figure 

10, the red line tries to maximize the margin between red points and all other points at once. 
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Figure 10: Multiclass classification using One vs Rest approach 

 

5.4 Text Summarization 

Summarization is the process of extracting information from a document that is most 

relevant to its content and reducing it into a shorter version [14]. There are two type of text 

summarization: 

 Extractive summary: this method relies on extracting numerous parts from a piece 

of text, such as phrases and sentences, and stacking them together to form a 

summary. As a result, in an extractive technique, identifying the appropriate 

sentences for summary is critical. 

 Abstractive summary: this method constructs a whole new summary using powerful 

NLP algorithms. Some of the information in this summary may not present in the 

original text. 

For this capstone project, I used the extractive summary using Spacy library. The idea behind the 

algorithm is to compute scores for every sentence in the text, and then rank them based on that 

score. This is done by first computing the frequency of the most common word in the document, 

and then diving the frequency of each word by that value to normalize the weights. Now that we 

have a weight for every word, we compute the weight of every sentence by summing the weights 

of the words it contains. After that, we rank the sentences in a descending order, and the user can 

input how many sentences should be returned for the summary. 
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5.5 Evaluation Techniques 

Before describing the different evaluation techniques used, let us start by defining important 

terminology: 

 True Positive (TP): it is when the machine learning model correctly predicts the positive 

class. 

 True Negative (TN): it is when the machine learning model correctly predicts the negative 

class. 

 False Positive (FP): it is when the machine learning model incorrectly predicts the positive 

class. 

 False Negative (FN): it is when the machine learning model incorrectly predicts the negative 

class. 

 

5.3.1 Cross-validation 

Cross-validation is a resampling technique for evaluating machine learning models on a 

small sample of data [16]. The process includes only one parameter, k, which specifies the number 

of groups into which a given data sample should be divided. As a result, the process is frequently 

referred to as k-fold cross-validation. When a specific value for k is chosen, it can be substituted for 

k in the model's reference, for example, k=5 for 5-fold cross-validation. Cross-validation is mainly 

used in applied machine learning to estimate the performance of a machine learning model on 

unseen data. It is popular because, in comparison to other techniques such as a simple train/test split, 

it produces a less biased or optimistic assessment of the model’s skill. The procedure of cross 

validation is as follows: 

1. Randomly shuffle the dataset. 

2. Divide the dataset into k parts/groups. 

3. For each group: 

a. Take the group as a test dataset. 

b. Take the k-1 groups left as training set. 

c. Fit the model on the training set and test it using the test set. 

d. Hold the evaluation score, discard the current model, and repeat the same procedure 

on the other groups. 

4. Summarize the model skill based on evaluation scores from the different groups. 
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5.3.2 Accuracy 

One parameter for evaluating classification models is accuracy. Informally, accuracy refers 

to the percentage of correct predictions made by our model. The following is the formal definit ion 

of accuracy: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝐶𝑜𝑟𝑟𝑒𝑐𝑡 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠

𝑇𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛
=

𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
          (20) 

Accuracy is a good metric when the dataset is balanced. Consequently, given the imbalance in the 

dataset that we have, it is important to balance the dataset of legal cases before use.  

5.3.3 Precision 

The precision is computed as the ratio of the number of correctly identified Positive samples 

to the total number of Positive samples (either correctly or incorrectly). The precision evaluates the 

model's ability to classifying a sample as positive. 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
             (21) 

5.3.4 Recall 

The recall is a measure of how well our model detects True Positives. Thus, for all the 

documents where there actually was a violation, recall tells us how many we correctly identified as 

having a violation. 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃+𝐹𝑁
              (22) 

 

5.3.5 F1 Score 

The F1 score considers both recall and precision in computation. It is computed using the harmonic 

mean, so the value of F1 score is always closest to the variable with the smallest value. 

𝐹1 = 2 ∗
𝑅𝑒𝑐𝑎𝑙𝑙∗𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛

𝑅𝑒𝑐𝑎𝑙𝑙+𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛
             (23) 
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6 Implementation 

The implementation of the different models in this capstone project followed the same pipeline. 

The first phase was the data/text preprocessing, followed by the feature engineering step, then the 

training and testing of the model, and finally, evaluating the model’s performance. 

6.1 Text Preprocessing 

As humans, we use different methods to make text readable such as punctuation, uppercase 

and lowercase letters, and so on. We also use different ways to express the same idea, which is 

something that cannot be inherently understood by machines. Consequently, text preprocessing is 

an important step to build machine learning models.  

The text of the legal case is not used as a whole for the classification task, as most of the parts use 

explicit words that mention a violation or not of a certain human right article. Based on domain 

knowledge from the literature review, only the procedure and facts can be used to build the model. 

Thus, after loading the files, the first thing I had to do is to extract the procedure and facts using 

regular expressions because the start of the procedure section is marked by “PROCEDURE” 

keyword, and the end of the facts section is marked by “THE LAW” keyword. In the process, I 

came across the ‘\xa0’ character that showed after the data extraction, so I also used regular 

expressions to remove it as shown in the code below: 

 

Figure 11: Code to extract procedure and facts subsections 

Now that we have the necessary parts of the text are loaded, we can start the actual preprocessing 

using NLTK library. The main techniques I used are the following: 
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 Turning all characters to lowercase since uppercase and lowercase letters are perceived 

differently by the machine. 

 Using word tokenization to break sentences into words. 

 Removing punctuations. 

 Removing digits as they are not important in this case. 

 Removing stop words, as they are the words with the highest frequency in text and they do 

not provide any valuable information. Examples of stop words are: a, the, etc. 

 Stemming and lemmatization is used to reduce similar words to their root. For example, 

goes, going, and go are derived from the same word ‘go’, and they should not be treated as 

different words [11]. 

 

Figure 12: Code for text preprocessing 

An example of the output from this phase is presented in figure 13. I could only screenshot 

part of the output as it was very long since there are more than 3000 words in the procedure 

and facts of the legal case. 

 

Figure 13: Output of text preprocessing 
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6.2 Feature Engineering 

Machine learning models can only take numbers as input. As a result, it is necessary to use certain 

algorithms in order to transform the available text to numbers (or vectors). In this capstone project, 

I experimented with both term frequency-inverse document frequency (TF-IDF) and word 

embeddings that will be explained in the next subsections. 

6.2.1 Term Frequency-Inverse Document Frequency 

The TF-IDF is a statistical measure that assesses the relevance of a word to a document in a set of 

documents [12]. This is accomplished by multiplying two measurements: the number of times a 

word occurs in a document and the word's inverse document frequency over a collection of 

documents. The TF-IDF format was created for document search and retrieval. It works by growing 

in proportion to the number of times a word is present in a document but mitigated by the number 

of documents containing the word. Therefore, even if they may appear many times in a document, 

words like this, what, and if rank low because they don't mean much to that document particularly. 

For each word in a document, the TF-IDF is computed by multiplying two metrics: 

 Term Frequency: is a metric that measures how often a term appears in a document. Because 

every document is varied in length, a term may appear significantly more frequently in large 

documents than in shorter ones. As a result, the term frequency is generally normalized by 

dividing it by the document length (i.e., the total number of words in the text) [12]. 

𝑇𝐹(𝑡) =
Number of times term t appears in a document

Total number of terms in the document
        (24) 

 Inverse Document Frequency: is a metric for determining the importance of a term. When 

calculating TF, all terms are given equal weight. However, it is well known that some terms, 

such as "is," "of," and "that," may appear frequently but have little meaning. As a result, we 

must scale down the frequent terms while scaling up the rare ones by computing: 

𝐼𝐷𝐹(𝑡) =  log10(
Total number of documents

Number of documents with term t in it
)       (25) 

As a result, if a word is commonly used and appears in a large number of documents, the value of 

TF-IDF will be close to zero. Otherwise, it will be close to 1. Figure 14 shows how the output of 

TF-IDF would look like. 



 

28 
 

 

Figure 14: TF-IDF output example 

6.2.2 Word Embeddings 

Word Embeddings are dense representations of individual words in a text that consider the 

context and other words with which that individual word appears. The semantic links between 

words can be successfully conveyed by choosing the dimensions of this real-valued vector [13]. In 

other words, terms with similar meanings or that appear frequently in similar contexts will have 

identical vector representations, depending on how "close" or "far apart" their meanings are. It is 

possible to either train your own word embeddings if the corpus is large enough, or to use pre-

trained word embeddings available like GloVe. 

 

Figure 15: Representation of relationships between words 
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6.3 Experiments 

This capstone project consists of three experiments: 

 Experiment 1: The first experiment was about building a binary classifier in order to decide 

whether there was a violation or no violation of a specific article. For instance, one classifier 

would decide whether article 6 of human rights was violated or not. Four classifiers with 

linear kernel were built, each one for the following articles: 3, 5, 6, and 8. The first step was 

text preprocessing as mentioned before. After that, the data was labeled by assigning +1 for 

a violation and -1 for no violation and then I used TF-IDF to vectorize words and transform 

them into a valid input for SVM algorithm. This was done in order to be compared to the 

work done in [4]. After that, I used pretrained word2vec using Google News dataset in order 

to compare their performance with TF-IDF and check whether the results align with what is 

found in [15].  

 Experiment 2: The second experiment’s goal was to try how SVM would perform in 

multiclass classification and compare it to the work done in [3]. This was done for the four 

articles mentioned before (3, 5, 6, and 8) as they were the ones with the higher number of 

available legal case documents. The same text preprocessing was performed, and I used TF-

IDF for word vectorization. For the multiclass classification, I used the One vs Rest approach 

with linear kernel discussed previously to perform this task.  

 Experiment 3: The goal of this experiment was to see how word summarization would affect 

the performance of the SVM binary classifier. Consequently, the same text preprocessing 

was used, accompanied with an extractive text summarization to create a summary for each 

legal case document. TF-IDF was again used for word vectorization, and then the 

performance of the model was evaluated. In this case, I used the Gaussian kernel as it proved 

to be more effective. 

Throughout the three experiments, I tried different range on ngrams, and the most performant were 

bigrams which were adopted accordingly. 
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7 Results 

This section will address the results of the experiments mentioned in section 6.3. I used cross-

validation and accuracy to evaluate the first experiment. As mentioned, cross-validation enables us 

to see how the model will perform on unseen/new data, while the percentage of correct predictions 

out of all projected outcomes is calculated using accuracy. Recall is also a good metric to consider 

since it enables the evaluation of the model’s ability to determine article violations (i.e., positives). 

Moreover, precision helps us determine the percentage of the correctly classified documents as 

article violations out of the whole set of documents that were detected to hold violations. F1 score 

will also be utilized as it provides a balance and combination of recall and precision.  

For the three experiments, I balanced the datasets in order to get better results. 

7.1 Experiment 1 Results 

Table 8 shows the results of TF-IDF with SVM for binary classification. 

Table 8 :Experimental results of TF-IDF with SVM 

           Article N° 

Metric 

Article 3 Article 5 Article 6 Article 8 

Average Accuracy 86.95% 88.31% 82.85% 78.33% 

Accuracy 82.68% 84.53% 86.36% 81.05% 

Precision 88.98% 86.13% 85.71% 83.95% 

Recall 79.75% 84.46% 89.36% 80.95% 

F1 score 84.00% 85.29% 87.50% 82.42% 

The results of the first part of this experiment provided better results than [4], and this is mainly 

due to the fact that they used the procedure and facts of the cases for classification and bag of 

words for word vectorization. In my case, and based on literature review, TF-IDF provides the 

best results with SVM, and the procedure part of the legal case was the most suitable for the task, 

which explains why I got better results. 

Table 9 below shows the results of using word embeddings with SVM. 

 

 



 

31 
 

Table 9: Experimental results of word embeddings with SVM 

           Article N° 

Metric 

Article 3 Article 5 Article 6 Article 8 

Average Accuracy 67.39% 80.51% 76.19% 56.67% 

Accuracy 70.99% 75.25% 75.70% 69.93% 

Precision 60.46% 86.95% 80.12% 73.03% 

Recall 75.31% 75.18% 72.09% 74.71% 

F1 score 67.07% 80.64% 75.78% 73.86% 

We can see from table 1 and 2 that TF-IDF give better results than word embeddings. In fact, 

according to [15], word embeddings are known for being more effective when used with deep 

learning algorithms, while TF-IDF works best with SVM than other techniques like bag of words. 

This is mainly due to the fact TF-IDF uses a small vocabulary than pre-trained word embeddings, 

so we could only form rules on the words that were seen in various training examples. Also, word 

embeddings are complex representations of words and hold a lot of hidden information compared 

to TF-IDF, and most of that information is not necessary and might create some false patterns in the 

model. Additionally, it is recurrent in the literature that TF-IDF works better than words embeddings 

when data is linearly separable, and it is the case for this experiment; indeed, the data is linearly 

separable since the kernel that provided the best results was the linear kernel. The results presented 

in this section align with what is present in the literature review. 

7.2 Experiment 2 Results 

The table below shows the results of multiclass classification using SVM. 

Table 10: Experimental results of multiclass classification 

Accuracy Precision Recall F1 Score 

68.08% 67.84% 66.75% 67.29% 

Table 3 gives the illusion that SVM performed better than the deep learning architectures used by 

[3]. However, it is not the case; the research project in [3] had 18 classes (i.e., 18 articles, one 

class per article), while I could only have four classes due to the unavailability of data. It is still 
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clear that the deep learning architectures perform better than SVM in this multiclass classification 

task, though the task itself is very hard due to the complexity of legal cases. 

7.3 Experiment 3 Results 

The table below shows the accuracy scores of binary classification using the summarized 

version of the cases and TF-IDF for word vectorization. 

Table 4: Binary classification with summarization 

         Article N° 

Metric 

Article 3 Article 5 Article 6 Article 8 

Accuracy 70.09% 72.75% 73.66% 75.85% 

Precision 74.80% 77.57% 75.67% 84.81% 

Recall 71.53% 78.30% 77.24% 74.44% 

F1 Score 73.13% 77.93% 76.45% 79.29% 

The summarized version of the legal cases has lower performance than the non-summarized 

version. There was no similar work done previously with legal cases, but it is sensible to assume 

that the lower performance is due to the fact that every part of the text is of great importance to 

decide whether there is a violation or no violation or a certain article. And since the summary 

omits many sentences in the text because they are seen to have “lower importance”, the accuracy 

drops as a result. 
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8 Conclusion 

In this capstone project, I presented my work that can be put under the umbrella of legal 

judgment prediction using Support Vector Machines (SVM) as the main machine learning 

algorithm. The goal of this project is to ease the work of judges and automate the process for it to 

be executed faster than when it is performed by humans alone. 

Three experiments were conducted throughout this capstone. The first experiment idea revolves 

around binary classification (i.e., whether there is a violation or not of a specific article) and how 

SVM performs with term frequency-inverse document frequency (TF-IDF) versus pretrained word 

embeddings. We could conclude that TF-IDF works best with SVM, as they outperformed both the 

results of word embeddings and the ones using bag of words presented in [4]. The second 

experiment’s goal was to discover how SVM perform for multiclass classification, as they are not 

inherently built to do this task. I could only experiment with four classes due to the lack of data, but 

it is safe to assume that the deep learning methods used in [3] outperform SVM in this task. Finally, 

the last experiment’s purpose was to look at whether summarized legal text would improve the 

results of the first experiment. Unfortunately, legal cases are more complex than it seems, and the 

summarized version only dropped the performance. The latter can be explained through the fact that 

every part of the legal case text is crucial to decide whether there was a violation or not of a certain 

article. 

This project, nevertheless, can be the start of a positive change in the legal field, especially that 

Morocco is working on digitalization at the level of all sectors. Professionals can consequently 

collaborate with machines in order to provide a good service to the average citizen in a timely 

manner. 
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