
 
 

 
 

SCHOOL OF SCIENCE AND ENGINEERING 

 

 

 

 

 

 

 

 
 

EMOTIVE MUSIC GENERATION 

 

Capstone Design 

April 2022 

Mohammed Es-safi 

 

 

 

 

 

 

 

 
Supervised by Dr. Tajjeeddine Rachidi 

 
 

 

 

 

 
 SCHOOL OF SCIENCE & ENGINEERING – AL AKHAWAYN UNIVERSITY 



2  

EMOTIVE MUSIC GENERATION 
 

 

 
 

Capstone Report 

Student Statement: 

“I, Mohammed Es-safi, hereby attest that I have applied ethics to the design process and in the 

selection of the final proposed design and that, I held the safety of the public to be paramount and 

addressed it in the presented design wherever may be applicable.”  

Mohammed Es-safi 
 

 

 

 

 

 

 
 

Approved by the Supervisor 

Dr. Tajjeeddine Rachidi 



3  

Acknowledgments 

 
 
I would first like to thank my parents for supporting me to reach the position I am in today, none 

of this would have been possible without your continuous support and encouragement. I would 

like to express my sincere gratitude to Dr. Tajjeeddine Rachidi for his guidance and his 

willingness to accept supervising me for this project that I had in mind for over two years. 

Finally, I would like to thank my friends and all the professors I had over these four years at Al 

Akhawayn University, this project is the culmination of everything I have learned so far. 



4  

CONTENT 

 

 

1 Introduction .............................................................................................................................. 9 

2 Background and Motivation .................................................................................................. 10 

3 Feasibility Study ..................................................................................................................... 11 

4 Methodology ........................................................................................................................... 12 

4.1 Long Short-Term Memory (LSTM) ........................................................................... 12 

4.2 Genetic Algorithm ...................................................................................................... 13 

5 Requirements Specifications ................................................................................................. 14 

5.1 Functional Requirements ........................................................................................... 14 

5.2 Non-Functional Requirements .................................................................................. 14 

6 Design and Implementation ................................................................................................... 15 

6.1 LSTM .......................................................................................................................... 15 
 

6.1.1 Data Exploration ........................................................................................... 15 

6.1.2 Building the Model ........................................................................................16 

6.1.3 Training the Model ........................................................................................ 16 

6.1.4 Results and Discussion .................................................................................. 17 

6.2 Genetic Algorithm ...................................................................................................... 17 

6.1.1 Melody Representation .................................................................................. 18 

6.1.2 Running the Program and the Results .......................................................... 18 

7 Technology Enablers .............................................................................................................. 20 

7.1 Python and Jupyter Notebook ................................................................................... 20 

7.1.1 NumPy ........................................................................................................... 21 

7.1.2 Music21 ......................................................................................................... 21 

7.1.3 Keras and TensorFlow ................................................................................. 21 

7.2 Ableton ........................................................................................................................ 22 

8 Music Evaluation .................................................................................................................... 22 

9 STEEPLE Analysis ................................................................................................................ 25 

9.1 Social Impact .............................................................................................................. 25 

9.2 Technological Impact.................................................................................................25 



5  

9.3 Economic Impact ........................................................................................................ 25 

9.4 Environmental Impact............................................................................................... 25 

9.5 Political Impact ......................................................................................................... 25 

9.6 Legal Impact ............................................................................................................... 25 

9.7 Ethical Impact ............................................................................................................ 25 

10 Conclusion and Future Prospects.......................................................................................... 26 

11 References ............................................................................................................................... 27 



6  

ABSTRACT 

This project discusses the idea of producing musical melodies based on emotions using Artificial 

Intelligence methods, namely Long Short-Term Memory (LSTM) and genetic algorithm (GA). 

The aim of the study is to produce melodies (in MIDI files format) that can later be played on 

music software (such as Ableton) for others to be inspired from, or simply relax while listening 

to. Through this project, we have managed to produce simple melodies using a two stacked 

LSTM layers sequential model and a dataset from famous piano composers, as well as generate a 

MIDI file of an arrangement of musical notes through genetic algorithm, which the user can 

either play through the IDE using the music21 library in Python or by using the MIDI file with a 

musical instrument in Ableton. Finally, we discuss the possibility of evaluating the quality of the 

music produced, and the restrictions to using the state-of-the-art approaches. 

 

 

Keywords: Artificial Intelligence, Music, LSTM, Genetic Algorithm
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1 Introduction 

 
 

The idea of music generation is not a new one. There are already a few artificial agents 

that generate melodies (such as AIVA1 and Jukebox2), these agents can produce copyright free 

music based on existing melodies as a training dataset. Even Google has created its own music 

generation agent and called it Magenta3. 

These advancements were made possible due to the use of Artificial Intelligence 

techniques (e.g., Deep Learning, genetic algorithm). Moreover, music is considered an interesting 

field of study because it can also be seen as a language with its own grammar and syntax [3]. The 

music notes can be seen as alphabets, the chords can be seen as a common syntax, while the flow 

and rhythm can be seen as semantics (a fast rhythm gives meaning to fast-paced melodies, while 

a slow one gives meaning to slow-paced melody). 

This last point about flow and rhythm will lead us to talk about music and emotions. As 

we listen to a musical piece, we often evoke a certain feeling. This feeling can be joyfulness, 

sadness, nostalgia, or any other. And the three main factors that lead to such feelings are: 

intensity, timber, and rhythm [2]. In other words, by using these factors we can theoretically 

generate melodies that would evoke certain feelings for the user. 

This theory can be put into practice by using a Deep Learning method called Long Short- 

Term Memory, or another completely different approach using genetic algorithm. Through this 

paper, we will examine these two different approaches, as well as implement them using Python 

and its libraries (TensorFlow, music21, Keras) to test and validate our results. 

 

 

 

 

 

 

 

 

 

 

 
 

1 https://www.aiva.ai 
2 https://openai.com/blog/jukebox/ 
3 https://magenta.tensorflow.org 

http://www.aiva.ai/
http://www.aiva.ai/
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2 Background and Motivation 

 

 
As we mentioned in the introduction, in order to evoke a certain emotion in a person 

listening to music, we play on intensity, timber, and rhythm. Intensity is related to the volume of 

the music, joyful or happy music tend to have a medium to high volume melodies, while 

nostalgic and sad music tend to have lower volumes. As for timber, it can be defined as “the 

brightness of the music [2]”, which translates to the number of low frequencies a musical piece 

may have. The bigger the number of these low frequencies exists in a musical piece, the more 

likely it is for it to be depressive and sad, and vice versa. Finally, the rhythm factor is seen from 

three different perspectives: strength, regularity, and tempo. With happy music, the rhythm is 

strong, fast paced (higher beats per minute), and follows a steady succession, while in sad music 

the rhythm slows down and we are left with more space for silence [2]. 

From these observations, one can think, can we not automate the process of music 

generation? We already have all the ingredients necessary for it to be considered a language 

(notes and chords), all that is left is to find a technique that can connect these ingredients and 

produce a pleasant sound for the user. 

Upon doing some research, I found that the two most popular ways of generating music 

are using Long Short-Term Memory, which is a Deep Learning technique, and genetic 

algorithm. 
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3 Feasibility Study 
 

For the feasibility study of the project, we will look at it from three different perspectives: 

time, resources, and finances. 

For the temporal feasibility, the time frame of the project until the final report and 

presentation was three months, which was divided into four weeks of research and design, to 

further understand the models that will be used and how they can be used. And the last eight 

weeks for the implementation, testing, and fine tuning of the system. 

As for the feasibility in terms of resources, for the research part I used online libraries 

(AUI library or google scholar) to search for articles related to music generation, music and 

emotions, and artificial intelligence and music. As for the technology tools, I used Keras and 

TensorFlow which are both libraries in Python, as well as APIs in JavaScript (in case I wanted to 

switch from Python to another language), that helped me implement the model for music 

generation. The programming language that was used was Python (but it was tentative to change 

to JavaScript in case some difficulties were encountered) in the IDE PyCharm. For the audio 

files, two free to use MIDI (Musical Instrument Digital Interface) files libraries exist online 

(piano-midi, and mididb). Finally, Ableton will be used as a digital audio workstation to test the 

MIDI sounds produced. 

Financially speaking, the research libraries as well as the technologies that were used 

were free to use, so there were no costs incurred. 
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4 Methodology 
 

4.1 Long Short-Term Memory (LSTM) 

 
To understand what LSTM is, we first need to talk about Neural Networks and Recurrent 

Neural Networks. In simple terms, a neural network is a network of interconnected nodes. Each 

node can have one to many inputs, and allows for each of the inputs to have a weight and a bias 

(a bias is simply a constant), then the node performs some calculations on these inputs to produce 

a result that is fed to the next node. Below is an example of a multi-layer neural network [4]: 

 

 
Figure 1: Multi-layer neural network (source: https://www.danieldjohnson.com/2015/08/03/composing-music-with- 

recurrent-neural-networks/) 

As we can see in the example above, a regular neural network only goes in one direction 

(inputs on the left reach the nodes on the right, which perform some computations then feed the 

results to the nodes on the right and so on). This type of network will not be useful in an 

application in which we need to use future results to improve past states, this is where Recurrent 

Neural Networks (or simple RNNs) come into practice. In an RNN, it is possible for the result of 

one node to be fed to itself as an additional input, this can improve the accuracy of the model as it 

keeps learning to improve, as we can schematize it as follows [4]: 

 

 
Figure 2: Recurrent Neural Network (source: https://www.danieldjohnson.com/2015/08/03/composing-music-with- 

recurrent-neural-networks/) 

http://www.danieldjohnson.com/2015/08/03/composing-music-with-
http://www.danieldjohnson.com/2015/08/03/composing-music-with-
http://www.danieldjohnson.com/2015/08/03/composing-music-with-
http://www.danieldjohnson.com/2015/08/03/composing-music-with-
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This innovation makes it better for applications that use results to improve the 

computations, however the downside of it is that this going backward is only done on one level 

(output is only fed to the node itself as an input again). To solve this problem, we will talk about 

LSTMs. In LSTM, the node does not only have an input and output, but it also has an addition 

gate which is the forget gate. This gate allows for retention or discard of information within the 

network, which improves even further the accuracy of the model (especially in applications such 

as music in which notes are related to each other and cannot be treated separately). In this 

context, Long Short-Term Memory solves the problem of the amount of information that 

Recurrent Neural Networks has, and even allows the retention or discard of information based on 

its importance through its forget gate. The amount of information retained is an important factor 

in application such as speech recognition and music generation where the context should also be 

taken into consideration (in a melody, the beginning affects the middle, which affects the end). 

4.2 Genetic Algorithm 

 
Now that we discussed our first approach, which is using LSTM, let us talking about our 

second approach, genetic algorithm (or simple GA). The name of genetic algorithm comes from 

the discipline of biology, the idea is the same as well. If we take two chromosomes and we try to 

create a third one from our two inputs, then this operation would involve taking a part from the 

first chromosome and a part from the second one to create our third chromosome (the operation is 

a bit more complicated than that and it involves some laws called Mendel’s law, but for our 

research we are only interested in the principle) [5]. This operation is what we call a cross-over. 

The same idea can be applied to our project, except that instead of using chromosomes, we will  

use what we call a genome. We will encode a melody in a genome, by dividing it into eight 

pieces (8 bars), each bar would have four beats, with each beat carrying a note that has different 

pitches. After encoding the melodies into genomes, we will start doing a cross-over between the 

genomes. However, this operation demands using a fitness function that acts as a method to 

evaluate how good a proposed melody is. 

[5] proposes a fitness function that uses the normalized compression distance method, 

which relies on calculating the small distance between two given objects, as an example of a 

possible fitness function. 
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5 Requirements Specifications 
 

5.1 Functional Requirements 

 
The functional requirements of the system are: 

 
- Ability to produce melodies after the selection of a specific mood using LSTM 

- Ability to produce a random melody using genetic algorithm upon user choice, and 

asking the user for feedback 

- Ability to play the melodies on a music platform (such as Ableton) 

- Interacting with the user through a simple user-friendly platform 

 
5.2 Non-Functional Requirement 

 
As for the non-functional requirements part of the project, we have: 

 
- Developing the system in the given timeframe of the project (by April 22nd) 

- Using open-source tools not to incur any financial costs 

- The melodies produced are not to be sold or commercialized, but only for inspirational 

purposes 
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6 Design and Implementation 
 

For the design and implementation part, we will look at it from the perspective of each 

method used separately. 

6.1 LSTM 

 
For the first method used (LSTM), we relied on data which consists of piano MIDI files 

that exist online in the piano MIDI library [6]. The choice of using MIDI files came as a 

consequence of the advantages that it offers such as its small size, the abundance of online 

libraries, and its simplicity in encoding the musical notes. 

6.1.1 Data Exploration 

 
Before talking about the data exploration, we must first define three key terms that we 

will talk about since we are using piano MIDI files, pitch, notes, and octave. A pitch is simply a  

measurement of the depth of the sound (whether it is a high pitch, or a low/deep pitch). A note 

can be seen as the essential component of any melody, there exist seven notes which are: A, B, C, 

D, E, F, and G. Finally, an octave is the range a note can take in terms of pitch (for example the 

note A can range from A0 to A7, with the pitch going higher as we are going upward). 

Now after we are familiar with the terms of notes and pitches, we will look at the 

distribution of unique notes within our MIDI file. After loading a dataset of a certain composer 

from the piano MIDI dataset, we can check the number of unique notes and their frequencies, just 

as Figure 3 shows. 

 

 
Figure 3: Number of Unique Note and their Frequency Range 
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As we notice, we have a large number of notes that have different frequencies, which will 

make it hard to train our model on, so for that purpose we can set a lower bound for the frequency 

(50 or 70 for example) so that the model takes only the notes that are above that frequency. 

6.1.2 Building the Model 

 
After setting a lower bound for the frequency and getting a number of notes, we will build 

our model using the concept of a time step. We will tell our model that after getting n notes from 

the input then the n+1 note will be the output of the model, this will be using a timestep of n. We 

can set the n to be any number, but since we have limited the number of notes we take (using the 

frequency lower bound), we can choose n to be 50. After that we will use a two stacked LSTM 

layer, just as Figure 4 shows. 

 

 

Figure 4: Two Stacked LSTM layer (source http://dx.doi.org/10.1145/3347146.3359065) 

 

Each layer will have 256 cells, and a dropout of 0.2. The dropout is used in order to 

remedy to the problem of overfitting which can result in low performance due to statistical noise, 

and so we introduce the dropout rate which will randomly “drop” or ignore the result of some 

cells (nodes) in order to avoid this problem [7]. 

6.1.3 Training the Model 

 
Finally, in order to train the model, we will use a batch size of 128 with an epoch of 80. 

Epochs in this context refer to the number of iterations the model will have for the batch size [8]. 

One other element we will add to the training model is the optimizer, and in this case, we will use 

Adam optimizer. Keras (which we will discuss more in depth in the technology enablers section)  

has a number of optimizers that help with the backpropagation algorithm, among them is Adam 

http://dx.doi.org/10.1145/3347146.3359065)
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optimizer. Adam optimizer is a “first-order based optimization of stochastic objective functions 

[9]” which help reduce the notes loss during the training and testing phase of the implementation. 

[3] shows a comparative study between different optimizers (Adam, RMSProp, ADAGrad, and 

Stochastic Gradient Descent), and we can notice that Adam optimizers holds promising results in 

the training and testing loss without having the problem of overfitting (unlike the RMSProp). 

6.1.4 Results and Discussions 

 
The results of the LSTM approach hold an 80% accuracy, and produce 30 seconds (length 

can be changed) melody based on the dataset that it was given. This accuracy can be further  

enhanced if we user a bigger dataset (either by acquiring more melodies from the composer, or by 

gathering composers that correspond to similar moods). [3] also shows us that the accuracy of the 

model can be improved by adding more LSTM cells, by using more stacked layers, by having 

more iterations (epochs), or by using a different optimizer. However, these improvements will 

come at the cost of the time it takes for the model to run, or will introduce a problem of 

overfitting and in this case, we are mainly talking about the use of a different optimizer. For these 

reasons, we have opted for the model used with its corresponding parameters (two stacked LSTM 

layers with 256 cells each and the Adam optimizer that will run on 80 epochs) as a middle ground 

between achieving good results and running the program in a reasonable time. However, this 

accuracy that we are talking about is about the predicted notes the model produces, it does not tell  

us anything about the quality of the music that we are generating, and in this regards section 8  

(Music Evaluation) we will discuss the evaluation of music in terms of the quality of sound 

produced. 

6.2 Genetic Algorithm 

 
In section 3.2, we talk about the general approach to genetic algorithm, in the sense that 

it is a method to generate a population and make cross-overs between them based on the 

evaluation of a fitness function (that determines how good a genome is with regards to the 

others), and finally create mutations in the crossed over population. In this approach, we will  

have the user input as the fitness function, so it can be seen as a collaboration between the user 

and the machine in order to generate a musical melody. 
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6.2.1 Melody Representation 

 
In this method, the melody is encoded into a genome. This genome would be composed of 

bars (of which the length is by default 8 but the user can change it) and each bar has a number of 

notes (of which the default value is 4, but the user can change it). However, this is not enough to 

have a nice sounding melody, since this approach is not based on any previous data, putting 

random notes next to each other lead to catastrophic results. Instead, we will define three 

important features that should also be taken into consideration: scale, number of steps, and 

pauses. A scale in simple terms is an arrangement of notes that sound pleasing when played 

together, this parameter can be set by the user by giving them the different scales that exist and 

the option of choosing one (the by default scale is set to be major). Next is the number of steps 

which is a major between notes of different pitches. We can have a half step (which is the 

smallest distance between two successive notes), and two half steps which gives us a whole step 

[10]. The user once again can decide this parameter (by default it is set to 1). Finally, and one of 

the elements that make modern music is the pauses that a melody can have. Sometimes, 

introducing a pause in a melody can change the atmosphere or even its effect on the listeners, 

recently we have started to hear more and more about slowed and reverb remixes of songs that 

already exist, which leads to a whole new song sometimes (this parameter can be controlled by 

the user and is set to true by default). 

6.2.2 Running the Program and the Results 

 
Now that we know how the melody is represented and the different parameters that the 

user needs to specify, let us discuss how to run the program. Once the user executes the program, 

they are prompted to specify the elements mentioned in section 5.2.1 (alongside other elements 

such as the scale root and the key, but they have a default value as well in case the user does not 

want to, or does not have a knowledge of) as part of the melody part of the program. The next set 

of prompts is part of the genetic algorithm part of the program, in which the user can specify the 

population size they would like to work with (set to 10 by default), the number of mutations (set 

to 2 by default), as well as the mutation probability (set to 0.5 by default), as shown in Figure 5. 
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Figure 5: The Parameters to be Set by the User in the Program 

 

After the user sets these parameters, the program starts playing a melody based on them 

and asks the user for feedback (a rating from 0 to 5) that is taken as the fitness function for that 

respective melody. The number of melodies played depend on the population size the user 

specified, each population is played and is given a rating by the user. After the last population is 

played, the user hears the melody that is produced by the program (the sounds are played using 

music21 library in python which we will discuss in the technology enablers section), the MIDI 

file is saved in the code directory, and the user is asked whether they would like to continue 

generating music or not. After the file is saved, the user can decide to play it using music playing 

software (such as Ableton) to hear how the melody they have composed sounds in different 

instruments. 

In conclusion, for the genetic algorithm approach of generating music, the user is 

involved by first setting parameters related to the melody itself (such as the number of bars, 

notes, and timesteps), which he can opt out from by simply choosing the default parameters, and 

also in the quality of music produced by giving a rating to the different populations (melodies) 

produced which are considered as the output of the fitness function. This approach does not rely 

on any set of previous data, which means that the user composes their own melodies by listening 

and rating. The process can be fast and straightforward if the melody generated from the first set 

of population is satisfactory, else the user can continue generating populations since the program 

is in a continuous loop that keeps asking the user if they would like to continue after generating 

the final melody (the previous results are saved in case the user wants to compare them). The 

evaluation of the quality of music is discussed more in depth in the Music Evaluation section of 

this report (section 8). 
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7 Technology Enablers 
 

To make this project a reality, I have used a number of technologies, mainly the 

programming languages Python and its different libraries and Ableton as a software to simulate 

the MIDI files using different instruments. 

7.1 Python and Jupyter Notebook 

 
I chose the programming language Python for its simplicity and consistency. The 

programming language provides a number of built-in tools that do not require additional 

implementation (we will discuss some of them when we talk about the libraries used). Moreover, 

the language is straight forward and the syntax is similar to human language which makes it easy 

to write, thus preferrable for projects that do not require attention to the smallest details (the high 

level of abstraction the program has allows the programmer to write a small piece of code that 

does a lot of work and corresponds to a longer piece of code in other languages such as Java or 

JavaScript). Moreover, it is a language that is supported by a large community which makes it  

easier to find solutions to bugs that can occur. 

To use Python, I have used the IDE PyCharm. The choice of using PyCharm came as an 

alternative to the IDE Visual Code Studio. When I started using VCS, I did not run into any 

trouble up until the moment I started using music21 library to display and that is when I faced a  

number of errors, of which some I could not solve. For that reason, I looked up an alternative and 

came across PyCharm IDE. The IDE is developed by the team JetBrains [11] and, unlike VCS, is 

specifically made for Python language. The interface is user friendly, and it even comes with 

code completion and bug solving features. I have mostly relied on PyCharm for the genetic 

algorithm implementation part, since the code involved many libraries and different functions and 

sometimes error occur unexpectedly. 

I have also used Jupyter Notebook as a “web-based interactive computing platform [12]” 

especially for the LSTM implementation part. Jupyter is mostly used by data scientists because it 

allows for a clean, easy to visualize code that can divided into parts and executed separately. This 

especially becomes handy when you would like to divide pieces of your code in order to know 

where the error or the problem comes from. Also, it comes in handy when some pieces of your 
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code demand more time than others in terms of execution (the training of the LSTM model for 

example). 

7.1.1 NumPy 

 
The first Python library we will talk about is NumPy which stands for “Numerical Python 

[13]”, and it is a library in python that allows for mathematical and logical operations on arrays. 

NumPy provides built-in functions that make the programmer use less code in order to process 

arrays, which were a necessity for our project in terms of notes extraction, frequency extraction, 

and other functions. 

7.1.2 Music21 

 
Music21 is a library in Python that provides programmers with a set of tools to help them 

process music [14]. The library comes with built-in functions that can display musical notation 

for example, extract chords, and most importantly in our project play sounds given a set of notes. 

This last feature is what we have used in the genetic algorithm implementation in order to get the 

user to rate melodies to take them as an output of the fitness function. Without music21 library it 

would have difficult to get the user to rate a melody (we could try display the set of notes, but 

that would require a wild imagination to know what the different sounds are). 

7.1.3 Keras and TensorFlow 

 

Perhaps the most important tools used for music generation using LSTM are Keras and 

TensorFlow. Keras is defined as a “deep learning API written in Python, running on top of the 

machine learning platform TensorFlow [15]”, it is an essential tool that helped us built the 

sequential model for the LSTM. Moreover, it also provides functions to stack layers, iterate on 

the training dataset, and even evaluate the model. It also provides us with a number of optimizers 

(from which we have chosen the Adam optimizers) to choose for our model. Keras, as we 

mentioned, runs on top of TensorFlow which the other important tool for our project. It is an 

“open-source end-to-end platform for Machine learning [16]”. TF is an important tool for  

Machine Learning (ML) models (which Deep Learning is a part of), and it allows for processing 

data, visualizing, and deploying the model. Another reason why I opted for these two 

technologies was because they exist in both Python and JavaScript, so in case I faced issues 

implementing the model in Python I could easily use JavaScript instead. 
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7.2 Ableton 

 
The last technology enabler we will be talking about is the music software Ableton. 

Ableton is a software that allows for music production, creation and performance [17]. Through 

its platform (that is shown in Figure 6), the user can create music by mixing a number of 

instruments and playing them. Another approach is to have a music file that contains raw notes 

and play them using various instruments, which is our case in the genetic algorithm approach. 

After generating a melody and converting it to a MIDI file, we can play the file using Ableton 

and see what it can give us using different instruments (violin, piano, etc.). 

 

Figure 6: Ableton Platform (source: https://www.engadget.com/ableton-live-11-daw-hands-on-review-upgrades- 

explained-160047192.html) 

8 Music Evaluation 
 

After generating the melodies using our two different approaches (LSTM and genetic 

algorithm), we could only evaluate the accuracy of the LSTM model, and this accuracy does not  

tell us anything about the quality of the music. More than that, in the GA approach we do not 

have a metric to know the quality of the music (aside from the feedback of the user). This 

problem is discussed in [18], as it mentions the issues of evaluating the structure of melodies (or 

pieces of music). The literature suggested that there have been a number of approaches to 

evaluate the structure of a music (such as using self-similarity matrices [19]), but these 

approaches face two major hurdles. The first one is that the evaluation method is too general, it 

http://www.engadget.com/ableton-live-11-daw-hands-on-review-upgrades-
http://www.engadget.com/ableton-live-11-daw-hands-on-review-upgrades-


23  

does not stick to a certain type/genre of music, but instead goes and tries to find a general method 

of evaluation for all music. This is mainly due to the dataset used by the researchers, as every 

researcher uses their own dataset because of the legal aspect of sharing music compositions 

among researchers, and the lack of a large enough free to use music libraries. The second 

problem is with the different evaluation measures. Since different researchers are working on this 

problem using different music corpora, they often end up using different metrics for their 

evaluation. And this difference makes it hard to compare between their evaluation methods, as 

there is not much common ground to compare according to. 

For this reason, [18] discusses a way of separating a musical piece in order to evaluate it. 

This method uses segmentation by first separating the verses from the chorus, and then when we 

look at the verse and use repetition detection to detect which sections are repeated. Finally, we 

group the similar segments to perform a full structure analysis using various algorithms. In fact, 

this evaluation pushes us to think of a field called “Music Information Retrieval (or MIR)” which 

discusses tools used in order to retrieve information from musical pieces. This information could 

be the genre (as a way to classify a musical corpora), or certain features in the timber, rhythm, 

and intensity (which we have previously discussed) in order to give recommendation to users. 

We can notice that evaluating the quality of music is not an easy task, and even if we were 

to pick an evaluation method, others may not agree with its results because it depends on 

preferences. In addition to that, the melodies that are generated in this project are small and are 

not accompanied by any lyrics to use the distinctions discussed previously on them. Moreover, 

humans also develop different opinions about a piece of music over time, meaning if a person 

positively evaluates a sound at a time, it does not necessarily mean they will like it for the rest of 

their life, and vice versa. For all these reasons, I decided to interview a sample of 10 different 

people and ask about their opinion of the music generated through this project. The sample was 

chosen randomly, but by having half who have a certain musical background and the other half 

who are simply people who like to listen to music. The results that I have reached is that most of 

them (7 out of 10) preferred the genetic algorithm approach, because they felt as if they were 

involved in the process of making the music. The LSTM approach was more appreciated by the 

people who had a musical background, as they could hear some of the structure that the 
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composers on whom the model was trained had. But overall, the project was seen under a 

positive light. 
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9 STEEPLE Analysis 
 

8.1 Social Impact 

The project is developed to inspire artists looking for melodies for their songs, as well as 

to produce music for people who are in a certain mood (happy, sad, nostalgic etc.) 

8.2 Technological Impact 

The project uses technological tools such as Python and its different libraries 

(TensorFlow, Keras, music21), as well as music software (such as Ableton) 

8.3 Economic Impact 

The project can inspire the development of a platform that produces a sells music based 

on demand from users, however it will need bigger research and more development. 

8.4 Environmental Impact 

The project does not have any environmental impact. 

8.5 Political Impact 

The music produced will not be used for any political purpose, nor will the dataset used to 

be taken from one single source (to avoid any bias). 

8.6 Legal Impact 

Since the music is not for any commercial purpose and will not use any copyrighted 

music (without its owner’s permission), it does not risk any legal actions 

8.7 Ethical Impact 

From an ethical perspective, this project does not have an aim to limit the opportunities of 

young producers who make a living by producing music, but it aims at helping them find more 

innovative sounds and reach bigger levels of creativity. 
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10 Conclusion and Future Prospects 

 

As a conclusion, music is an interesting field of computer science that can still be further 

explored. In our project, we tried to look at how melodies can be generated automatically (using 

LSTM), as well as with user feedback (with genetic algorithm). This process can still be further 

enhanced and polished, to yield better melodies and more accurate results. Moreover, we can also 

extend the project to produce songs that do not only contain simple melodies but more complex 

ones (layered melodies) with lyrics as well, which was a Google DeepMind project called 

WaveNet4. We have also seen that generating melodies and evaluating the model is not enough of 

a metric to say that we have done a good job, we should also look to find methods of accurately 

evaluating the quality of the music produced. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 
 

4https://deepmind.com/blog/article/wavenet-generative-model-raw-audio 
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