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Abstract in English 

A current trend in modern websites is real-time interaction with website visitors through a chatbot 

based on their activity. This interaction makes the website engaging and reactive which increase 

the users’ satisfaction. In this project, I developed a WebSocket server that keeps WebSocket 

connections with clients of a website and read users events instantaneously, then events are 

ingested by Kafka streaming platform and analyzed in real-time using Kafka Streams. I 

developed a probabilistic model that will constantly update the probability that a user matches 

one of four user profiles of interest and generates a message that will be sent back to the user 

when a probability reaches a significant value. In addition, integration modules were developed 

using Python and JavaScript to ease the integration of the streaming pipeline with any website. 

Al Akhawayn university’s website was used as a case study for this project, in which integration 

and testing of the software solution was performed. 

 

Keywords: streaming pipeline, chatbot, websites, users’ activity, Apache Kafka, Kafka Streams, 

probabilistic thinking. 
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Abstract in French 

Une tendance actuelle dans les sites Web modernes est l'interaction en temps réel avec les visiteurs 

du site Web via un chatbot en fonction de leur activité. Cette interaction rend le site Web engageant 

et réactif, ce qui augmente la satisfaction des utilisateurs. Dans ce projet, j'ai développé un serveur 

WebSocket qui maintient des connexions WebSocket avec les clients d'un site Web et lit 

instantanément les événements des utilisateurs, puis les événements sont ingérés par la plateforme 

de streaming Kafka et analysés en temps réel à l'aide de Kafka Streams. J'ai développé un modèle 

probabiliste qui mettra constamment à jour la probabilité qu'un utilisateur corresponde à l'un des 

quatre profils d'utilisateurs et génère un message qui sera renvoyé à l'utilisateur lorsqu'une 

probabilité atteint une valeur significative. De plus, des modules d'intégration ont été développés 

en utilisant Python et JavaScript pour faciliter l'intégration du pipeline de streaming avec n'importe 

quel site Web. Le site Web de l'université Al Akhawayn a été utilisé comme étude de cas pour ce 

projet, dans lequel l'intégration et le test de la solution logicielle ont été effectués. 

 

Mots-clés : pipeline de streaming, chatbot, sites Web, activité des utilisateurs, Apache Kafka, 

Kafka Streams, raisonnement probabiliste. 
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1. Introduction 

Chatbot feature is a new ingredient in modern websites. Many websites track the activity of their 

users in real-time, to analyze the user’s behavior and determine the type of support that he would 

need. Studies have shown that users’ activity across a website is different, and they cannot be 

satisfied with a uniform content. As such, the website should dynamically interact with the user 

based on his actions across web pages. This method increases the marketing effectiveness of 

websites since tracking users’ activity allows clustering their behavior and interacting with them 

based on it. Several businesses like e-commerce companies, , real-estate agencies, or banking 

organizations equip their websites with a real-time chatbot for customer support [5]. 

Many benefits encourage companies to equip their website with a real-time customer assistance 

[5]. First, supporting customers in real-time increases their happiness and satisfaction, as the 

client no more feels that the application is uniform and static. He can see that the application 

understands his needs dynamically and assists him adequately [5]. Second, real-time assistance 

can be adopted as a marketing strategy to increase revenue. Companies that track their website 

users can target their customers not only based on their age, gender, or location, but also based on 

their behavior, and hence adequate suggestions can be made to website visitors [5]. Third, real-

time support can increase the number of customers of a company. As a matter of fact, marketing 

strategies of the company can be adapted to website visitors based on their activity across web 

pages [5]. 

In this project, I am building a streaming data pipeline that will ingest events that represents the 

user behavior in a website, analyze them at real-time, and based on this    analysis, an assistance 

message will be sent to the user. I adopt Al Akhawayn university’s website as a case study in this 

project. In section 2, I present a literature review of existing solutions and tools used in 

implementing chatbots. In section 3, I present a detailed explanation of the design principles on 

which designing and building the streaming data pipeline is built. In section 4, I introduce the 

solution architecture, and I explain the reasons behind the design decisions made.    In the next 

section, I present my work in integrating this streaming pipeline with Al Akhawayn’s website. 

2. Literature Review 

Tracking users’ activity is necessary for assisting them because only their behavior will determine 

the kind of assistance that they need. Several challenges are faced when developing user activity 
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tracker software. This latter should consider events that are restricted to client-side and events 

that involve interaction with the server. Moreover, tracking website visitors’ behavior should not 

affect the performance of the website. For this reason, tracking user behavior across a website is 

a trending research topic. Indeed, Richard Atterer a researcher from University of Munich has 

built a proxy server called UsaProxy that collects user interaction events and stores them [3]. The 

proxy server intercepts web pages that are sent to the user, adds the JavaScript programs that 

listens to user events, and annotates the HTML documents with the necessary tags to collect user 

events that happen in client-side. In addition, UsaProxy listens to changes in log files of the web 

server and reads the requests sent by clients, thereby it collects all types of events that the user can 

generate to build a full view of the user behavior [3]. Nevertheless, this approach is heavy and 

complicated. Listening to changes in log files is computationally heavy. Also, intercepting web 

pages requested and modifying them can affect the performance and the responsiveness of the 

website. Consequently, an efficient solution to track user behavior should be simpler and does 

not impact the performance of the website. Some researchers in computer science department of 

university of Oviedo have developed a JavaScript- oriented approach to track and analyze user 

behavior in a website [2]. This approach consists of a system of interconnected programs where 

the first one is a JavaScript piece of code that will be injected along with the code of web pages to 

listen to several user events like mouse events, blurs, focuses, and keyboard clicks, the second 

program is an API to which gathered information will be sent, and the third software is an Admin 

interface through which the administrator can see gathered data in an adequate dashboard. This 

solution allows tracking the user behavior, but the events collection remains synchronous. As a 

result, events collection will be slow, which makes it inappropriate for real-time use cases. 

To assist the user with real-time messages, the server should be able to push these messages at 

any time. However, most web applications are designed and built following the client-server 

model. As a result, for the server to send a message to the client, this latter should request it first, 

which prevents the server from sending updates in real-time to the client. Several techniques were 

developed to overcome this issue [4]. The first technique is long polling. This method requires 

the client to send a request to the server as the initial step, the server waits until there is a response 

to send, it sends it back and closes the request. For the client to receive another update, it should 

go through the same process again. This technique has a high latency specially when the rate of 

messages is very high. Another technique that can be used for real-time messaging is server-sent 

events. The client uses a Web API to send a request with a header specifying that the request 

corresponds to a stream of data. Accordingly, the server returns a response that will remain open 



 3  

until explicitly closed. Whenever, there is a message to send, the server sends it through this 

response. This technique has better performance than long polling because the server will not 

create a new response for each message [4]. Still, this technique only supports unidirectional 

communication since data is flowing only from the server to the client. The recent technique that 

allows real-time bidirectional messaging is using WebSocket protocol [4]. This protocol allows 

a client and a server to connect and communicate over a TCP connection. This method is widely 

used by real-time messaging applications. 

To track users’ behavior, we will need an event streaming platform that is capable of continuously 

ingesting user events that will be sent to it. This platform should exhibit several non- functional 

characteristics like scalability, reliability and responsiveness. There are many patterns adopted in 

events streaming. The first one is based on messaging queues which is a point-to-point approach. 

In other words, the publisher assumes there is only one consumer, and hence the message is 

consumed only once as it will be removed after. RabbitMQ is one of the event streaming 

platforms that implements this pattern. When a RabbitMQ producer pushes a message, the 

exchange broker reads the message’s header, knows its destination queue, and routes it 

accordingly [1]. A consumer reads the message from the queue, and the message is removed from 

the queue. RabbitMQ uses AMQP as the main application layer protocol over TCP/IP, but other 

protocols can be adopted like HTTP and STOMP [1]. 

 

Figure 1: Internal Architecture RabbitMQ 

The second pattern is the publish-subscribe model. A producer publishes messages into a 

category, and consumers subscribe to categories of their interest to consume existing messages. 

Apache Kafka is an open-source event streaming platform that relies on this pattern. Categories 

in Kafka are called topics, where each one contains several partitions. Kafka event streaming 

platform is deployed in a cluster of servers called brokers on top of which partitions of a topic 

are distributed which makes it horizontally scalable. In addition, partition is the unit of 

parallelism in Kafka. Consumers can be grouped in groups, but only one consumer is allowed to 
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consume a message from a partition at a time [1]. Apache Kafka adopts binary protocol over TCP 

for messages transfer. The following figure shows the internal architecture of Kafka [1]. 

 

Figure 2: Internal Architecture of Apache Kafka 

 

Another technique that can be used is in-memory cache. Cache memory has a higher response 

rate than memory and hard disk. Therefore, in-memory cache technology can be adopted as a 

message broker. However, it has many drawbacks like limited storage size, limited scalability, 

and more coupling between a sender and receiver in comparison with other methods. Redis is 

sometimes used as a message broker when messages have a small size. It uses RESP (REdis 

Serialization Protocol) protocol to serialize messages [1]. RESP is used over TCP/IP. Latest 

versions of Redis support both message queueing, and publisher-subscriber patterns. 

Researchers from Department of Computer Science and Engineering in RV College of 

engineering performed a benchmarking analysis of Kafka, RabbitMQ, and Redis. The analysis is 

based on a set of features that are compared. The features are message delivery guarantee, 

message persistence, message ordering, throughput, latency, availability, and scalability. 

Concerning message delivery guarantee, there are three types: at most one message is delivered, 

at least one message is delivered, and exactly one message is delivered. Apache Kafka is the most 

flexible one as it supports all these types. Regarding message persistence Kafka store messages 

in the disk, RabbitMQ saves them in memory along with log files in disk and Redis stores records 

in cache memory only. With reference to message ordering, there are three types: no ordering, 

partitioned ordering, global ordering. Kafka supports global ordering and partitioned ordering, 

while RabbitMQ supports partitioned ordering in the case of sequential publishing, and no order 

for concurrent publish. About throughput, Kafka has the highest throughput in comparison with 

others. However, a good throughput of Kafka cannot be achieved without an adequate 
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configuration. About latency, Apache Kafka has the lowest one. With reference to availability, 

RabbitMQ requires a high availability system, while Kafka messages are replicated across 

brokers. Furthermore, Kafka use Zookeeper to manage different instances that run when Kafka 

is launched. Therefore, metadata about brokers are saved and updated accordingly by Zookeeper. 

As regards scalability, Kafka is the best one. It uses brokers for the horizontal scaling, while 

Redis relies on sharding the application through hashing. 

To process users’ events, we will need a framework that supports stream processing. Stream 

processing tools are various and come with different characteristics where each one fits specific 

use cases. Researchers from Ghent University have developed a benchmark study of existing 

streaming framework like Spark Streaming, Apache Flink, and Apache Kafka Streams [6]. These 

frameworks were tested for their latency, throughput, memory utilization, and CPU utilization, 

under different types of workloads like a workload for latency measurement, a workload for 

sustainable throughput measurement, a workload with a burst at startup, and a workload with 

periodic bursts. The results have shown that Kafka Streams and Apache Flink are the frameworks 

with the least latency, while Spark streaming is the one that ensures the most sustainable 

throughput thanks to its micro-batch optimization [6]. Moreover, the study proved that event-

driven frameworks like Kafka Streams and Apache Flink provide the fastest startup time, while 

Spark streaming that is a micro-batch framework takes time to load initial outputs [6]. Despite 

the insightful results of this study, it has few limitations including few edge cases that were not 

considered like stateful processing and joins [6].  

There are many approaches to process streams of data. Some frameworks provide the micro-

batch feature which consists of batching windows of data ana analyze them. This is not a pure 

stream processing as it adapts batch processing with a small period to achieve results in short 

time that can be considered as real-time in some use cases [7]. Two concepts are crucial in events 

streaming: event time and processing time. The first one refers to the timestamp of where the 

event happened, while the second refers to the time where the event reached the stream processing 

platform. Usually, there is a latency between the two timestamps because of the latency that the 

frameworks can cause. Micro-batching approach requires a windowing strategy that fits with the 

requirements of the use case [7]. The first type of windowing that can be implemented is fixed or 

tumbling windows. It consists of consistent disjoint time intervals on which data streams will be 

gathered. This way we have access to events aggregated by event time on which many operations 

can be executed like aggregation, joins, and counts. The next figure shows an illustration of this 

strategy.   
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Figure 3: Fixed Windows 

Another strategy is sliding windows where time intervals can overlap. For instance, we can 

have three minutes windows that start every one minute. Figure 4 shows a sliding window 

implemented to read a data stream. Windows of streams can also be aggregated by a key 

attribute that exists in a every stream of data. For instance, in an application, every user can 

have its corresponding window in which his events will be published. This type of windows is 

called session windows. The window duration can be set to end when there is a gap of activity 

where no events where published. The maximum duration of a session window and the duration 

of the gap of activity can be configured by the developer. Figure 5 shows an illustration of a 

session window.  

 

Figure 4: Sliding Windows 
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Figure 5: Session Windows 

Many frameworks allow the users to define custom windows that will respond to their needs. In 

some use cases, we would like to have windows aligned through some dimension attributes but 

unaligned in other dimensions to allow comparison between data of the same window in a fast 

and efficient manner. 

3. Feasibility Study 

3.1. Temporal Feasibility 

The timeframe allocated for this project is approximately ten weeks, and it is sufficient to come 

up with viable solution of this project. The first phase of the project consists of deploying Apache 

Kafka Environment in my computer and designing a Kafka producer that will send the users’ click 

events. These two tasks are independent. Thus, they will be done in parallel. The second phase of 

the project consists of building the data pipeline. This phase is the core of the project, and so many 

subtasks are under it. The pipeline will need a Kafka cluster to read and store the streams 

accordingly. Afterwards, a pipeline of processing operations needs to be designed and developed 

to receive data from Kafka cluster, clean it, and process it. The third phase consists of storing the 

processed data in a convenient storage technology. The second and third phase will require the 

working knowledge of several frameworks and technologies that I will need to learn. Thus, I will 

make sure to keep my learning and progress in these phases concurrent. This way, I will have 

completed them before the deadline, and I will have enough time left for testing and fixing any 

potential bugs. 

3.2. Technical Feasibility 
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Through this project I will need to use a stream processing engine which is Apache Kafka. Apache 

Kafka is the most used technology for streaming pipelines. It is well documented along with 

several free tutorials from professors and experts available in the web. Therefore, it will be feasible 

to learn how to use it. In addition, the project requires the use of a real time data processing 

framework like Spark streaming. I have working knowledge of this technology, then it will be 

feasible to use it appropriately in this project. Concerning data storage technologies, I have hands-

on experience on using some of them and working knowledge of many tools. This is thanks to the 

big data class that I took previously. For this reason, it should not be a problem for me to use them. 

3.3. Financial Feasibility 

The project does not have any financial requirements. All the tools that will be used are open 

source. Therefore, I will not need to subscribe to any service provider. Moreover, the data needed 

are free, and no funds are needed. The web is full of free tutorials and documentation that I can 

use. Hence, purchase of online courses is not needed as well. 

4. Design Principles 

The design of the streaming pipeline of the project was driven by key observations of existing 

solutions through which I listed a set of design principles that will govern all design choices in this 

project. 

First, tracking users’ activity is crucial for any chatbot system. A chatbot is fueled by users’ events 

on the website to produce messages that correspond to the user behavior. Therefore, to support the 

chatbot feature in a website, listening to user actions on all pages of the website should be 

implemented to increase accuracy of messages printed  to the user. 

Second, equipping a website with a chatbot should not have an impact on its performance. A 

chatbot requires heavy processing to make sense of user events and to display the messages in real-

time. In parallel, the website requires processing to react to user actions in web pages and to request 

additional pages if required. The functioning of the chatbot should be at the expense if the 

website’s performance. For instance, streaming events to the pipeline should not make loading 

pages slow, or processing events should not result in a latency in the website navigation. 

Third, analysis of users’ activity  should be at real-time. A user will produce sequences of events 

where some of them will require the chatbot to react by firing messages that will only make sense 

few seconds after their occurrence. Therefore, all functioning steps of the chatbot should be 

executed in real-time with a minimal latency; events of website visitors should be all ingested 
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immediately, and analyzed instantaneously, to produce messages that will be consistent with the 

actual user behavior.  

Fourth, the streaming pipeline should be interoperable and easy to integrate with an existing 

website. The pipeline should be able to operate will all kinds of websites. On one hand, a website 

can be static where the server will only server web pages without any further processing like 

informative websites of universities, a company services, or personal websites. On the other hand, 

a website can be an interface of a web application that has an application server where the business 

logic and a database to store data needed by the application. The pipeline should be able to 

communicate and function freely and easily with all these types of websites. Similarly, the 

streaming pipeline should be easy to integrate an existing website. A website can have thousands 

of lines of source code stored in hundreds of files. The integration process should be easy for 

developers to understand, follow, and implement. For this reason, the integration should be simple 

and well-documented.  

Fifth, the chatbot infrastructure should be scalable performant. The streaming pipeline should be 

able to cope with growing load of users or requests in the website by scaling its resources whenever 

needed. Consequently, the architecture and design steps should take this principle into 

consideration because any scalability issue can cause the chatbot to lose its real-time performance 

in peak periods. Likewise, the chatbot should be designed for performance and should have all 

hardware resources to meet the real-time output required.  

Sixth, the chatbot system should be extensible and maintainable. The solution should be modular 

where modules are loosely coupled to allow extending the functionality if the application at a 

reasonable cost. An example of extending the chatbot system can be to respond to new profiles of 

users’ behavior that will appear because of extending the website or updating it. At the same time, 

the chatbot should be maintainable by minimizing the man-hour and downtime that will be 

required to fix any bugs that the system might exhibit in the future. 

Seventh, the chatbot system should be highly reliable and available. The system should function 

properly in response the requirements of the website to which it will be integrated. Also, the 

chatbot should be highly available for use when requested. To achieve these requirements, the 

frameworks and tools that will be used should be reliable and fault-tolerant, to minimize downtime 

and the probability of system failure.  
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5. Solution Architecture 

 

 

Figure 6: Solution Architecture 

 

 

The source of data will be clients’ events in client-side. These events will be collected using 

JavaScript event collector that will consist of observables listening to user events and observers 

sending events to the server. Watching events and sending them will be both asynchronous which 

will not affect the performance and responsiveness of the website. 

A firewall will be the first component of the architecture to receive requests. The job of a firewall 

will be assessing the network traffic for anything malicious. OPNsense will be the firewall cluster 

to use. It is open-source, free to use and provides automatic failover to ensure high availability. 

The load balancers cluster will make sure the load is distributed evenly on WebSocket servers. It 

is formed by Nginx servers that will form a Linux HA cluster that will ensure high availability and 

serviceability of load balancers by minimizing their down time.  

After traversing the firewall and the load balancer, messages will be sent to a node of WebSocket 

server to which event collectors will be connected. A WebSocket server is a server that uses 

WebSocket protocol to maintain persistent WebSocket connections with its clients. WebSocket is 

a protocol designed for real-time messaging in which number and size of frames is reduced for a 

bidirectional, fast, and optimized communication between both client and server. WebSocket 

protocol supports two types of messages: text and binary. However, the content of messages is 

undefined. For this reason, we use a WebSocket sub protocol that will determine the format of 

messages, their content, and who can send them. The subprotocol used is STOMP (Simple Text-

Oriented Messaging Protocol). On one hand, STOMP allows clients to connect, disconnect, 

subscribe, and send messages through CONNECT, DISCONNECT, SUBSCRIBE, and SEND 

frames respectively. On the other hand, the server can confirm connection, confirm reception, and 

send messages through CONNECTED, RECEIPT, and MESSAGE frames respectively. Each 

frame has a set of necessary and optional attributes. The server will be a Spring boot application 
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server configured for STOMP messaging. Several nodes of this server will be running to split the 

load of the application on them for good performance and to avoid the single point of failure.  

When the server receives user events, it pushes them to the event streaming platform. The platform 

chosen for this purpose is Apache Kafka. Apache Kafka is an open-source event streaming 

platform that is highly distributed, scalable, and durable. In comparison with other platforms, 

Kafka has the highest ingestion rate that can reach million messages per second depending on 

deployment and configuration choices. The server pushes messages by invoking a Kafka producer 

to push messages to a topic. Kafka messages are serialized and sent through a binary protocol over 

a TCP connection between the server and Kafka. Kafka brokers will be storing partitions of topics 

and running stream processing programs. The stream processing pipeline is developed using Kafka 

Streams library that leverages Kafka native libraries to offer operational simplicity and data 

parallelism. The stream processor programs running on Kafka brokers will have to cluster the user 

behavior in one of the profiles that are relevant to the context of the website and will be specified 

and developed by the developer. For this reason, stream processor programs will analyze 

sequences of events produced by the user and use probabilistic thinking to match the user to one 

of these profiles and produce an adequate assistance message to be sent to the user. The server will 

be listening to the topic on which these assistance messages will be published and will send it back 

to the user through the WebSocket connection established initially.  

5.1. Real-time Event Collector Using RxJS 

In this project, user events are the fuel of our streaming data pipeline that we aim to build. User 

events include mouse events, focus events, and scroll events. In JavaScript, these events are 

returned as objects with many attributes. In our case, we only need specific attributes. The 

following are examples of JSON objects that represent few user events that are sent to the server:  

 

{"eventType": "click", "path": “admissions/undergraduates.html”, "userId": “5b08327hvdsuol”, 

"tagName": “div”, "targetId": “”, "targetClass": “undergradp1”} 

 

{"eventType": "scroll", "path": “admissions/undergraduates.html”, "userId": “5b08327hvdsuol”, 

“”scrollHeight”: “80”} 

 

{"eventType": "mouseover", "path": “admissions/undergraduates.html”, "userId": 

“5b08327hvdsuol”, "tagName": “div”, "targetId": “”, "targetClass": “undergradp1”} 
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{"eventType": "pageOpen", "path": “admissions/undergraduates.html”, "userId": 

“5b08327hvdsuol”} 

To listen to these events, we use the observer design pattern in JavaScript. RxJS is a JavaScript 

library that implements this software design pattern. This pattern consists of an observable that 

keeps a list of dependent objects called observers. When a change occurs at the level of the 

observable, this latter broadcasts it to the list of observers. To collect user events, we use 

fromEvent() function from RxJS library to create an observable for each event. After, we subscribe 

an observer to the observable. When the observer is notified of a new user event, it converts it to 

JSON format, adds to it a unique identifier, and sends it to a server. In addition to collecting events, 

event collector program will be waiting for assistance messages from the server. Once received, it 

will print them to the user in the form of user-friendly pop-up window on the bottom right of the 

web page. 

5.2. Firewall and Load Balancer 

A firewall will sit in the front of the architecture. The job of a firewall will be assessing the network 

traffic for anything malicious. Using a firewall cluster means having a group of firewall nodes that 

will work as a single entity. This will ensure high availability by avoiding a single point of failure 

through redundant nodes.  

The load balancers cluster will make sure the load is distributed evenly on application servers. It 

sits in front of application servers and acts like a reverse proxy. The cluster is formed by several 

Nginx load balancers. A Nginx load balancer provides several methods for load balancing 

including round-robin, least-connections, IP-hash…etc. These Nginx servers will form a Linux 

HA cluster that will ensure high availability and serviceability of load balancers by minimizing 

their down time. One active load balancer will be responsible for balancing the load. Other load 

balancers will be passive: their job will be to regularly poll the active load balancer to check if it 

is still working or is down. Once the active load balancer is down, a failover server will acquire its 

IP address and be the one responsible for load balancing operations. All servers in Linux HA 

cluster have access to a shared storage which makes the transition from passive server to active 

server quick, and hence reduce the down time. 

5.3. WebSocket Server 

To enable real-time messaging with website users, we build a WebSocket server. The server is a 

Spring boot application server configured for STOMP messaging. It exposes three types of 

endpoints. The first endpoint is used by event collectors to request connection. We set the URI of 

the connection endpoint to be the URL of the server followed by /connect. The second endpoint is 
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the entry of an input channel to which event collectors will be sending users’ events. When a 

message arrives to this channel, the server will invoke a Kafka producer, create an event that 

contains the message and a user identifier, and pushes it to the corresponding topic in Kafka. The 

input channel endpoint is assigned a URI that consists of the URL of the server followed by 

/app/events. The third endpoint corresponds to a set of message queues. When the server receives 

data from the stream processing engine, it sends an assistance message through the queue on which 

the event collector of the user of interest has subscribed. The endpoints that correspond to these 

queues have the same URI pattern. It consists of the server URL followed by /topic/assistance/ 

{sessionID}. The session ID is set by Spring automatically. When an event collector program 

sends a message for the first time through the input channel, the server fetches the session identifier 

from the header of the SEND frame and creates a message queue that corresponds to this user. 

Later, the event collector requests to subscribe to topic/assistance/ and the server subscribes it to 

the message queue corresponds to him. The next figure shows the architecture of the WebSocket 

server along with its different endpoints. 

 

 

Figure 7: WebSocket Server 

 

5.4. Event Streaming Using Apache Kafka 

In this project, we use Apache Kafka event streaming platform to store user events collected in 

real time despite the high ingestion rate that they will require. Kafka will be receiving events from 

WebSocket server and storing them temporarily until being consumed by the stream processing 

engine. Kafka is known with its high ingestion rate, scalability, and durability. Nevertheless, we 

cannot take benefit from these advantages, unless we make an appropriate design of the cluster, a 
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good configuration, and an adequate partitioning strategy. In the next sections, we discuss the 

design of Kafka cluster, configuration parameters, and partitioning of Kafka topics. 

5.4.1. Kafka Cluster Design 

Kafka event streaming platform should be deployed over a horizontally scaled architecture of 

nodes. Zookeeper is used with Kafka for tasks coordination. Kafka cannot run without a 

centralized service for configuration information. Zookeeper keeps a list of the functioning brokers 

and their addresses. In addition, it keeps the configuration of Kafka topics like the list of topics, 

number of their partitions, and replication details. In this project, we use two topics: user events 

and messages. The first one will be used to ingest user actions on the website, while the second 

one will hold the assistance messages generated by stream processors to be sent back to the user.  

 

5.4.2. Configuration and Partitioning Strategy 

In our project, we aim to make Kafka perform at a high speed by providing it with an adequate 

configuration. Therefore, we will be using two topics: user events and messages. The first one will 

be ingesting events of all users on the website, while the second will be storing messages that will 

be sent to the user. We define the retention policy of Kafka through few configuration parameters. 

Retention time is set to the maximum duration that a user can spend on a website. This parameter 

can be changed depending on the website that will be integrated with the chatbot. In addition, we 

set the Kafka producer to receive acknowledgement for messages sent. The reason behind is that 

we care about reliability of messages transfer in this project. However, we configure the maximum 

number of retries to three.  

To enable stream processors to process streams of same user together, we aim to have a partition 

for each user in user events topic. Because partitions cannot be created dynamically by Kafka 

message producer, we specify the number of partitions beforehand to be close to the number of 

average website visitors. Concerning the partition key, it is a unique identifier generated by the 

browser fingerprinting technique. This technique generates a unique string based on software and 

hardware configuration of the browser. Regarding messages topic, we only need to make sure that 

the load is balanced among brokers, and we do not need messages to be partitioned by a specific 

key. As a result, we let Kafka handle the partitioning to make the load even among brokers. 

The following picture shows the internals of a Kafka broker: 



 15  

 

Figure 8: Inside Kafka Broker 

The two topics will be distributed horizontally among brokers where each broker will store part of 

the partitions of a topic. 

User events are pushed to Kafka user events topic in the form of strings. Because of Kafka topics 

will hold various types of records, we cannot represent them as classes because their serialization 

and deserialization will be costly. To illustrate, a generic serializer needs to be used to serialize a 

user event before publishing it to Kafka which is easy to implement. However, to deserialize a 

record from Kafka topic, we cannot infer its type when it is serialized. Common solutions to this 

problem involve using a schema registry to append an identifier of the schema with every record 

inserted in Kafka, and when deserializing, this identifier should be read to know which schema 

should be used for deserialization. As can be seen, this option is costly as it needs a schema registry 

server to be running continuously and requires continuous schema checking which might cause 

some latency.  When a stream processor produces a message to be sent to the user, it will be 

published in a Kafka topic called messages. The same pattern of serialization and deserialization 

is used for this topic. 

5.5. Stream Processing Using Kafka Streams 

5.5.1. User Profiles and Probabilistic Thinking 

When designing a chatbot, the objective is to respond to user events when they match a behavior 

that we are looking for. For this reason, we will need to define a set of user profiles that we will 

be looking for when processing events of a user. For example, in the context of an e-commerce 

application, one of the profiles of interest can be a user who is planning to buy a specific product. 
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This profile definition can be expressed as a sequence of events like this user visiting the web page 

of this product, the user adds the product to a chart, and the user consults photos of the product. 

When analyzing events in such case, we will be processing events of a user and looking whether 

such sequence exists in the events that he generated. When the sequence exists, a message that 

corresponds to this profile will be published to messages topic to which the server is listening, and 

this message will be sent though the WebSocket connection to the client. 

When analyzing user events, we will not be using pure counting, but rather a probabilistic 

reasoning approach. In other words, every user will have a probability score for each of the profiles 

of interest. These scores will be re-evaluated whenever an event is generated and updated if 

necessarily. If the probability score of one profile reaches a significant value (over 70%), a 

message that corresponds to this profile will be pushed to messages topic. The probability score 

will be updated using Bayes rule. 

 

Figure 9: Bayes Rule 

 

This rule allows finding the probability that an event can occur given that another event happened. 

In the case of websites that will be equipped with a chatbot, we will need to find the probability 

that a user matches a specific profile given an event happened.  

5.5.2. Stream Processing Strategy 

To implement the probabilistic thinking approach, we will need to process every single event at 

time. Simply put, whenever an event reaches the message broker, it should be processed. The 

reason behind this choice is that one event is sufficient to increase the probability score of a certain 

profile and will allow firing messages to the user instantaneously when he matches any of the 

profiles. If we use windows, there might be an event at the beginning of the window that is able to 

trigger a message to the user, but it will not be processed immediately until the end of the time 

interval. Processing one event at a time means that whenever an event reaches the message broker, 
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it will go through a pipeline of operations starting with a set of transformations to extract 

information like type of the event, the identifier of the user, and other parameters, and operations 

that will update the probability that the user matches profiles of interest. 

5.5.3. Kafka Streams Library 

Kafka Streams is a library that simplifies the development of streaming pipeline by leveraging 

Kafka native capabilities and by providing a built-in producer and consumer. The library offers 

operational simplicity since the developer will only focus on processing events instead of 

producing and consuming messages from Kafka.  

Kafka Streams program will launch a thread for each partition in the input topic to provide a good 

parallelism. Each thread executes one or more tasks, and no shared state is stored across threads. 

The management of the mapping between Kafka Stream threads and partitions is transparent and 

done by the library. Another advantage of using Kafka Streams is that it allows stateful stream 

processing thanks to its local stores where state of users’ activity can be stored. In case of failure, 

a new instance of the stream processing application should be run which will lead to new thread 

running again. Kafka Streams has native capabilities that will map threads of the newly launched 

machine to the same partitions to which they were assigned. 

5.6. Integration Guidelines 

To integrate the chatbot with an existing website, two steps should be fulfilled: 

- A JavaScript file should be included in the folder of the website. This file contains the code 

that listens to events of users and sends them to the WebSocket server.  

- A Python program should be run from the command line with a string argument that 

contains the path of the website folder. This script will browse through the website 

directory recursively and add script tags that references the JavaScript file to all HTML 

files of the website. 

- Re-upload the website folder in the web server and restart it. 

 

These three implementation steps are sufficient to make the website listens to user events and sends 

them to the WebSocket server. As can be seen, integration is made easy, and it only requires 

modification of HTML files which is transparent and straightforward. 

6. Case Study: Al Akhawayn University in Ifrane Website 

Part of the project is to integrate the pipeline with an existing website. Because of my 

understanding of the university context procedures like admissions and enrollment, I chose to 
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integrate my university’s website with the streaming pipeline as stream processing will be easier. 

Therefore, choosing Al Akhawayn website was not to respond to a need raised by the IT 

department of the university. Still, I could not proceed to the design and integration phase without 

a clear definition of functional and non-functional requirements. The state-of-the art procedure to 

gather requirements are to go through requirements engineering steps which are: requirements 

elicitation, requirements analysis, requirements documentation, and requirements review. Since I 

am adopting the website of my university as a case study, the client that should take part in this 

process is the Information Technology Services (ITS) department.  Because of the department’s 

busyness and the latency that this could have on my project, I agreed with my supervisor on a set 

of functional and non-functional requirements for the system that I will be developing, and that 

will eventually match the requirements of the ITS.  

6.1. Overview of the website 

Al Akhawayn’s website is a static website that presents various informations about the university. 

It has many sections and groups of pages. The homepage consists of the news and spotlights of the 

university along with a menu through which the user can navigate. In this menu, the website visitor 

can browse academics to see available programs of study in different departments of the university. 

Also, the user can open the admissions tab to consult the procedure to get admitted to the 

university. There are other sections on the website like internationals, campus life, civic 

engagement, and media room. The website presents a uniform content for all website visitors. It 

does not have any chatbot that acts based on users’ activity. 

6.2. Client Presentation 

The client of the system is the information technology services department of the university who 

is responsible for all systems used within the university including Al Akhawayn website. The 

duties of the department consist of maintaining a good quality of these services by constantly 

upgrading these systems and monitoring them.  

6.3. Need Statement 

People visit the website of the university with different intentions, while the website presents a 

uniform content for all of them. The website needs a chatbot to assist users at real-time based on 

their behavior on the website. The chatbot should be able to understand the intent of the user based 

on his generated events and print assistance messages to them. 

6.4. Functional Requirements 

The functional requirements that the system should fulfill are detecting users who match any of 

the four profiles in the following table. Once detected, the corresponding assistance message 
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should be printed to them in an adequate pop-up notification. The following table summarizes the 

definition of the five profiles and determines the corresponding assistance message to be displayed 

to the user. 

 

User 

Profile 

Series of Events Key attributes to look for Message to be sent 

A user 

who needs 

assistance 

to choose 

a program. 

- Open page 

of Open of 

undergradua

te or 

graduate 

programs.  

- Opens at 

least two of 

the 

programs. 

- Scrolls 

through the 

pages of the 

programs. 

- {eventType: “openPage”, 

path: 

“/admissions/undergraduates.htm

l”} 

or  

{eventType: “openPage”, 

path: 

“/admissions/graduates.html”} 

- {eventType: “scroll”, 

path: contains 

“undergraduates/programs/”} 

or  

- {eventType: “scroll”, 

path: contains 

“graduates/programs/”} 

Send them a list of 

videos about al 

Akhawayn 

programs. 

A user 

looking 

for 

informatio

n that is 

not on the 

website. 

- Scroll up 

and down in 

a page for a 

long time 

(more than 3 

minutes). 

- {eventType : “scroll”} if scroll 

event happens many times at the 

same page 

Invite user to send 

an email to 

admissions office 

via 

admissions@aui.m

a.  

A user 

planning 

to apply. 

- Visited at 

least one 

program of 

study. 

- Visited 

tuition fees 

page. 

- Visited 

admission 

tests. 

- {eventType: “openPage”, 

Path : contains 

“undergraduates/programs/”} 

Or 

{eventType: “openPage”, 

Path : contains 

“graduates/programs/”} 

- {eventType: “openPage”, 

Path : 

“/admissions/undergraduates/tuiti

on-fees” or 

“/admissions/graduates/tuition-

fees”} 

- {eventType: “openPage”, 

Path : 

“admissions/undergraduates/tests

” 

Or 

“admissions/graduates/tests”} 

Invite user to 

apply through link 

of 

applyingapplying 

now page. 

mailto:admissions@aui.ma
mailto:admissions@aui.ma
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A user 

interested 

in 

applying 

for a 

scholarshi

p. 

- Visited at 

least three 

pages of 

scholarship 

pages.  

- {eventType : “openPage”, 

Path : “admissions/aid-

scholarships/*} 

- {eventType : “openPage”, 

Path : “admissions/aid-

scholarships/*} 

- {eventType : “openPage”, 

Path : “admissions/aid-

scholarships/*} 

Inform user that 

30% of students 

enrolled each year 

benefit from a 

scholarship at 

AUI, then invite 

him to apply for 

scholarship 

through link of 

scholarship 

application. 

 

Table 1: User Profiles for Al Akhawayn Website 

 

6.5. Non-functional Requirements 

1. Messages should be printed in English. 

2. The website should preserve the same performance when equipped with the chatbot.  

3. The integration process should be clear and well-documented. 

6.6. Integration 

The website was downloaded using HTTrack software that allows downloading websites for 

offline use. To integrate the streaming pipeline with Al Akhawayn website, we follow the 

integration guidelines. We create a folder named assets/js under admissions folder inside the 

website directory. We place the JavaScript file named Bundle.js inside this directory, and we run 

Python program for integration with the path of the website folder as an argument. Afterwards, we 

upload the website folder to Apache web server to replace the old website, and we restart the 

server.  

6.7. Further Implementation  

The streaming pipeline does not fully implement the chatbot, but it provides an infrastructure and 

many modules that are necessary for it. Therefore, to integrate a chatbot with Al Akhawayn 

website, we still need to implement some modules that are tightly coupled with the context of the 

website and cannot be generalized in the streaming pipeline. First, stream processing is heavily 

related to the context of the website. As such, when enabling chatbot feature on the website using 

this pipeline, stream processing logic should be developed by the developer.  

Based on the functional requirements specified, we will create four Java classes that will represent 

information about each user profile listed in the Table 1 like events that fall under this profile and 
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their probabilities, the probability that a user match this profile, the message to be returned if the 

user matches the profile, and few methods that will check whether an event matches the events of 

the profile, and a method to update the probability that the user match the profile.  

Similarly, the configuration of Kafka cluster depends on the website. For the case of Al Akhawayn 

website, we assume that the average duration that a user spends on the website is forty minutes, 

while the average number of visitors in this duration is two thousand. As a result, we specify the 

number of partitions to be two thousand in the user events topic, and the retention policy of records 

to be forty minutes. 

7. STEEPLE Analysis 

7.1. Social Impact 

This project will have a positive social impact. The marketing practices will be customized to the 

user behavior which will result in a global satisfaction at the society level. Usually, advertising 

seems driven by profitability objectives, which creates conflicts between companies and their 

customer base. However, this project aims to help companies customize their advertising to the 

user behavior, which will make this later comfortable with the marketing strategy of companies. 

7.2. Technological Impact 

This project goes under the scope of data engineering. This promising field is continuously under 

improvement. Many tools and platforms used are open source. This project will be opensource and 

documented in GitHub. As a result, it can be discussed by community members and hence more 

examples and use cases will be available online for data engineering enthusiasts. 

7.3. Economic Impact 

Real-time support for customers will help companies increase their revenues. Indeed, such projects 

make marketing strategies of the company more efficient, which positively impacts the company 

sales and profitability. 

7.4. Environmental Impact 

This project will be deployed in the cloud. Therefore, it will not consume lot of energy because 

cloud resources are elastic and can adapt to computation needs. 

7.5. Political Impact 

This project does not have any political impact. 

7.6. Legal Impact 
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This project relies on tracking users’ behavior which may raise a debate about users’ privacy. This 

project will only make use of data generated by user activity on the website. Private data and data 

generated outside the scope of website will not be tracked. 

7.7. Ethical Impact 

The project might have few ethical issues concerning data gathered. However, we can overcome 

it by informing the user at the beginning of his browsing sessions that his activity is tracked. 

 

8. Future Work 

This project can be developed further through different paths. Processing events can be done using 

deep learning model that will be continuously trained to have a high accuracy. Probabilistic 

thinking is not the best option because it has few limitations since it is based on many assumptions. 

Also, future work of this project can be deploying the solution in a cloud services provider, to test 

the pipeline in a larger architecture.  

9. Conclusion 

As can be seen, enabling chatbot feature on websites is a complex project. The solution design was 

governed by a set of design principles like tracking users’ activity, zero impact on the website 

performance, scalability and performance, extensibility and maintainability, reliability and 

availability, and interoperability and easy integration. The architecture of the chatbot should 

correspond to any type of web applications despite the technologies used. Processing users’ actions 

requires checking users’ events for a set of profiles defined accordingly. Then, events are processed 

one at a time to update probability scores of the user for each profile.  
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