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Abstract in English 

Speech Synthesis or Text-to-Speech applications have been gaining a lot of momentum these past 

years. They have the potential to facilitate the lives of visually and hearing impaired people as well as 

those who cannot speak. In this capstone project, I will be implementing a speech synthesis for the 

Moroccan Dialect by adopting FastSpeech 2, a transformer-based model. Moreover, the HiFi-GAN 

vocoder will be used to generate the corresponding waveform of the text from the mel-spectrogram. 

The performance of the model is judged using the Mean Opinion Score metric based on the 

correctness and naturalness of the synthesized speech. A score of 3.905 was achieved based on the 

evaluation of simple and short sentences. 

 

Keywords: Natural Language Processing, Text-to-Speech, Speech Synthesis, Deep Learning, 

FastSpeech 2, HiFi-GAN, HMM, Transformer, HMM, RNN, CNN, MOS, Moroccan Dialect.  
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Abstract in French 

Les applications de synthèse vocale ou de synthèse texte-parole ont pris beaucoup d'ampleur ces 

dernières années. Elles ont le potentiel de faciliter la vie des personnes malvoyantes et malentendantes 

ainsi que de celles qui ne peuvent pas parler. Dans ce projet, je vais mettre en œuvre une synthèse 

vocale pour le dialecte marocain en adoptant l'architecture du modèle FastSpeech 2 basé sur les 

Transformers. De plus, le vocodeur HiFi-GAN sera utilisé pour générer la la parole correspondante 

du texte à partir du mel-spectrogramme. La performance du modèle est évaluée à l'aide de la métrique 

Mean Opinion Score basée sur la correction et le naturel de la parole synthétisée. Un score de 3,905 

a été obtenu sur la base de l'évaluation de phrases simples et courtes. 

 
Mots-clés : Traitement du langage naturel, Text-to-Speech, Synthèse Vocale, Apprentissage 
Profond, FastSpeech 2, HiFi-GAN, Transformer, HMM, RNN, CNN, MOS, Dialect marocain. 
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I. Introduction 

Artificial Intelligence applications have been all the rage in the 21st century. They succeeded in 

facilitating complex processes, loosening problems that humans might face, and easing human lives. 

Natural Language Processing (NLP), which is an example of such applications, consists of training 

a computer to understand text and speech in human languages. Thanks to recent advances in 

technology such as cloud computing and the development of sophisticated and efficient algorithms, 

the field of NLP has been gaining a lot of interest within the AI community. 

NLP can be seen as an umbrella that spans three main subfields which are text processing, speech 

recognition, and speech synthesis. In the latter, an algorithm is given as input a preprocessed text and 

generates the corresponding speech. This type of application can be helpful for several categories of 

society and in various domains. For instance, visually impaired people can benefit from speech 

synthesis applications to better perceive their environment and improve their educational or 

professional experience. In addition, people who cannot speak or have difficulties speaking can use 

such applications to communicate with others, especially through phone calls. Moreover, research 

has proven that only one-third of born-deaf people can learn to speak [1]. Therefore, spoken 

communication can be made possible for people falling into this category. Finally, illiterate people 

might use such tools to understand text in their native spoken language while reading news or 

navigating their phones. 

In this research capstone, a Speech Synthesis or Text-to-Speech (TTS) system will be implemented 

for the case of the Moroccan Dialect. As a matter of fact, these systems require large amounts of data 

in the form of text and speech pairs which is not available nor affordable for some languages. 

Therefore, improvements in this field are lagging behind in the case of low-resource languages. Most 

attempts to overcome this limitation were based on transfer learning through fine-tuning. Besides 

falling in the category of low-resource languages, Moroccan Darija is a complex language in its 

grammatical nature as there are no rules that govern how words are spelled. This implies that words 

can be written differently and still pronounced in the same way. Moreover, Moroccan Darija is 
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considered to be a code-mixed language. In other words, the dialect consists of a mix of several 

languages such as Modern Standard Arabic, French, Spanish, and Tamazight, and the pronunciation 

of such words usually follows the same pronunciation in their respective original language. As such, 

overcoming these issues and providing greater value to the categories of people mentioned earlier 

that could benefit from a TTS tool were the main motivations behind implementing this project. 

To achieve state-of-the-art results, a Deep-Learning based model was chosen as it is already proven 

that neural network-based models outperform their predecessors: concatenative and statistical 

approaches [4]. 

The rest of this report is organized as follows. Section 2 provides a literature review of some neural 

networks based and how some of them were leveraged for low-resource languages. Section 3 discusses 

the feasibility of this project. Section 4 details the STEEPLE analysis. Section 5 provides a detailed 

description of the materials and methods implemented in this project. Sec. 6 describes the dataset 

and different training experiments conducted. Section 7 includes statistics about the results 

achieved. Finally, the conclusion for the report is provided along with an outlook on future work. 
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II. Literature Review 

Deep learning-based algorithms are now being adopted in several application fields achieving much 

better results than their counterparts, traditional methods, and speech synthesis is no exception. 

Early traditional methods of synthesizing speech relied on a concatenative approach wherein 

previously recorded speech fragments are chained to yield speech [2]. It can be seen that this method 

is not flexible as there exist several variations of words in any given language [2]. To address this 

issue, statistical parametric-based approaches were developed. They are based on extracting a set of 

parameters that characterize each speech utterance in the training data and implementing a statistical 

model that would approximate them [3]. This model is used to extract the same parameters for a text 

input sequence which are then used to generate the corresponding speech [3]. However, this method 

does not synthesize speech of comparable quality to real-life human speech. This has motivated the 

adoption of deep learning approaches that would allow for generating high-quality speech. These 

models share the same general architecture which consists of three modules: a linguistic features 

generator1, an acoustic features generator2, and a vocoder3 [4]. In some architectures, we can notice 

that one of the first two modules can be dropped.  

The adoption of deep learning-based models has simplified the representation of linguistic features 

into characters or phonemes only. In the same way, the acoustic models have shifted from a low 

dimensional representation of acoustic features to a higher representation through mel-

spectrograms. The first implementations were based on autoregressive models where the output of 

a specific time step relies on the output of the previous time step. As such, these models are known 

to produce the best speech quality. However, they take a lot of time to train, have a slow inference 

 
1 Linguistic features generator produces representations that convey richer information about the utterance. Text 
normalization is performed and then graphemes are converted to phonemes to reveal pronunciation information. 
Other information includes the predicted prosody.  
2 Acoustic features generator produces acoustic features from characters or linguistic features in the form of mel-
spectrograms or other less frequently used representations such as mel-cepstral coefficients and fundamental frequency 
[4]. 
3 Vocoder is a model that takes either linguistic or acoustic features and generates the corresponding waveform. 
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time, and require a lot of computational power. On the other hand, non-autoregressive models make 

the most optimal use of modern GPUs by parallelizing the process of generating output 

independently of any factors. Therefore, these models enjoy a much faster training and inference 

time at the expense of speech quality.  

Several architectures have been adopted for such acoustic models. We distinguish between three 

main types: Recurrent Neural Network (RNN), Convolutional Neural Network (CNN), and 

Transformers-based models. RNN-based models by default follow an autoregressive generation style 

of the acoustic features. An instance of such a model is Tacotron 2 developed by the Google research 

team that implements an encoder-attention-decoder network [4]. The model is known for its 

natural-sounding speech but can take from days to weeks to train. CNNs have been adopted for both 

autoregressive and non-autoregressive models. In general, CNN-based models solved the issue of 

slow training by making use of parallelization in addition to capturing longer contextual 

information [5]. Yet, the inference is still slow as it is performed sequentially [5]. Nowadays, there is 

a shift towards using transformers as the building block for both the encoder and decoder. In 

addition to following a non-autoregressive generation style which allows for fast training and 

inference as a result of leveraging parallelization, they also omit the attention module between the 

encoder and decoder as it can limit the robustness of the model by introducing word skipping and 

repeating problems [4].  

On the other side of the pipeline, deep learning-based vocoders can be classified into three categories. 

First, the autoregressive-based implementation was the first approach to designing vocoders. It relies 

on RNNs which make them slow when synthesizing speech. Several techniques were used to 

overcome this issue by building efficient and fast vocoders [4]. Second, the flow-based category of 

vocoders synthesizes speech by transforming the probability distribution using mappings that can 

be inverted [4]. Finally, the Generative Adversarial Networks (GANs) consist of a generator to 

generate new data as if it was part of the training data and a discriminator to judge if the data passed 

to it is real or generated [18]. The training is stopped when the discriminator is no longer able to 

classify in a deterministic way [18]. 
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Recently, a trend of shifting towards implementing fully end-to-end TTS systems started to appear. 

Although these systems address one issue of the previous staged implementations which is that of 

error propagation from one layer to another, they are too heavy to train using normal GPUs. 

Deep neural network-based models have been achieving state-of-the-art results. However, their only 

downside is that most of them require a lot of resources in terms of both data and computation 

resources which are not always available. To overcome these limitations, especially in the case of low 

resource languages, researchers proposed methods that leverage one of the strengths of deep learning 

which is transfer learning. Examples of such techniques include monolingual transfer learning, cross-

lingual transfer learning, multi-speaker models, and multilingual models [6]. Other methods such as 

data augmentation were also discussed. In [7], a pre-trained Tacotron 2 model trained on LJSpeech, 

a large single-speaker English dataset (24 hours), was fine-tuned on a small single-speaker Arabic 

dataset (2.41 hours). An external phonetizer was used to transliterate from Arabic to English [7].  
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III. Feasibility Study 

The feasibility study is a very important step that should be conducted before undertaking any 

project. It helps determine if the resources available would allow completing the project within 

the allocated time frame. Therefore, in studying the feasibility of my project, I will focus on two 

aspects: technical and temporal. 

1. Technical Feasibility 

Performing Text-to-Speech synthesis requires large volumes of data. However, this amount of data 

is not always available, especially for low-resource languages. Moroccan Darija, the language in which 

I will be synthesizing speech, is an example of such languages. As of the time of conducting this 

feasibility study, there is no publicly available annotated dataset for the Moroccan Dialect. 

Fortunately, Dr. Mourhir, my supervisor, with the help of some students managed to gather a total 

of 36 hours of speech data. Thirty-eight students were hired to annotate sequences of sentences 

retrieved from stories written in Moroccan Darija available under a website. However, the maximum 

duration per single speaker is four hours. 

I will follow a Deep Learning-based approach to build my model. My choice is motivated by the 

fact that the field of speech synthesis has known significant improvements as a result of adopting 

such an approach. In addition, the Moroccan Dialect has many variants which make the task of 

synthesizing speech more complex. Deep Learning-based models can overcome this complexity 

since they are not language-specific and can learn complex features. While exploring alternatives for 

models to adopt, I discovered that there exists a trade-off between training efficiency and synthesis 

quality. For instance, Tacotron 2, an autoregressive model, achieves state-of-the-art results while it 

can take up to 10 days to train on a K80 GPU [24]. On the other side, non-autoregressive models 

are known to be much more efficient in training than autoregressive models. This efficiency comes 

at the expense of synthesized speech quality. During the last two to three years, the TTS community 

focused its effort on improving the quality of non-autoregressive models while maintaining their 
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training efficiency. In this regard, several models were developed, one of which  is FastSpeech 2 

which takes 31 hours to train (under the same conditions in which Tacotron 2 takes 10 days) and 

can outperform Tacotron 2. In addition, in [25], FastSpeech 2 was trained on an Arabic dataset and 

achieved very good and intelligible results. Therefore, taking into consideration all the 

aforementioned arguments, I decided to adopt FastSpeech 2 for this proof-of-concept. 

To train FastSpeech 2, I first leveraged the service of Google Colab and then upgraded to Google 

Colab Pro to speed up the training process through faster GPUs.  

There are several libraries and frameworks to support neural networks such as Tensorflow or Keras, 

and others more specialized for Natural Language Processing using deep learning such as PyTorch 

or Hugging Face. For this capstone project, I will be using a PyTorch-based implementation of 

FastSpeech 2. Furthermore, I will also use GitHub to host my code and keep track of all changes 

made. Based on the aforementioned analysis, I also believe this project is feasible in terms of financial 

resources. 

2. Temporal Feasibility 

In terms of temporal feasibility, the preprocessing pipeline takes approximately one to two hours to 

complete with the forced alignment phase lasting the longest. The FastSpeech 2 model takes 500,000 

steps to reach convergence. Before updating to Google Colab, the training used to last for 18 hours 

before reaching convergence. However, after updating, the training time dropped to 10 hours. 

Therefore, this proof-of-concept can be achieved within the allocated time frame. 
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IV. Steeple Analysis 

The following subsections present the STEEPLE analysis which is a tool used to examine several 

external factors in terms of opportunities and problems that may influence the project. 

 1.  Societal Impact 

One of the goals of this project is to help a portion of society who cannot understand written Darija. 

Another portion that could benefit from this project is people who suffer from visual impairment. 

These people could make use of the features of this project when navigating through social media 

since most of the posts, news, and messages are written in Darija. In addition, mute people are also 

among the category of people to whom this system is targeted. They would benefit from its services 

when communicating with others mainly through phone calls. 

2.   Technological Impact 

The field of speech synthesis has been gaining a lot of attention lately by researchers and the NLP 

community thanks to the adoption of neural network-based models. The field is still under 

development and people are still sharing their open-source implementations leveraging the services 

of libraries such as PyTorch and Hugging Face. Moreover, the implementation will be conducted at 

first through Google Colab using the GPU they offer. Then, at a later stage, I will update to Google 

Colab Pro to access high performant GPUs. 

3.  Economic Impact 

As there is no such system for the Moroccan Dialect, I believe that this project will attract the 

attention of companies whose customers include the categories targeted by this project. 

Consequently, these companies would be willing to invest in this project.  
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4.  Environmental Impact 

Training and testing this project in cloud servers will not consume much energy. As there are no 

other aspects that can affect the environment, I believe this project has a negligible impact on the 

environment. 

5.  Political Impact 

This project has no political impact. 

6.  Legal Impact 

As this project will be used by individuals, they may wonder about the extent to which their privacy 

is respected. This project will not gather any data from the user’s device or environment be it private 

or not. Therefore, users can freely make use of this project without having to worry about privacy 

breaches. 

7.  Ethical Impact 

Since the data was gathered from public stories and posts on social media, I believe that my system is 

compliant with ethical implications in terms of data gathering. Moreover, I am aware that unethical 

users can make use of this system to clone others’ voices. Therefore, this project will be a closed-

source implementation.  
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V. Materials and Methods 

In order to train FastSpeech 2, three files must be provided as input for each sample in the training 
data. The first file contains the orthographic transcripts, the second is the wave file, and the third 
corresponds to the alignment between phonemes and words and their respective durations. Usually, 
the first two files are part of every speech corpus whereas the third file can be generated through 
forced alignment. However, if the orthographic transcripts are made of undiacritized Arabic script, 
additional steps are required. The output of FastSpeech corresponds to mel spectrograms which can 
be converted to raw waveform by the means of a vocoder; HiFi-GAN in this case. The following 
subsections provide details for each phase in the overall pipeline. 

 1.  Preprocessing 

Since the dataset I am using for this capstone project does not fulfill the requirements and the 

expectations FastSpeech 2 has on the format of the input dataset, an initial independent 

preprocessing pipeline was implemented to make the format of the dataset compliant with what the 

model expects. The preprocessing pipeline starts by cleaning and diacritizing transcripts which are 

then transliterated to Buckwalter scripts. The latter are phonetized in order to be aligned with their 

corresponding speech file. Below is a detailed explanation of each phase in the preprocessing pipeline. 

 
Figure 1: Stages of the preprocessing pipeline  
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  1.1. Cleaning 

The typical cleaning process for NLP tasks was followed as a starting point of the preprocessing 

pipeline.  First, emojis and emoticons were removed as they are not pronounced when recording 

utterances. Punctuation marks were also discarded because of two reasons. On one hand, silent 

moments in recordings are marked by “Sil” when performing forced alignment later on in the last 

phase of the preprocessing pipeline. On the other hand, variation in speech as a result of question or 

exclamation marks is incorporated by a module in FastSpeech 2. These two steps were done using a 

Python script by making use of re the python regex module. In addition, elongated characters are 

also problematic for TTS since the same pronunciation can correspond to multiple words. Since 

there are no tools built for Darija that allow performing this task, the re module was used to truncate 

sequences of three or more repeating characters to two. This approach is justified by the fact that 

some words in Moroccan Darija may contain two repeating characters such as, “Allah” and “Sabab”. 

It is true that this approach does not solve the issue of repeating characters but at least it allows for 

having at most two versions of a word. Following is an illustration of this process on a sentence from 

the dataset: 

Before cleaning: 

 

After cleaning: 

 

  1.2. Diacritization  

Diacritics constitute a crucial component of the Arabic language. They have a heavy influence on 

the meaning of sentences and determine the pronunciation of words. These two aspects are critical 

for a successful implementation of this project. Therefore, diacritics are enforced as a mandatory 

requirement of the training dataset. Since the Darija speech dataset used in this project consists of 



 

21 

 

speech files and their corresponding transcripts in non-diacritized Arabic scripts, I had to find a way 

to diacritize them. Two alternatives were considered: performing manual diacritization or training 

a model to do so. Even though the first is heavily time-consuming, it seemed to be the most feasible 

approach since we do not have a dataset to train a diacritizer. Fortunately, the Qatar Computing 

Research Institute has already implemented a deep learning-based model for this task: Farasa [8].  

Farasa is a sequence-to-sequence neural machine translation model based on RNNs used for 

diacritizing four varieties of Arabic including Moroccan Darija. It treats the undiacritized transcript 

as the source language whereas the diacritized transcript is treated as the target language. The model 

consists of a word embedding layer of size 300 and two Recurrent Neural Network (RNN) layers 

each of size 500 [8]. It follows the Encoder/Decoder architecture with attention. The encoder takes 

word embeddings, corresponding to words in the input sentence, as input and generates their hidden 

states. Then attention is applied to those hidden states to determine which words of the input 

sequence are important to every word in the output sequence through a context vector which is 

computed through the following steps [22]: 

- First, the attention is computed by softmaxing the output of a small neural network with 

one hidden layer applied to the encoder hidden state and the previous decoder hidden state 

[22]. 

- The result from the previous step is multiplied by the encoder's hidden states to get the 

context vector [22]. 

The decoder takes care of modeling the words of the target (diacritized) sentence. This is achieved 

by concatenating the context vector at a certain time step with the output of the decoder at the 

previous time step and feeding the result to the RNN decoder model [22]. The model is trained by 

maximizing the probability of a target sentence given a source sentence using the log-likelihood 

estimation [9]. 

To accommodate for the issue of the attention mechanism not being able to capture long-range 

dependencies, an overlapping sliding has been adopted [9]. As opposed to just splitting long 
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sentences into parts, this approach will preserve contextual information as it plays a major role in the 

diacritization process. As a result of this approach, we may end up with several diacritization 

alternatives for a single word. Voting is performed to choose the alternative with the highest 

probability of occurring. In case voting is non-deterministic because of a draw, the chosen target 

corresponds to the one where the word in question is located exactly in the middle of the window 

[8]. 

Similar to all machine and deep learning models, Farasa diacritizer can induce some errors while 

diacritizing. These include errors related to wrong diacritics and errors made by the model while 

trying to correct misspelling errors caused by missing “hamza” and the case where a character is 

repeated twice while it should not. As such and because no effective tools are developed for 

correcting misspelling errors in Moroccan Darija, manual correction was mandatory to avoid 

propagating errors to the model.  

  1.3. Transliteration 

Buckwalter transliteration serves as a way to map text in Arabic script to its equivalent in Latin 

script. The mapping is done in a deterministic way by the means of a dictionary. The dictionary keys 

correspond to the whole characters in the Arabic script in Unicode and the value of each key 

corresponds to the character in Buckwalter scripts. The original text in the Arabic script can be 

recovered easily by reversing the dictionary.  

 

Figure 2: Mapping dictionary from Arabic to Buckwalter script [26] 
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The transliteration process is usually used in cases where a model that doesn’t expect input in a given 

script is to be used. Since the tool used to perform alignment in this project does not support the 

Arabic script as input, transliteration to Latin Script was mandatory, and the choice of the 

Buckwalter technique was motivated by the fact that it is the most used technique in literature. 

It is true that this technique is very simplistic and may seem to fail to infer morphological 

information which is not modeled in Arabic script, adding diacritization would allow for 

incorporating such information. To illustrate, the letter “yae” can be treated as a consonant or as a 

vowel depending on whether it has some diacritic or not. If it is diacritized, it will be treated as a 

consonant otherwise it will be treated as a vowel. Following is the transliterated version of the 

sentence being used as an example. 

 

Figure 3: A Darija sentence in Buckwalter script 

  1.4. Phonetization 

Phonetization refers to the process of generating phonemes (the basic and smallest unit of sound) 

corresponding to the input graphemes. This task requires either having a dataset consisting of 

orthographic and their phonetic transcripts in Darija to train a model or hiring linguists to derive 

mapping rules from graphemes to phonemes in the case of the Moroccan Dialect. Taking into 

consideration the scope of this project and the constraints, none of these approaches is affordable. 

Therefore, I decided to use the script for Arabic phonetization written by Nawar Halabi as part of 

the fulfillment of his PhD thesis [10] to accomplish this task. This choice was motivated by the fact 

that Modern Standard Arabic and the Moroccan Dialect phonetics have a lot of similarities and the 

only major difference is the diacritics of some words. Since the dataset is diacritized in Darija, this 

difference is not significant. 
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First, characters belonging to two categories were removed from the transcripts: characters not 

belonging to MSA and old MSA characters that are no longer used such as “Superscript Alif” and 

“Arabic Tatweel” [10]. Then a set of mapping rules was designed by experts to map graphemes to 

their corresponding phonemes. Following are the applied rules: 

- Unambiguous consonants are mapped one-to-one to their predefined phones [10]. If the 

latter are followed by “Shadda” then the corresponding phoneme is doubled [10]. “waw” and 

“yae” are considered as ambiguous consonants since they can correspond to vowels also. 

Therefore, they require more attention when dealing with them. In case the next letter is a 

vowel then they are phonetized as consonants [10]. Otherwise, we distinguish between two 

cases: if the previous letter is consonant, then “waw” and “yae” are considered vowels and 

vice versa [10].  

- Vowels are mapped one-to-one to their phonetic representation. However, they are subject 

to emphasis, a phenomenon in linguistic studies in which a syllable is stressed. Vowels that 

are preceded or followed by emphatic consonants are emphasized except for “khae” and 

“ghayn” which emphasize only the vowel that follows [10]. 

- “tae marbouta” is only phonetized if it is diacritized. Otherwise, it is not considered in the 

phonetization process [10]. 

- Diacritics are represented by short vowels in the following manner: 

Table 1: diacritics and their phonetic representation 

Diacritic Representation 

 a 

 
u 

 i 
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Other sets of rules were applied too, but the aforementioned rules are the ones that are the most 

common between MSA and Moroccan Darija. These rules concern “hamza lwassel”, the diacritics 

“kasra” and “damma” leaning towards the diacritic “fatha” [10]. 

These rules were implemented in a Python script that takes as input the transliterated sentences and 

generates two files: the first contains the pronunciation of each utterance and the second is a 

pronunciation dictionary mapping each word in the transcripts to its pronunciation. Similar to all 

other phonetizes, the adopted phonetizer suffers from the Out of Vocabulary (words available in the 

transcripts but missing in the pronunciation dictionary) issue, flagged by aligners. To deal with this, 

I leveraged the original scripts to write a script that would allow for phonetizing these words as 

returned by the aligner and then appending them to the old pronunciation dictionary to derive the 

full pronunciation dictionary. Following is the phonetic transcript of the example being considered. 

 

Figure 4: Phonetic transcript of in Buckwalter script of a Darjia sentence 

1.5. Forced Alignment 

Forced alignment is defined as the process of aligning spoken utterances with their corresponding 

orthographic labels to determine the duration of the parts of the spoken utterance (phonemes and 

then words) through the start and end times of each part [27]. To achieve this outcome, an acoustic 

model (that generates acoustic features from audio files), a pronunciation dictionary, and a speech 

corpus consisting of transcripts and their corresponding audio files are required. However, these 

requirements are not always available, especially in the case of low resource languages such as 

Moroccan Darija. Specific to this project, an acoustic could not be found.  

Hidden Markov Toolkit (HTK), the tool adopted in this project to perform forced alignment, is a 

speech recognition tool developed by Cambridge University that is used to build and manipulate 

Hidden Markov models (HMM) [11]. It allows for performing several tasks related to speech and 

text processing. Among the tasks that the tool can perform is forced alignment. It allows doing so 
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either by aligning from an existing HMM model or training a new model which would be used to 

perform the alignment [15].  

To explain how alignment is performed, an understanding of HMMs is required. An HMM is a 

stochastic model used to model transition probabilities between hidden states where each state is 

independent of all other states except for the previous state. The hidden states affect another set of 

states called observations in a way that each observation is dependent only on the hidden state at this 

time step. Let’s denote the set of hidden states as S and the set of observations as O: 

S = [s1, s2, … , sn] and O = [o1, o2, … , on] such that  

P(st|st-1, st-2, … , s1) = P(st|st-1) and P(ot|o1, o2, … , on, s1, s2, … , sn) = P(ot|st) 

 
Figure 5: Illustration of an HMM model 

HMMs can be defined using the following set of parameters:  

- S the set of hidden states 

- O the set of observations 

- A the transition probability matrix 

- B the emission probability matrix 

- 𝜋 the initial probability matrix 
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HMMs have three problems that must be solved to benefit from them. These problems are listed 

below: 

- Likelihood problem: it allows computing the probability of the set of observations O given 

the HMM’s transition and emission matrices. 

P(O|λ), where λ=(A, B, 𝜋)  (1) 

- Decoding problem: given a set of observations, decoding using an algorithm such as Viterbi 

allows finding the most probable set of hidden states corresponding to the observations.  

- Learning problem: given the set of observations and hidden states, we would like to update 

the model’s parameters, more specifically transition and emission matrices as well as the 

initial probability distribution in such a way to maximize P(O|λ). This is done through the 

Baum-Welch algorithm. 

HMMs are known to be a good fit when the nature of data is sequential which has motivated their 

use in speech processing tasks. More specifically, they have been used for speech recognition tasks 

where the goal is to infer hidden states from observations. In addition, HMMs are powerful because 

they can be adopted for supervised and unsupervised tasks for which they are best known.  

In speech forced alignment, it makes sense that each observation corresponds to the raw waveform. 

However, raw audio files cannot be processed; they must be converted to a representation that can 

be processed. Most speech processing systems extract mel frequency cepstral coefficients (MFCC) 

which are acoustic features computed by taking the log of the fast Fourier transform (a frequency 

domain representation of the time domain speech) spectrum by using a window of fixed size that 

shifts by a fixed offset to capture subsequent parts of the input. This conversion is done through the 

HCopy tool provided by HTK [15]. The reason behind using this representation is that it models 

the states of the vocal tract as we speak [10]. As such, they can be used to infer the phoneme that is 

being pronounced [10]. Consequently, we can conclude that each observation corresponds to the 

MFCC of a raw waveform and the hidden states correspond to the phonemes being spoken. Once 
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MFCCs are generated, HCompV, a tool provided by HTK to initialize parameters of the HMMs, is 

invoked to compute the global mean and variance of all the frames for the sound signals in the 

training dataset. These will be used to initialize the probability distribution functions of all phoneme 

models [15]. If the size of the training dataset is small, HCompv produces Variance Floors along the 

process that will be later used to avoid bad estimations of variances during training by making sure 

that variances never go below this threshold [15]. The next step is to iteratively call HRest which is 

another tool provided by HTK to update the parameters of HMMs (i.e. solving the learning 

problem). HRest makes use of the Baum-Welch algorithm, an instance of the Expectation-

Maximization algorithm, to tune the means and variances in such a way that maximizes the 

likelihood of the observation given the model's parameters. This is done through a forward-

backward algorithm [16]. The forward pass allows us to determine the probability of being in a given 

state si at a given time t knowing all the observations that happened before t [16]. 

αt(i)  = P(o1 , o2 , … , ot , qt = si | λ)        (2) 

On the other hand, the backward pass helps determine the probability of being in a given state si at 

a given time t considering all the observations that occurred after t [16]. 

ꞵt(i)  = P(ot+1 , ot+2  , … , on | qt = si , λ) (3) 

The alpha (2) and beta (3) parameters allow us to find the probability of being in state si at time t 

given all the observations [16]. 

ɣt(i) = P(qt = si | O, λ) (4) 

The probability of transitioning from state si at time t to state sj at t+1 is also computed [16]. 

ξt(i,j) = P(qt = si , qt+1 = sj | O, λ)    (5) 

Computing all these probabilities, (4) and (5), would allow improving the current estimates of the 

model in the following manner [16]: 
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This process is repeated iteratively until the parameters converge or for a predetermined number of 

iterations [10]. 

The last step is to generate the forced alignment using the HVite tool that makes use of the Viterbi 

algorithm (i.e. solving the decoding problem). Hidden states cannot be chosen independently since 

it can result in constructing a sequence of states that contains a transition from one state to another 

with zero probability. Therefore, the Viterbi algorithm tries to find the hidden states path sequence 

that is more likely to correspond to the observation by maximizing the probability of reaching state 

i through a sequence of states given the observations up to state i and the model parameters [17].  

𝛿t(i) = max[P(s1, s2, … , st = i, o1, o2, … , ot | λ)    (6) 

The following steps are performed: 

First, we initialize the 𝛿 for time step 1 by setting it equal to the probability of being at state 

i multiplied by the probability of observing observation o1 along with a variable that keeps track of 

the state we came from in order to be able to construct the path sequence [17].   

𝛿1(i) = 𝜋i Bi(o1) (7) 

 𝜓1(i) = 0                     
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Second, we perform induction until reaching the last observation. It allows finding the most 

likely path sequence to get to state j by multiplying the probability of a valid path sequence to get to 

state i by the transition from state i to state j. The result is then multiplied by the probability of 

observing observation ot. We store that state in the variable 𝜓 accordingly [17]. 

𝛿t(j) = max1≤ i ≤ N[𝛿t-1(i) Ai,j] Bj(ot)        1 ≤ j ≤ N (8) 

𝜓t(j) = argmax1≤ i ≤ N[𝛿t-1(i) Ai,j]             2 ≤ t ≤ T (9) 

Finally, we perform the termination step to figure out the path sequence by finding the path 

sequence for which the delta variable is maximum. We recurse through the 𝜓 to get the set of the 

hidden states we followed [17]. 

P* = max1≤ i ≤ N[𝛿T(i)] (10) 

q*t = 𝜓t+1(q*t+1)  where q*t = argmax1≤ i ≤ N[𝛿t(i)]     (11) 

As the last step, the time boundaries of phonemes and words are determined from the observed 

MFCC. 

 2.  FastSpeech 2 

FastSpeech 2 is a mel spectrogram prediction network that belongs to the family of transformer-

based models. It came as an improvement over the FastSpeech model which in turn was developed 

to accommodate for the issue of long training and inference duration of previous autoregressive 

models such as Tacotron2. Because FastSpeech relies on a teacher-student model—training a bigger 

and more complex model once and then using it to supervise the training of a simpler model to 

achieve almost the same performance—for duration prediction and knowledge distillation, it has 

some flaws which include the inaccuracy of the duration and mel spectrograms because of the 

simplification [11]. As such, FastSpeech 2 aims to upgrade FastSpeech by implementing a simpler 

training pipeline while handling the one-to-many mapping problem (multiple possible speech 
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sequences can correspond to a text sequence due to variations in speech) in a better way [11]. 

Moreover, FastSpeech 2 allows for generating higher quality speech by using ground truth labels to 

train the model (instead of relying on the simplification in the teacher model output) and including 

variations in the speech other than the duration such as pitch and energy [11]. 

  2.1. Architecture 

FastSpeech 2 consists of four main modules: a phoneme embedding, an encoder, a variance adaptor, 

and a decoder.  

 

Figure 6: The general architecture of FastSpeech 2 

2.1.1. Phoneme Embedding  

Similar to word embedding, phoneme embedding is a distributed low dimensional representation of 

discrete variables using fixed-size vectors composed of continuous variables. This is an important 

step in deep learning-based NLP application given the nature of neurons that expect numerical 

values as input. Localist methods to perform this kind of mapping such as one-hot encoding exist. 

However, they are not the perfect candidate for the task at hand given the fact that they fail to 

capture acoustic information which is captured by phoneme embeddings. This allows similar-

sounding phonemes to be closely located in the representational space in terms of cosine distance 

[12]. The phoneme embedding is initialized using the Embedding module provided by PyTorch by 
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creating a lookup table of the following shape: number of all possible symbols × dimension of 

phoneme embedding which in this case is set to 256. During training, the embedding weights are 

updated using gradient descent. 

It is worth noting that using word embedding for speech-related tasks is not the best alternative. 

This is due to the fact that they only capture syntactic and semantic information which are of 

negligible interest compared to acoustic information [12]. 

2.1.2. Encoder 

Before feeding the output of the phoneme embeddings to the encoder, positional encoding is applied 

to include positional information in addition to contextual information [11]. This is done by 

generating position vectors for each phoneme in the sentence using the following two functions 

[13]: 

𝑃𝐸(𝑝, 2𝑖) = 𝑠𝑖𝑛 (
𝑝

1000
2𝑖
𝑑

)    (12) 

𝑃𝐸(𝑝, 2𝑖 + 1) =  𝑠𝑖𝑛 (
𝑝

1000
2𝑖
𝑑

)            (13) 

where pos is the position of the phoneme in the sentence, i is used to get the index in the position 

vector, and dmodel refers to the size of each layer in the forward transformer block (including the 

embedding layer and decoder).  

The output of the encoder is the phoneme hidden sequence. In terms of architecture, the encoder 

inherits it from the encoder of FastSpeech. It is a feed-forward transformer network that is based on 

two main submodules which are: 

- Multi-Head Attention:  

Before explaining multi-head attention, it would be helpful to understand self-attention first. Self-

attention allows incorporating contextual information to the phoneme embeddings and thus having 
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a dynamic instead of a fixed representation for each phoneme [20]. The attention can be computed 

using the following formula: 

Attention(Q,K,V) = softmax(
𝑄𝐾𝑇

√𝑑𝑘
) 𝑉        (14) 

Where Q is a set of queries (a query for each phoneme), K is a set of keys (a key for each phoneme), 

V is a set of values (a value for each phoneme) and dk is the dimension of the keys and queries. The 

query, key, and value for each phoneme are computed as learned matrices where a weight matrix for 

each parameter is multiplied by the phoneme embedding corresponding to that phoneme.  

In multi-head attention, each phoneme has h (number of heads) distinct queries, keys, and values. 

Attention is computed in parallel on all these matrices since they are independent yielding h 

attention representations. These are concatenated and linearly projected to compute the final 

attention representation [13].  

- 1D Convolution: 

Unlike the original implementation which used a 2-layer fully connected network, FastSpeech 2 

development team used instead a 2-layer 1D convolutional network with ReLU activation function4. 

Considering that neighboring hidden states were found to have highly linked phoneme and mel 

spectrogram sequences [14] and that Convolutional Neural Networks are known to be a great fit 

when data locality exists motivated the aforementioned modification. 

These two submodules are surrounded by residual connection and followed by layer normalization 

and dropout. Residual connections are used to make the input to either submodule (Multi-Head 

Attention or 1D Convolution) skip that module so that it could be added to the output of the same 

module. The sum is then normalized using layer normalization to smoothen gradients and speed up 

 
4 In deep learning, activation functions are used to define the output of a neuron. There are several activation 
functions with each one being suitable for a specific task. The choice of the activation function is critical to the 
convergence of the model. An example of such functions is Rectified Linear Unit (ReLU) activation function. The 
output of ReLU is the input itself if it is positive. Otherwise, ReLU outputs zero. 
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training. The use of layer normalization was motivated by the fact that it performs normalization on 

each layer rather than on each batch which makes it a good fit for this task since the batches consist 

of sequence data with varying lengths. Finally, dropout—ignoring some neurons at random during 

forward or backward propagation given a probability q (0.2 in this case)—is applied after each 

submodule to prevent the model from overfitting.   

 

Figure 7: The general architecture of the encoder and decoder 

2.1.3. Variance Adaptor 

Before feeding the output of the encoder to the decoder, it is fed to the variance adaptor module to 

add more variation and therefore more naturalness and quality to the speech. The implemented 

variance adaptor adds information related to the pitch and energy while improving the duration 

prediction process. Other variations could be added such as feelings. As such, the variance adaptor 

in this implementation is composed of three main predictors, all of which share the same 

architecture.  
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Figure 8: The general architecture of the variance adaptor 

Each predictor consists of two 1D Convolutions with ReLU activation both followed by layer 

normalization and a dropout rate of 0.5 [11]. Finally, a Linear Layer is used to convert the hidden 

states into output whose format matches what the next layer expects as input [11]. 

 

Figure 9: The common architecture for all predictors 

- Duration Predictor:  

The duration predictor is responsible for predicting the duration of a given phonemes sequence. 

During the training phase, ground truth values of duration are extracted from the output of the 

aligner and are used as the training target [11]. This allows solving the issue of information loss in 
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FastSpeech as it uses the attention of an autoregressive teacher-student model to extract the duration 

[11]. Mean squared error (MSE) is used to optimize the training procedure. The loss is computed by 

taking the average of the square of the difference between the target and predicted value according 

to the following formula: 

MSE = 1
𝑛

∑𝑛
𝑖=1 (𝑦𝑖  −  �̂�𝑖)2    (15) 

In technical terms, the phoneme’s duration corresponds to the number of mel spectrograms 

occupied by that phoneme [11]. A phoneme can occupy more than one spectrogram resulting in a 

mismatch between the lengths of the two spaces [11]. To resolve this issue, a length regulator is used 

to stretch the phonemes hidden sequence to become equal to mel spectrograms in terms of length. 

To illustrate this process let's assume that our phonemes hidden sequence denoted by Ph corresponds 

to five phonemes and the duration of each phoneme is modeled by D. the corresponding expanded 

sequence would look like MH at a normal speed.  

 

- Pitch Predictor: 

In speech, pitch refers to the number of vibrations produced while speaking used to determine the 

highness or lowness of the sound produced. As pitch varies frequently in speech, predicting pitch 

contours directly results in the distribution of the predictions not matching the actual distribution 

of the pitch [11]. To improve the accuracy of the predictions, continuous wavelet transform (CWT) 

was used. The process starts by extracting the pitch contour, a time representation of the pitch, from 

the phonemes hidden sequence, after passing through the length regulator [11]. This is achieved 

using PyWorldVocoder, a python wrapper of World Vocoder that along the pitch contour (which 

is of interest to us) generates other parameters of speech. However, the pitch must be first 
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interpolated linearly to ensure that the pitch is continuous by filling the gaps and quantized to 256 

values [11]. Normalization is applied on the extracted pitch while saving the original mean and 

variance to be used to reconstruct the pitch contour [11].  CWT is then used to generate the pitch 

spectrogram from the pitch contour [11]. The former is used as the training target by the pitch 

predictor using MSE loss as the optimization algorithm. In synthesis, the pitch spectrogram is 

predicted and the inverse CWT (iCWT) is used to convert the pitch spectrogram to pitch contour 

[11].  

 

Figure 10: Illustration of the use CWT and iCWT during training and inference 

- Energy Predictor: 

Ground truth energy is extracted as the L2 norm of the amplitudes of the short time fourier 

transforms generated from the raw waveform [11]. The resulting values are approximated to a scale 

of 256 values [11]. CWT was not used when extracting energy because it does not vary so often while 

speaking [11]. It is worth noting that in inference, the module predicts the original energies and not 

the quantized ones [11]. MSE loss was used to optimize the model [11]. 

The output of duration, pitch, and energy predictors is converted separately to a vector embedding 

and added to the regulated phonemes hidden sequence to yield an augmented version of it [11].  
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2.1.4. Decoder 

The architecture of the decoder follows that of the encoder: Feed-Forward Transformer. It is 

responsible for generating 80-dimensional mel spectrograms from the augmented phonemes hidden 

sequence [11]. Ground truth mel spectrograms are used as the training target. Mean absolute error 

on the mel spectrograms was used to optimize the decoder [11]. The loss is computed for each sample 

by taking the absolute value of the difference between the observed and predicted mel spectrograms. 

These differences are then summed and averaged over all samples. 

In the open-source implementation of FastSpeech 2 adopted in this project, an additional layer was 

added to the architecture, after the decoder, to improve the quality of the synthesized audio. This 

design approach was inherited from Tacotron 2. The layer is referred to as PostNet and consists of a 

stack of five 1D convolutions, with kernel size 5 and stride 1, each followed by batch normalization 

[25]. The PostNet takes as input the mel spectrogram as produced by the decoder and outputs an 

improved version of them. It is optimized by taking the MSE loss of the output with the ground 

truth mel spectrogram. 

The sum of all the aforementioned losses (mel, PostNet mel, duration, pitch, and energy) is used to 

optimize the whole model. 

Up to this point, no speech is yet generated; all that is generated is the mel spectrogram 

corresponding to the speech. Another model is needed to convert this representation into actual 

speech. The next section introduces the model used to perform this task.  

 3.  HiFi-GAN 

Generative adversarial networks (GANs) are a neural network-based implementation of generative 

models; models that allow generating new instances of data as if they were collected from the dataset 

[18]. In GANs we distinguish between two models: 

- Generator: a model trained to generate new data. 
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- Discriminator: a model trained to judge if an example is real or generated. 

The two sub-models are trained adversarially until the probability of fooling the discriminator is 

50% [18]. In other terms, the training is performed in such a way that if the discriminator succeeds 

in judging the fakeness of the sample it receives a reward in the sense that no updates are required to 

its parameters while the generator is penalized to update its parameters [18]. Otherwise, the 

parameters of the discriminator are updated, and the generator is rewarded [18]. 

HiFi-GAN is a GAN-based vocoder used to generate raw waveforms given their corresponding mel 

spectrograms. It consists of one generator and two discriminators [19]. On one hand, the generator 

takes as input ground truth spectrograms and outputs raw waveforms. It does so by first upsampling 

the mel spectrogram, if they are of low temporal resolution, to match that of raw waveforms [19]. 

The upsampling is performed using a stack of transposed convolutions which are a special type of 

CNN layers that increases the dimensionality of the input sequence. A kernel of size  hk × wk  is used 

to traverse the input sequence while multiplying each value of the input sequence by all the values 

in the kernel [20]. The dimension of the output depends on the stride being used. It is worth noting 

that the value of the stride is reflected on the intermediate results and not the input [20]. The output 

of each transposed convolution is fed to a multi-receptive field fusion layer (MRF) which is 

composed of a stack of residual blocks each of which is a convolution with distinct kernel sizes and 

dilation rates to allow for different receptive fields (the part of the input that is undergoing 

convolution) [19]. The MRF layer sums the output of the residual blocks to produce the final raw 

waveforms representation [19]. 
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Figure 11: The architecture of the generator and MRF 

The discriminator of HiFi-GAN is composed of two types of discriminators: Multi-Period 

discriminator (MPD) and Multi-Scale Discriminator (MSD). The use of the former was motivated 

by the need for a separate sub-discriminator for each distinct period in the raw waveform [19]. It has 

been proved that this approach enhances the performance of the discriminator over previous GAN-

based implementations. The MPD initializes a set of sub-discriminators depending on the number 

of predefined distinct periods in the audio. Each sub-discriminator gets the 1D representation of an 

audio signal of length L and reshapes it into a 2D tensor of shape L/p × p where p is the specified 

period for that sub-discriminator [19]. The resulting tensor undergoes a set of convolutions wherein 

the width size of the kernel is fixed to 1 to process one period at a time followed by leaky ReLU 

activation and weight normalization [19].  
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Figure 12: The second MPD discriminator 

After evaluating disjoint samples of the raw waveform using MPD, MSD is employed to evaluate the 

input signal as a whole [19]. This allows for capturing long-term dependencies between samples. 

MSD is composed of three sub-discriminators each of which evaluates the raw waveforms on a 

distinct scale [19]. The first discriminator evaluates the raw waveform, the second discriminator 

evaluates the raw waveform after downsampling to half the original sample rate, whereas the last 

discriminator evaluates a speech signal whose sample rate is a quarter of the original sample rate [19]. 

Average pooling, a technique used to reduce the dimensionality of data using a fixed-size window 

that spans a region of the input and outputs a single value corresponding to the average of the values 

in that region, was used to down sample the raw waveform [19]. Using multiple discriminators each 

evaluating the raw waveforms at a different scale allows learning frequency-specific features 

independently [21].  
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Figure 13: The second MSD discriminator 

In terms of training losses, mel spectrogram and feature matching losses were incorporated, in 

addition to the adversarial loss, to make training more stable [19]. The rationale behind the 

adversarial loss was explained at the beginning of this section. Following are the mathematical 

expressions for the generator G and each of the discriminators D [19]: 

 LGAN(D; G) = (D(x) - 1)2 + (D(G(mel)))2         (16) 

 LGAN(D; G) = (D(G(mel)) - 1)2         (17) 

where x is a real raw waveform and mel is the mel spectrum of the real raw waveform 

It has been proven that incorporating additional losses derived from the field of application to the 

GAN loss can help improve the generator. In the case of HiFi-GAN, they incorporated mel 

spectrogram loss computed using the L1 norm of the mel spectrogram of the input signal and mel 

spectrogram of the generated signal according to the formula below [19]. This has resulted in higher 

waveforms quality and more efficient training [19]. 

Lmel(G) = |𝜙(𝑥)  −  𝜙(𝐺(𝑚𝑒𝑙)) |  (18) 

 where 𝜙 is used to generate mel spectrogram of the input audio 
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In addition to the previous two losses, the sum of the L1 losses between the features of two raw 

waveforms, one is real and the other is fake, in all layers of the discriminator is computed [19]. The 

loss is used to optimize the generator [19]. 

LFM(G; D) = ∑𝐿
𝑖=1

1
𝑁𝑖

|𝐹𝑖(𝑥)  −  𝐹𝑖(𝐺(𝑚𝑒𝑙)|      (19) 

where L is the number of layers, Fi and Ni are the features and their number corresponding to the ith 

layer of the discriminator. 

Consequently, the loss of the generator is [19]: 

LG = LGAN(G; D) + λfm LFM(G; D) + λmel  LMel(G) (20) 

Whereas the loss of each of the discriminator D (MSD and MPD) is [19]: 

 LD = LAdv(D; G) (21) 

4.  Training on Moroccan Darija Dataset 

4.1. Dataset 

The dataset used in this project was developed as part of an effort led by my supervisor Dr. Mourhir 

and colleagues Ahmed Jaafari and Mohamed Aghzal to build an automatic speech recognition for 

Moroccan Darija. To build the dataset, sequences of text were scraped from an online website. The 

texts correspond to Moroccan stories written in Arabic script. As a starting point, a total of 

4,000,000 words were collected which were then filtered to ensure the diversity of the dataset. 

Thirty-eight annotators were hired to record segmented sentences resulting in thirty-six hours of 

speech. The distribution of the final version of the spoken utterances can be modeled as follows: 

- The minimum length is two seconds. 

- The maximum length is one minute. 

- The average length is 6.43 seconds. 
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To enforce the quality of the dataset, the annotators were given a set of guidelines. First, the 

annotator reads the sentence to be recorded. A restriction was enforced to ensure consistency: the 

annotator must use his accent while pronouncing the transcripts to ensure diversity of voices. 

Finally, the annotators were responsible for setting up an environment where no background noise 

is present.  

For this project, only two hours of the dataset were used to train the model. This choice was mainly 

motivated by the fact that the synthesizer being built corresponds to a single speaker.  

4.2. Training 

As a first attempt at training FastSpeech 2 for Darija, I tried loading the parameters of a model 

trained on the Arabic speech corpus while freezing the variance adaptor module to avoid performing 

the forced alignment. At this stage, all the preprocessing steps explained in a previous section were 

executed except for the forced alignment. This experiment would normally result in synthesized 

spoken utterances in Darija in the voice of the Darija annotator while inheriting the variance 

information (pitch, energy, and duration) from the annotator of the Arabic dataset. Since I did not 

have the alignments, the duration, energy, and pitch losses were not included in the computation of 

the total loss. The output consisted of a silent raw waveform for every sentence used. Therefore, I 

came to the conclusion that the discarded losses are essential for an effective training of the model as 

a whole. 

After aligning the dataset, I proceeded with the second experiment: training the model from scratch. 

This approach was not successful since both the training and validations losses were too high which 

resulted in the model generating noisy raw waveforms for all input sentences. This can be justified 

by the fact that the dataset is not large enough for the model to learn given that the weights are 

initialized randomly. 

To overcome this limitation, I decided to conduct a third experiment wherein I start the training 

with the parameters of the pre-trained Arabic model without freezing any layer. This approach 
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showed promising results during the training phase as the training and validation losses were 

comparable to those of training on LJSpeech, an English dataset consisting of 24 hours of speech. 

While their model converged at 0.8 and 2.8 training and validation losses respectively, my model 

achieved 1.1 and 3.1 in these losses. 

In an attempt to improve the results achieved through the third experiment, I tried to keep the same 

training setup except that this time I experimented with freezing layers (the loss(es) of the frozen 

layer(s) were taken into consideration when computing the total loss). As expected, the loss(es) of 

the frozen layer(s) were high compared to the previous experiment since in the current experiment 

they were computed based on predictions for Arabic and ground truth values for Darija. In all 

experiments, no definite or absolute improvement was noticed. In fact, the new models were found 

to either perform slightly better or worse than the model built in the third experiment. It is worth 

noting that in one of the training setups in this experiment wherein only the encoder of the model 

was frozen, the output corresponded to the Darija annotator speaking in Arabic. This can be justified 

by the fact that the encoder generated hidden phonemes sequence in Arabic while the variance 

adaptor and decoder used variation information and the voice of the Darija annotator.    

5.  Evaluation Metric 

In Order to evaluate the results achieved by TTS systems, a subjective method Mean Opinion Score 

(MOS) has been widely adopted in the literature. The reason behind this is that no objective method 

has been developed to evaluate the synthesized speech. MOS consists of hiring a group of people to 

rate the synthesized speech according to a well-defined set of criteria. The set of criteria varies from 

one model to the other, yet the most common factors considered are the correctness and naturalness 

of the speech. Each factor is attributed a rating on a scale of 5. As there is no source that explicitly 

explains how to attribute values, I decided to design a simplistic set of guidelines.  
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The two factors that I considered are the correctness and the naturalness of the synthesized speech. 

The former was given more importance by being assigned a higher coefficient 0.7 compared to 0.3 

coefficient for the naturalness factor. The rating is done on a word basis.  

- If the rater can clearly judge that a word pronunciation is correct or sounds natural, a score 

of 5 is attributed to one or both factors accordingly.  

- If the rater is not able to determine if a word pronunciation is correct and natural, a score of 

2.5 is assigned to one or both factors accordingly.  

- Otherwise, if a word's pronunciation is either wrong or fake, a score of 0 is attributed to one 

or both factors accordingly.  

- The scores obtained are averaged to derive the rating for the whole sentence. At the end of 

the evaluation procedure the scores per sentence are then averaged to get the MOS. 
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VI. Results and Interpretation 

Inspired by [23] wherein they used 100 sentences for the evaluation of a model that was trained on 

LJSpeech, I decided to use a total of 18 sentences to evaluate my model. The model achieved an MOS 

of 3.905. The following table shows each sentence along with the score it received. 

Table 2: MOS per sentence 

Sentence  Score  

تِّيلْ  َماشِّي دَاك ش ِّي ََلءْ  أَََلءْ   3.33 د يَالِّي الس  

د ْ ب اب تَِّساَمة بََهاءْ  ْ  ال َحم  َ يَانَة َراَها لْل  ز   4.16 م 

َمع تْ  لِّي َهاد ش ِّي بََهاءْ   3.75 س 

يَماءْ  يلِّي شِّ يتْ  أَوِّ لَة حِّ  4.125 َحام 

َرجْ  ين و فِّيَها خ   3.625 ت ن وضْ  هِّيَْ وْ  عِّ

َحة َمَرامْ   4.375 الَراَحْة وْ  ب الص  

ك ونْ  َمَرامْ   3.58 َهادِّي ش 

َحَمد ْ عَايَْا ب قَا م   4.16 م 

 3.75 َواقِّيَلْ ف َمَرامْ  َشاف تْ  ي س َرى

شِّي َمَرامْ   4.41 دَابَْا َغت م 

يَاد ْ  3.12 َوال ْو َمابَانْ  بَاقِّي ز 

يَاد ْ َسالِّي ََلْ  ز  ويَا م  يرْ  ل خ  لَقْ  غِّ  3.46 ط 

ن و َمَرامْ  يرْ  ش   4.41 َكدِّ

يَاد ْ ينِّيَا ز  ق و عِّ ت  لَص   3.58 َكي 

لِّيكْ  لَبَاسْ  َمَرامْ   3 ع 

ينْ  ينْ  زِّ  5 َسَلمْ  ال عَابِّدِّ

يَاد ْ لَقْ  ََلْ ز  يَْا ط   4.56 د غ 
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As can be seen, I restricted myself to evaluating simple sentences ranging from three to six words. 

The reason behind this is that the model performance degrades as the sentence gets more complicated 

and longer. I believe that the reason behind this is the inaccuracy of the aligner. This hypothesis is 

based on the fact that the losses returned by the model show that the model is learning well on the 

dataset but is, unfortunately, learning mistakes along the process. In fact, when building the Arabic 

speech corpus, a team of linguists was hired to manually correct the output of the aligner in addition 

to the orthographic transcripts [10].  

  



 

49 

 

VII. Conclusion and Future Work 

The main objective of this work was to prove that the task of speech synthesis can be achieved for 

the Moroccan dialect using deep learning models. I used a portion of a proprietary dataset to achieve 

this goal. A set of preprocessing steps were performed to clean the dataset and make it conform to 

the adopted model’s expectations. Keeping in mind that Moroccan Darija is a low-resource language, 

I had to leverage some preprocessing tools built for Arabic as no such tools were built for Moroccan 

Darija. I mainly adopted a phonetizer and forced aligner because of similarities between Arabic and 

Moroccan Darija in terms of phonetics. In terms of the mel spectrogram prediction network, I 

adopted a model developed by Microsoft: FastSpeech 2. This choice was motivated by two main 

reasons. On one hand, as opposed to most TTS systems, FastSpeech 2 can achieve good results on 

smaller datasets. On the other hand, FastSpeech is a non-autoregressive model that can outperform 

autoregressive (known for yielding the best results) both in terms of quality and efficiency in terms 

of training and inference. HiFi-GAN vocoder was used to convert mel spectrogram into raw 

waveforms. More specifically, I used a pre-trained universal HiFi-GAN model that can generalize 

well to unseen speakers. To evaluate the performance of the model, MOS was used a subjective 

method of the synthesized speech quality. A score of 3.905 was achieved based on the naturalness 

and correctness of the synthesized spoken utterances. 

As of future work, the main goal would be to improve the quality of the synthesized speech for 

longer and more complex utterances. I believe that this can be achieved by focusing on the forced 

alignment. Ideally, a team of linguistic experts should be hired to manually align a portion of the 

dataset which will be then used to train an aligner for Moroccan Darija. The output will still require 

manual correction, but the number of errors will be less than those caused by the aligner model for 

Arabic. The linguists could also take care of manually correcting the orthographic transcripts. Even 

though manual correction was performed after diacritization, it is not as optimal as it could since I 

am not a linguist. Last but not least, annotating more data by the same speaker used in this project 

can help achieve better results and avoid the need of performing transfer learning.  



 

50 

 

REFERENCES 

[1] Applications of synthetic speech. [Online]. Available: 

http://research.spa.aalto.fi/publications/theses/lemmetty_mst/chap6.html#:~:text=Speech%20syn

thesis%20is%20currently%20used,new%20features%20into%20reading%20aids. 

[2] O. Räsänen, Aalto University Wiki, 26-Nov-2021. [Online]. Available: 

https://wiki.aalto.fi/display/ITSP/Concatenative+speech+synthesis.  

[3]  S. Karagiannakos, “Speech synthesis: A review of the best text to speech architectures with Deep 

Learning,” AI Summer, 13-May-2021. [Online]. Available: https://theaisummer.com/text-to-

speech/. 

[4] X. Tan, T. Qin, F. Soong, and T.-Y. Liu, “A survey on neural speech synthesis,” arXiv.org, 23-

Jul-2021. [Online]. Available: https://arxiv.org/pdf/2106.15561v3.pdf.  

[5] S. Hussain, M. Javaheripi, P. Neekhara, R. Kastner, and F. Koushanfar, “FastWave: Accelerating 

autoregressive Convolutional Neural Networks on FPGA,” arXiv.org, 09-Feb-2020. [Online]. 

Available: https://arxiv.org/pdf/2002.04971.pdf. 

[6] Z. Byambadorj, R. Nishimura, A. Ayush, K. Ohta, and N. Kitaoka, “Text-to-speech system for 

low-resource language using cross-lingual transfer learning and Data Augmentation - EURASIP 

Journal on audio, speech, and music processing,” SpringerOpen, 04-Dec-2021. [Online]. Available: 

https://asmp-eurasipjournals.springeropen.com/articles/10.1186/s13636-021-00225-4.  

[7] F. K. Fahmy, M. I. Khalil, and H. M. Abbas, “A transfer learning end-to-end Arabic text-to-

speech (TTS) deep architecture,” Artificial Neural Networks in Pattern Recognition, pp. 266–277, 

2020.  

[8] H. Mubarak, A. Abdelali, K. Darwish, M. Eldesouki, Y. Samih, and H. Sajjad, “A system for 

diacritizing four varieties of Arabic,” Proceedings of the 2019 Conference on Empirical Methods in 

Natural Language Processing and the 9th International Joint Conference on Natural Language 

Processing (EMNLP-IJCNLP): System Demonstrations, Nov. 2019.  



 

51 

 

[9] H. Mubarak, A. Abdelali, H. Sajjad, Y. Samih, and K. Darwish, “Highly effective arabic 

diacritization using sequence to sequence modeling,” Proceedings of the 2019 Conference of the 

North, Jun. 2019. 

[10] N. Halabi and M. Wald, “Modern standard Arabic phonetics for speech synthesis,” thesis, 

University of Southampton, 2016.  

[11] Y. Ren, C. Hu, X. Tan, T. Qin, S. Zhao, Z. Zhao, and T.-Y. Liu, “FastSpeech 2: Fast and high-

quality end-to-end text to speech,” arXiv.org, 04-Mar-2021. [Online]. Available: 

https://arxiv.org/abs/2006.04558.  

[12] X. Li, Z. Wu, H. Meng, J. Jia, X. Lou, and L. Cai, “Phoneme embedding and its application to 

speech driven Talking avatar synthesis,” Interspeech 2016, 2016.  

[13] A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez, L. Kaiser, and I. 

Polosukhin, “Attention is all you need,” arXiv.org, 06-Dec-2017. [Online]. Available: 

https://arxiv.org/pdf/1706.03762v5.pdf.  

[14] Y. Ren, Y. Ruan, X. Tan, T. Qin, S. Zhao, Z. Zhao, and T.-Y. Liu, “FastSpeech: Fast, robust and 

controllable text to speech,” arXiv.org, 20-Nov-2019. [Online]. Available: 

https://arxiv.org/abs/1905.09263.  

[15] S. Young, G. Evermann, M. Gales, T. Hain, D. Kershaw, X. A. Liu, G. Moore, J. Odell, D. 

Ollason, D. Povey, V. Valtchev, and P. Woodland, The HTK book. Cambridge: Entropic Cambridge 

Research Laboratory, 2009.  

[16] “Baum–Welch algorithm,” Wikipedia, 17-Jan-2022. [Online]. Available: 

https://en.wikipedia.org/wiki/Baum%E2%80%93Welch_algorithm. [Accessed: 06-Apr-2022].   

[17] P. Butler, “Intro to the Viterbi algorithm,” Medium, 02-Mar-2021. [Online]. Available: 

https://medium.com/mlearning-ai/intro-to-the-viterbi-algorithm-8f41c3f43cf3. 

[18] J. Brownlee, “A gentle introduction to generative adversarial networks (Gans),” Machine 

Learning Mastery, 19-Jul-2019. [Online]. Available: https://machinelearningmastery.com/what-

are-generative-adversarial-networks-gans/. 



 

52 

 

[19] J. Kong, J. Kim, and J. Bae, “HiFi-Gan: Generative adversarial networks for efficient and high 

fidelity speech synthesis,” arXiv.org, 23-Oct-2020. [Online]. Available: 

https://arxiv.org/abs/2010.05646.   

[20] A. Zhang, Z. C. Lipton, M. Li, and A. J. Smola, “Dive into deep learning,” arXiv.org, 21-Jun-

2021. [Online]. Available: https://arxiv.org/abs/2106.11342v1.   

[21] K. Kumar, R. Kumar, T. de Boissiere, L. Gestin, W. Z. Teoh, J. Sotelo, A. de Brebisson, Y. 

Bengio, and A. Courville, “Melgan: Generative adversarial networks for conditional waveform 

synthesis,” arXiv.org, 09-Dec-2019. [Online]. Available: https://arxiv.org/abs/1910.06711v3.  

[22] G. Loye, “Attention mechanism,” FloydHub Blog, 17-Jan-2020. [Online]. Available: 

https://blog.floydhub.com/attention-mechanism/.  

[23] J. Shen, R. Pang, R. J. Weiss, M. Schuster, N. Jaitly, Z. Yang, Z. Chen, Y. Zhang, Y. Wang, R. J. 

Skerry-Ryan, R. A. Saurous, Y. Agiomyrgiannakis, and Y. Wu, “Natural TTS synthesis by 

conditioning WaveNet on Mel Spectrogram predictions,” arXiv.org, 16-Feb-2018. [Online]. 

Available: https://arxiv.org/abs/1712.05884v2.  

[24] R. Prabha, “Tacotron-2 : Implementation and experiments,” Medium, 09-Oct-2019. [Online]. 

Available: https://medium.com/@rajanieprabha/tacotron-2-implementation-and-experiments-

832695b1c86e 

[25] Z. Alyafeai, “Zaidalyafeai/FASTSPEECH2: An implementation of Microsoft's ‘fastspeech 2: 

Fast and high-quality end-to-end text to speech,’” GitHub. [Online]. Available: 

https://github.com/zaidalyafeai/FastSpeech2.  

[26] N. Halabi, “Arabic-phonetiser/phonetise-arabic.py at master · Nawarhalabi/arabic-

phonetiser,” GitHub, 11-Mar-2016. [Online]. Available: https://github.com/nawarhalabi/Arabic-

Phonetiser/blob/master/phonetise-Arabic.py.  

[27] “Forced alignment,” Forced alignment - Phonlab. [Online]. Available: 

https://linguistics.berkeley.edu/plab/guestwiki/index.php?title=Forced_alignment.  

 


