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ABSTRACT 

Due to the stock market’s volatility, very efficient algorithms are required to explain its 

unpredictable movement. Financial models capable of processing non-linear and hugely complex 

relationships in data are essential to achieve good predictions. In the same context of stock price 

prediction and potential risk detection, research done on Deep Learning proved that these 

algorithms are capable of learning from very large amounts of input data forming complex 

interactions. Hence, applying this quantitative approach to these forecasting problems could 

possibly lead to accurate and useful results. 

In order to investigate that, this capstone project will provide a detailed time series forecasting 

using a Deep Learning model of a Moroccan stock by means of the Python language. The 

predictions are then analyzed and compared to the actual data. Then, a final analysis is conducted 

to compare the performance of the Deep Learning model and that of a classical approach that we 

chose to be the ARIMA model on R. 

Key words: volatility, risk, Deep Learning, ARIMA, Python, R. 
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RESUME 

Les variations de la volatilité du marché financier font que celle-ci soit imprévisible. Des 

modèles financiers capables de traiter des fonctions non linéaires et extrêmement complexes sont 

nécessaires afin d’obtenir de bonnes prévisions. Dans le même contexte, des recherches menées 

dans le domaine d’Intelligence Artificielle, particulièrement dans le Deep Learning, ont prouvé 

que ces algorithmes sont capables d'apprendre à partir de très grandes quantités d'informations 

peu importe le niveau de complexité. Ceci dit, l'application de ces méthodes quantitatives à ces 

problèmes pourrait éventuellement générer des résultats meilleurs. Ce projet consistera en une 

étude et analyse détaillées des séries chronologiques utilisant un modèle de Deep Learning sur 

un actif financier marocain par le biais du langage Python. Les prévisions sont ensuite analysées 

et comparées aux valeurs réelles des données utilisées. Ensuite, une analyse finale est menée 

pour comparer la performance du modèle qu’on a choisi, et celle d’une méthode classique 

ARIMA. 

Mots-clés : volatilité, non linéaires, Deep Learning, algorithmes, Python, ARIMA, R. 
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CHAPTER 1: INTRODUCTION: 

 
With the emersion of automated trading platforms and the expansion of financial markets in the 

last few years, the need for more advanced tools to detect investment opportunities and explore 

potential risks has become quite essential. The use of technology, particularly artificial 

intelligence, has been proved efficient in terms of predictions and forecasts. 

 

1. Project Description 

 

This capstone’s main goal is to conduct an in-depth study on the concept of Deep Learning in 

finance and evaluate this latter’s performance on time series’ forecasting using Python. This 

project will be achieved through several steps, ordered as follows: The first step will be to provide 

the reader with a clear understanding of Deep Learning as a subset of Machine Learning, its 

different benefits and several characteristics. Next, a Moroccan stock will be picked based on its 

liquidity and recent activity. This data will then be used to perform a forecast using a Deep 

Learning algorithm. Lastly, this latter’s performance will be compared to a classical approach 

that we chose to be ARIMA using R language. 

 

2. STEEPLE ANALYSIS 

 
2.1. Societal Factor 

 

The social implication of this project is to encourage Moroccans to invest in the stock market, as 

it is possible to anticipate how the market could behave by means of good forecasting. 
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2.2 Technological Factor 

 

The technological implication of this project is to use artificial intelligence in the service of the 

financial sector, by helping investors make the right decisions. This is achieved using deep learning 

algorithms and two programming languages, R and Python. 

 

2.3 Economic Factor 

 

By forecasting the Moroccan market’s behavior, Moroccans are given the opportunity to take wise 

decisions and avoid risk with regard to their investments. This can only contribute in increasing 

the stock market’s liquidity and boosting the economy. 

 

2.4 Environmental Factor 

 

Our project has no direct environmental implications. 

 

2.5 Political Factor 

 

Time series’ forecasting can be used to predict the stock market’s movement, which is in a very 

direct relationship with the country’s political situation. In clearer terms, good predictions leading 

to market stability ensure, in turn, political stability. 

 

2.6 Legal & Ethical Factors 

 

When engaging in any financial activity or using any financial service, being ethical is viewed as 

highly essential. The failure to respect the set of rules regulating a certain financial body can lead 

to very undesirable consequences. Time series’ forecasting using deep learning is considered to be 

a very ethical approach, that uses mere mathematical calculations and algorithms. 
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3. BACKGROUND 

 
3.1 Artificial Intelligence 

 

Artificial intelligence (AI) is a branch of computer science that provides software with the ability 

to act autonomously, away from any human interaction. AI consists mainly in building devices 

capable of learning and performing tasks that initially require biological intelligence. Different 

algorithms and models are used to detect specific trends in data, based on which decisions are 

made, and actions are taken [1]. 

 

 
Figure 1 [1]: Subsets of Artificial Intelligence 

 

3.2 Machine Learning 

 

As its name implies, machine learning is the science that enables computers to learn and act 

without necessarily being fed with an explicit program. As an application of artificial intelligence 

(AI), machine learning is mainly based on developing computer programs that can directly use 

data as a tool to learn for themselves. It generally starts with data observations that can consist of 

examples, experience, or a set of instructions which allow machines to self-learn without any 
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human intervention nor assistance. Machine learning algorithms are often categorized as 

supervised or unsupervised [2]. 

 

Supervised machine learning: These types of algorithms are able to use labels and apply what 

they have learnt in the past to new data in order to predict their outputs. By taking a known dataset 

and training it sufficiently, the learning algorithm produces a function that can apply the acquired 

knowledge into a test data. It is called “supervised learning”, because the learning process of the 

algorithm can be thought of as a teacher who knows the correct answers and is there to correct the 

machine whenever it tries to make predictions based on the training set. Generally, the learning 

process comes to an end when the algorithm achieves good results and impeccable performance. 

Supervised machine learning can be further divided into two subsets: Classification and regression. 

The only difference between the two types is that the first group occurs when the output is a 

category. As for the second one, it is used when the output is a real value, and this can be further 

expanded and built in a more complex way to include time series prediction [2]. 

 

Unsupervised machine learning: On the other hand, these algorithms are used when the 

machines are left alone to learn the underlying structure of a given training dataset, without the 

use of any labels nor classifications. In this case, the system isn’t looking to figure out what the 

right output is. Instead, it’s used to discover the hidden structures from the input and tries to draw 

inferences on its own to learn more about it. This time, there are no correct answers, and there is 

no teacher who can provide supervision, from where we get the word “unsupervised”. These types 

of problems can be further grouped into clustering and association problems. Clustering is simply 

when you want to explore the groupings that make up your data. As for association, as its name 

implies, it’s used to discover what rules apply to large and big portions of your data [2]. 
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Semi-supervised machine learning: This category falls somewhere in between the two previous 

types of learning, for using both labeled and unlabeled data. In clearer terms, a semi-supervised 

algorithm typically uses a large amount of unlabeled data and a small amount of labeled data as 

well. It is often used when the acquired labeled data requires a more relevant resource in order to 

train it [2]. 

 

Reinforcement machine learning: It’s a method in machine learning that, unlike supervised 

learning, doesn’t have correct answers to train a dataset. Instead, it takes its own actions in a given 

environment and through trial and error, it is able to detect the ideal behavior. Based on the latter 

results, the machine works on maximizing the performance by learning which action is best [3]. 

3.3 Deep Learning 

 

Also known as the deep neural network, is a subset of machine learning that deals with artificial 

neural networks and machine learning algorithms that are made up of more than one hidden layer. 

Deep learning is mainly related to modeling problems, where the algorithm will keep on repeating 

the same task until it reaches a satisfactory outcome. The term “deep” comes from the various deep 

layers that make up the neural networks and enable them to learn. Deep learning is what provides 

machines with the ability to tackle several problems no matter how complex, diverse or 

unstructured they might get [4]. Traditional machine learning techniques and deep learning are 

different in the sense that deep learning algorithms are capable of detecting underlying patterns 

and representations from data and learn from them without introducing any human interaction. 

They’re built in a way that helps them easily and directly learn from raw data, and their accuracy 

and performance get better when provided with a larger set of input information. 
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4. Neural Networks 

 

Neural networks are systems composed of linked nodes that mimic neurons in the human brain. 

These algorithms are able to recognize hidden structures and relationships in data, and especially 

have the ability to get trained and learn respectively [5]. Not only neural networks are capable of 

exploring hidden patterns and correlations in different sets of data, but they’re also very helpful 

with regard to complex problems in several everyday situations. Due to their unique architecture, 

these algorithms can easily learn and produce mapping functions that relate inputs to outputs. In 

contrast to conventional classical computing, neural networks are organized in layers that consist 

of a set of nodes connected to one another, and which contain an ‘activation function’. First, the 

information enters the network through the ‘input layer’, which is logically connected to ‘hidden 

layers’ that process the given data via a system of weighted connections. As everything is linked 

in the network, these hidden layers communicate as well with an ‘output layer’ that presents the 

final outcome [5]. All of these steps can never be accomplished without an activation function 

inside the neural network. The main purpose of this activation function is to convert the weighted 

sum of inputs previously calculated into a potential output. This latter is then used as an input for 

the following layer, and so on. 

 

 

Figure 2 [5]: Types of activation functions 



7 
 

4.1 Single Neuron 

 

 

Figure 3 [6]: Single Neuron 
 

 

(1) 
 
 

 

Each single neuron receives n-values as inputs and computes the predicted output named y-hat. A 

vector X represents a column vector of the training set’s features, another vector W represents the 

column vector of weights and a bias b that changes continuously during the learning process. In 

each iteration, the neutron’s main activity is to calculate a weighted average of the values contained 

in vector X using its current weight and adds bias. Next, the result passes through the activation 

function g and displays the predicted value [6]. 
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4.2 Single Layer 

 

 

Figure 4 [6]: Single Layer 

 

For a given layer, the calculations done for one single neuron are similar, except that they are done 

for all neurons making up the layer. Noting that instead of using X as the column vector of features, 

we will use the column vector a, which represents the activation of the corresponding layer. This 

will result in the following: 

 

 

 

 

(2) 
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From the previous computation, we can see that similar operations are required for each layer of 

our network. Since the structure of the neural network can get very complex, it would be quite 

useless and time-consuming to use a for - loop. For this purpose, and in order to make our 

calculations faster and more efficient, we will work with matrices. The trick is to combine all the 

w vectors into one W and a similar one b that represents the bias of all the neurons in the layers 

stacked together. Now that we have our matrices ready, we can proceed to build a single matrix 

equation that will enable us to perform various calculations corresponding to all the neurons in the 

layer at once [6]. 

 

 
Figure 5 [6]: Vectorization of weights and biases 

 
 
 

 

 

How do neural networks learn? 

(3) 

 

What makes artificial neural networks very special is their ability to learn. They have what we 

call a ‘learning rule’ which plays with the weights of the connections between the layers according 

to what’s been presented to it as input. This learning can be portrayed as a supervised process that 
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repeats itself with each cycle or ‘epoch’ (i.e. each time a new input enters the network). In simpler 

terms, once the neural network receives a new input data, it guesses the potential output and 

eventually gets to compare it with the actual answer. The backwards error appropriate 

modifications and adjustments made to the connection weights is what we call “backpropagation” 

[6]. The neural network learns by changing and adjusting the W and b parameters that were already 

defined, in order to minimize the error or in more technical words, the loss function. This is 

achieved through the gradient descent method that can help find a function minimum. 

 

(4) 

(5) 
 

In the equations above (4) and (5), α is the learning rate of the neural network that will be used to 

control the performance. dW and db are partial derivatives of loss function with respect to W and 

b. 

 

5. Deep Neural Networks 

 

 
 Figure 6 [7]: A feedforward neural network 

 

There are different types of deep neural networks: 
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Convolutional neural networks (CNNs): This specific kind of deep neural networks is made up 

of five types of layers: input, convolution, pooling, fully connected and output. Each layer has a 

determined function such as summarizing, connecting or activating. Convolutional neural 

networks have made image classification and object detection very popular. It has also been widely 

used in natural language processing and forecasting. 

 

Feedforward neural networks (FNNs): As their name implies, these neural networks use forward 

direction only. Perceptrons in one layer are connected to the next ones, and input data move 

forward with no feedback loops. 

 

Autoencoder neural networks (ANNs): Instead of being given a set of inputs to work with, 

autoencoder neural networks seek to model these entries by themselves, which makes it a form of 

unsupervised learning. Specifically, a neural network is designed in a way that we impose some 

sort of bottleneck in the network to force a different “compressed” representation of what it’s been 

originally given. 

 

5.1 Recurrent Neural Networks 
 

 

 

Figure 7 [7]: Distinction of a Recurrent Neural Network 
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In contrast with feedforward neural networks, recurrent neural networks are special for having an 

internal memory, which makes them capable of remembering important things about the input they 

received. This is why they’re considered to be the preferred algorithm for sequential data, as they 

are able to make accurate future forecasts and predictions. But how do these recurrent neural 

networks actually work? 

 

These neural networks work in a way that requires them to be fed with a set of historical data 

later used for prediction. Once the input is presented to the network, the recurrent neural 

networks are trained to recognize particular patterns and trends in the data entered, in order to 

come up with predictions and possible forecasts and outputs. To make it clearer and more 

understandable, it is very well-known that the conventional artificial neural networks consider all 

the test cases to be independent from each other. In other terms, when trying to set a model for a 

particular set of data now, there is absolutely no correlation nor consideration for previous inputs. 

This limitation was overcome by means of what is called Recurrent Neural Networks. 

 

 
Figure 8 [7]: Architecture of a Recurrent Neural Network 

 

This clearly visualizes the path of a specific input, since for any prediction at time t, information 

is learned from previous predictions and the instantaneous forecast is highly dependent on previous 

trends. Thus, a Recurrent Neural Network can be thought of as a neural network that has two 
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inputs: the current and recent past. That being said, although Recurrent Neural Networks use data 

from previous times, their contribution is still bounded by short term memory only. In neural 

networks, forward-propagation is used to reach a certain output and verify how far it stands away 

from the actual answer to get the error. Once the output is proved to be incorrect, the 

backpropagation process is triggered by going backwards through the network to find the partial 

derivatives of the error with respect to the weights. A gradient descent is then used to adjust and 

modify these weights in order to minimize the error, and that is what exactly makes the neural 

network learn. The process keeps on repeating itself continuously until the final performance is 

successful. Although Recurrent Neural Networks achieve very interesting results and overcome 

many issues encountered by the Feed-Forward Neural Networks, there still are two major problems 

they suffer from called: the Vanishing Gradient Problem and Exploding Gradient Problem 

respectively. The first type of gradient problem occurs when the weights are relatively low, while 

the opposite happens in the second type. This simply means that the more we move backwards, 

the error either gets too small or becomes too big. This yields the fact that the network experiences 

a hard time in terms of memorizing elements that are far away in the sequence. The latter 

problematic issues are solved by the introduction of a special type of recurrent neural networks 

called Long Term Short Term Memory Networks. They are built to make necessary modifications 

to the information, by either selecting and choosing to remember or to forget, through a mechanism 

known as cell states [7]. 

 

5.2 LSTM (Long Short Term Memory) 

 
LSTM (Long Short Term Memory) are a special kind of Recurrent Neural Networks that are 

capable of memorizing information and data, and learning to connect it to the point where it’s 



14 
 

needed despite the large gap between the two. They’re said to overcome the “long-term 

dependency” problem. They are very useful when it comes to remembering information for long 

periods of time [7]. For this purpose, they are considered to be very useful in terms of providing 

one of the best and most accurate predictions and forecasts for time series analysis and stock 

market behavior, that mostly depend on historical information and long sequences of data. 

Furthermore, LSTMs are very good when it comes to handling problems with inputs of big and 

large amounts of data [7]. 

 

 
Figure 9 [8]: Architecture of an LSTM network 

 

This is a simplified architecture of an LSTM network. A typical LSTM is made of small blocks 

called memory cells. When moving from one cell to the other, there are two cells that are being 

transferred: The cell state and the hidden state. Memory and information manipulations are done 

through three main mechanisms, called gates. The first gate is the Forget Gate: It is responsible for 

eliminating any irrelevant information for our prediction. Any set of data that isn’t needed is simply 

removed in order to optimize the network’s performance. The second gate is called the Input Gate: 

This specific gate, on the other hand, is used to add new information to the system: information 
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that is highly needed and essential for the prediction. The last gate is the Output Gate: As its name 

implies, this last gate is responsible for selecting what needs to be outputted from the current cell, 

and its functioning, alongside others, is pretty complex and advanced. 

 

5.3 The Core Idea behind LSTM: 

 

As mentioned above, the cell state constitutes the main key to LSTMs. It can be described as a 

conveyor belt that can easily allow the flow of information to run straight down the chain 

unchanged. However, the LSTMs have the entire ability to modify data by removing or adding it 

to the cell state using gates. These latter ones are used as means to regulate the flow of information 

and optionally let it through. They’re made of a sigmoid neural net layer with the function of 

outputting numbers between zero and one, for letting nothing and everything through respectively. 

Since the cell state is considered to be the motor of the LSTM neural network, it requires control 

and protection that are provided by three of these gates [8]. 

 

1. First step is to decide which information to keep and which one to throw away. This 

function is achieved through the forget gate layer that looks at ht-1 and xt in the cell state 

ct-1, and outputs a number between 0 and 1 to make the required decision. 

 

(6) 
 

 

 

2. The next step is to make a decision regarding the new data that is going to be stored in the 

cell state. This step is made up of two sub- steps: First, “the input gate layer” decides which 

values to be updated. Second, a tanh layer is used to create a vector of new candidate values 
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, that could be added to the state. This step combines these two previous parts in one to 
 

update the cell state. 
 

 

 

 

(8) 
 

 

3. This step is crucial to the whole process, since this is when we actually get to do what we 

have already prepared the floor for. It’s at this stage that we need to update the old state 

into the new one. Through multiplication by , we make sure to forget what we decided 
 

to forget from the old cell. And by this term   , we are scaling the new candidate 

values by how much we decided to update each cell state. 

 

 

(9) 
 

 

4. The last step consists of filtering the output reached so far and choosing what will be 

displayed. This is first done through running a sigmoid function to choose what parts of 

the cell state will be displayed. Then, the cell state is put through tanh and multiplied by 

the output calculated previously so as to only display the parts we intended to output. 

 

(10) 

(7) 

(11) 
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CHAPTER 2: DATA AND METHODOLOGY 
 

1. Moroccan Stock Market 

 
Trading financial assets is a very common activity in the world’s economy, and an equity market 

is where it’s essentially held. An equity market or an exchange is a platform where shares of stocks 

of public companies are traded. The prices of these securities are governed by the forces of demand 

and supply, and financial markets are where the transactions and trading processes are secured and 

facilitated [9]. When comparing countries based on the number of exchange markets they hold, 

some have many, which is the case for the United States of America that has both the New York 

Stock Exchange and the NASDAQ. While others have only one stock market, which is the case 

for Morocco with the Casablanca Stock Exchange. This latter is considered very performing in 

the Middle East and North Africa (MENA) region and is Africa’s largest Exchange after the 

Johannesburg Stock Exchange in South Africa, and Nigerian Stock Exchange in Lagos [10]. 

 

 

Figure 10 [10]: The MASI index: 2018-2019 
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2. Coding Framework 

 
2.1 Python Language 

 
Among the several existing programming languages, Python was proved to be efficient and 

concise on many levels. First, Python offers a readable code thanks to its easy implementation. 

Second, It is considered to be very appealing and preferred to developers over many languages, 

simply because it’s not so difficult to learn and saves a lot of energy that can be wasted into trying 

to figure out complex structures and syntaxes. And while machine learning and AI in general are 

made up of complex algorithms and models, Python’s simplicity provides the suitable environment 

for developers and software engineers to write reliable systems, instead of putting a portion of their 

energy into trying to detect technical issues. This makes them focus more on the machine learning 

problem and build more efficient models to tackle different issues. Although Python constitutes a 

good platform to enable machine learning engineers to come up with well-structured and decent 

coding solutions, implementing those algorithms can still be tricky and time-consuming at times. 

For the sake of development time reduction, programmers attempt to make use of a large number 

of Python frameworks and libraries that will be employed in our case as well and will be further 

discussed in the next few points [11]. 

 

2.2 The “Anaconda” Platform 

 
In order to be able to write a consistent code, we need the adequate virtual environment to 

accomplish the latter task. And by downloading Anaconda, which is a large data science platform, 

we get the privilege to do so. Additionally, all the packages needed for deep learning are also 

available and free to download. The purpose of virtual environments is to overcome version 

conflicts and be able to install specific package versions for different projects without having to 
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worry about compatibility problems. Once Anaconda is downloaded, it automatically comes with 

conda, Python, Jupyter Notebook and a variety of other open source packages. In our case, conda 

will be of great help to manage the environment and packages altogether through simple 

straightforward commands [12]. 

 

2.3 The Machine Learning Library “Tensorflow” 

 

Now that we have our platform set and ready to go, we will activate the created virtual environment 

and start downloading the required libraries. Among all the available libraries, Tensorflow is 

considered to be the best one to use in our case, simply because it has a faster compile time 

compared to Theano for instance, and could easily make use of multiple CPUs when massive 

calculations are needed. Also, when comparing Tensorflow to another library such as Caffe for 

example, Tensorflow has been proved to be easier to deploy through the package management tool 

“python pip”. In contrast, Caffe deployment is far from being straightforward, as it requires to 

compile the source code every time [13]. For all these obvious reasons, Tensorflow is the chosen 

library and is therefore installed. Always while trying to look for easiness in implementation, 

Keras is found to be the ultimate deep neural network library for that specific purpose. It is a high- 

level API built on the top of Tensorflow and was designed to allow rapid prototyping and give an 

intuitive flexible way to build a deep neural network. It’s a simple extension for Tensorflow to 

make machine learning models and codes’ readability and implementation easier. In other words, 

Keras cannot be used without a Tensorflow back-end, simply because all the calculations needed 

to build a certain model are implemented and computed on Tensorflow and Keras is just a 

support [13]. 
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3. Time Series 

 
A time series is a set of numerical data points that are put successively. In the financial sector, a 

time series of a certain stock is used to track its behavior and dynamism over a specific time 

interval. The outcomes depend widely and mostly on the data gathered, used and the period of 

time chosen to perform the study. Any trend, seasonality in the time series data studied is captured 

and used in the analysis and examination of the future behavior or activity of the stock or any 

specific financial asset. Our project heavily relies on the use of time series of a specific Moroccan 

stock or any financial product with a wide variety of data. For this purpose, it has to be widely 

active during the last few years in order to be able to extract all the historical data needed and 

capture any fluctuation or volatility in the stock. Otherwise, if there is no significant movement 

or activity over the last period of time, we won’t be able to retrieve any change or dynamism that 

can explain the future potential and desired behaviors. 

 

3.1 Data chosen for study 

 

This project’s implementation requires a time series’ dataset from the Moroccan market. In our 

search for data, we have to meet a set of criteria such as the recent activity of the stock and its 

liquidity. For this purpose, we picked Lafarge Holcim to be our desired stock, as it matches our 

interests and the graph below portrays perfectly the desired volatility. 
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Figure 11 [9]: Volatility of Lafarge Holcim’s Stock Price 
 
 

3.2 The Choice of LSTM 
 

 

 

Figure 12 [14]: LSTM predicted values versus actual values 
 

 

Among all the RNN, LSTM was found to give the most accurate results and the most decent 

performance. It is the most used model in time series analysis and forecasting. Thus, we will use 
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it for our time series prediction basing our model on the framework provided by 

‘randerson112358’. 

 

4. Methodology 

 

4.1 HCMLF’s long-term forecasting using LSTM 

 

First, before any code is implemented, we want to make sure that our virtual environment is ready 

by activating Tensorflow. 

 

 

Figure 13: Tensorflow Activation 
 

 

Now that our platform is well established, we will start importing all the required and needed 

libraries for our implementation. 

 

 

Figure 14: Importing Libraries 
 

 

Math: It is a library used to give access to several math functions and constants. 

 

Pandas: provides high-level data analysis and data structures tools. 

https://github.com/randerson112358
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Matplotlib.pyplot: used for visualization of data and plotting graphics. 

 

Sklearn.preprocessing: useful for standardizing and scaling data. 

 

Keras.models/Keras.layers: used to build LSTM models. 

 

Numpy: returns arrays and matrices. 

 

For the sake of simplicity and data availability from year 2007 till year 2019, we will extract our 

data from the ‘Yahoo Finance’ website. 

 

 

Figure 15: Visualization of imported data 
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The generated graph of Lafarge’s historical close price is as follows: 

 

 

 

 
 

 

 

 

 
 

 

 

 

 
 

 

 

 

Figure 16: HCMLF’s Close Price History Plot 
 

 

We make sure to drop any other variable that is not to be used and a new data frame is created to 

include the only column of interest, which is in our case, the ‘Close’ column that will be then 

turned into a numpy array. 

 

The following step is crucial to our dataset, since we get to choose the portion of our data to be 

trained. 

 

 

Figure 17: The length of the training set 
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In our case, we chose to train 80% of our dataset, which equivalent to 10 years (from 2007 till 

2017). The remaining 20% that represents the last two years (2017-2019) is going to be used for 

testing the quality and accuracy of our forecast. After scaling the data for easier calculations and 

implementations, the following step will be to create scaled training datasets and turn them into 

numpy arrays. Now that everything is set, it’s finally time to create our LSTM model: 

 

 

 
 

 

Figure 18: Building the LSTM model 
 

 

For the compiling of the previous created model, we will use different optimizers to see which one 

is the best in terms of generating less loss. We will start by using ‘Adam’ optimizer: 

 

 

Figure 19: Compiling the model 
 

 

At this point, we prepared everything to successfully start training our model. In this step, we call 

the training set, choose the epoch and batch size and wait for our model to be trained. 

 

 

Figure 20: Model Training 
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Now that our model is well trained, we need to create a testing set so as to compare our predictions 

to the actual values and check the performance of our model. it’s time to generate the predicted 

values and plot the final graph to visualize the forecast: 

 

 

Figure 21: Plot of long term LSTM predictions versus real values 
 

 

As indicated by the graph, the LSTM seems to perform quite well on a long term period: By 

trying to predict 2 years ahead, the model gave us quite satisfactory results. However, we can still 

notice some kind of lag that needs to be suppressed. So as to improve our model, we will train 

more than 80% of our data and see whether the amount of data trained can impact our forecast. 

By training 95% of our data, we get the following plot: 
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Figure 22: Plot of long term LSTM predictions with 95% training 
 

 

The graph suggests that when we increased the amount of data trained, the results significantly 

improved. This can yield to the conclusion that the more neural networks are trained, the better the 

performance of the model. The table below depicts how accurate the predictions are and how close 

they are to the actual values. 

Table 1: Accuracy of predictions versus actual values 
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As a first step to better understand the behavior of the LSTM model under different circumstances, 

we will further investigate the previous results by training different datasets, tuning the model’s 

parameters and trying different optimization techniques. Our study will be mainly focused on 

detecting the parameters that impact the performance of our model. 

 

4.2 HCMLF’s short - term forecasting using LSTM 

 

For the sake of discovering further the LSTM’s characteristics, we will run the same code on the 

same stock, but this time while taking only 1 year of data ranging from 2018 to 2019 to forecast 

one month ahead and compare the results to draw new conclusions. After importing our data and 

plotting our graph, we get to visualize the following: 

 

 

Figure 23: Visualization of imported data 
 

 

We then train our dataset and create a testing set in order to compare the predictions to the real 

values. When calculating the root mean square error, we get the following: 
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Figure 24: RMSE of LSTM predictions 
 

 

 

 
Figure 25: Plot of LSTM short term predictions versus actual values 

 

 

We can safely conclude that although LSTM gives relatively good results, it still performs poorly 

for short periods of time and when fed with a small dataset to train on. 

 

4.3 Training data size and LSTM’s performance 

 

In this part of our analysis, we will focus on the time it takes to train a set of data, since it can tell 

a lot on the model’s efficiency if huge amounts of input are to be used. In this framework, we will 

use previous results to come up with our conclusions: 

 

● In the first implementation, we trained around 2161 data values. As for the second 

implementation where we used a smaller dataset, around 171 data values were trained. In 
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order to compare the outcomes, we recorded the time it takes to train the neural networks 

overall, and during each step for both cases, and the results were as follows: 

 

Table 2: Data trained and corresponding training time 
 

 

Data trained 2161 data values 171 data values 

Training time 243 s 16 s 

Time/step 112 ms/step 96 ms/step 

 

As suggested by the table above, all held constant, the amount of data trained is considered to have 

an impact on the training time. The smaller the data size, the faster is the training, and vice versa. 

This could be a problem when large amounts of data are fed to the neural network and are to be 

treated. 

 

5. Optimizers and LSTM’s performance 

 

In the same spirit of analyzing the performance of LSTM under different conditions and by tuning 

different parameters, we will now proceed to test the accuracy of predictions when changing the 

optimizer used from ‘Adam’ to ‘RMSProp’ and then ‘Adagrad’. In order to do so, we will take the 

previous dataset of Lafarge, where we trained 95% of the dataset, and tested the results on the 

remaining 5%, and that was using the ‘Adam’ optimizer, which yielded to the following: 

 

 

Figure 26: RMSE using Adam Optimizer 
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The next step would be to implement the same code, but with a different optimizer to see the 

difference. Before starting our analysis, a brief description of each optimizer will be provided in 

the next few lines: 

 

5.1. Adaptive Moment Estimation Optimizer 

 

Adam is the derived name from Adaptive Moment Estimation: It’s an optimization algorithm that 

is used to replace the traditional stochastic gradient descent procedure, where the network weights 

are adjusted and updated in each iteration based on the outcomes given by the trained dataset. 

Among the many benefits of using Adam as an optimizer, is the fact that it is easily implemented, 

doesn’t require a lot of memory, efficient and especially appropriate for non-stationarity. Although 

‘Adam’ was said to be the most efficient among other optimizers, we still need to justify our choice 

and apply two other different optimizers to our code in order to confirm our statement [14]. As a 

start, we will use “Adagrad” and “RMSProp” optimizers and note the difference in the root mean 

square error that we chose as a metric of comparison. 

 

5.2 Adagrad Optimizer 

 

It is also an optimization algorithm that, contrarily to other gradient-based optimization techniques, 

takes the model’s different parameters and adapts the learning rate to each parameter 

individually. In other words, it performs smaller updates and thus, low learning rates for 

parameters with highly frequent features and higher learning rates for infrequent and new features 

[14]. To make the concept clearer, we will demonstrate the process with the following: 
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A representation of the partial derivative of the objective function to the parameter téta at time t is 

given by: 

 

(12) 
 
 

Instead of updating the learning rate for every parameter téta at each time step, 
 

 

(13) 
 

 

Adagrad modifies the learning rate for every single parameter individually based on the past 

gradients, where their sum square is represented by Gt, and epsilon is just a very small term that 

is used to avoid the division by zero: 

 

 

(14) 
 

 

 

If this teaches us something about Adagrad, it’s that it has the advantage of overcoming the need 

to manually tune the learning rate each time, except that it has also a drawback of accumulating 

the sum of gradients in the denominator, which can lead to the shrinkage of the leaning rate, and 

thus, the algorithm becomes unable to acquire further knowledge. 

 

In order to compare the change in the model’s loss function, we use the ‘Adagrad’ optimizer and 

calculate the resulting RMSE: 
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Figure 27: RMSE using Adagrad Optimizer 
 

 

As expected, the RMSE using the optimizer ‘Adagrad’, which is equivalent to 1.55 is found to be 

higher than the one using ‘Adam’ optimizer which gave a RMSE value of only 1.20. 

 

For the sake of confirming the validity of using ‘Adam’ as an optimizer, we will add another trial 

on our same dataset, but this time using a new optimizer: “ RMSProp”. 

 

5.3 RMSProp Optimizer 

 

It is considered to be another optimization technique characterized with smoothness features, 

such as differentiability and subdifferentiability [14]. It is said to replace the actual gradient by 

an estimation and can be seen as a stochastic approximation. After the implementation, we get 

the following results: 

 

 
 

 

Figure 28: RMSE using RMSProp Optimizer 
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This result, yielding to a RMSE equal to 3.595, compared to a RMSE of only 1.20 using ‘Adam’, 

is just another justification to our choice of this latter over all the other types and optimization 

techniques. It gives less loss and more accuracy to the model. 

 

→ This can be explained by the fact that the type of optimizers used could also have an impact on 

the performance of the model, and the quality of predictions. 

 

6. Hyper-parameters’ tuning and LSTM’s performance 

 

In the same context, we will try to check whether we can improve the performance of the 

previous short term predictions made by our model by tuning its hyper-parameters: 

 

6.1 Number of epochs 

 

➢ First, we will start by changing the number of epochs from 1 to 2 epochs. And so as to give 

a small description of what an epoch means, it is simply how many times the network goes 

through the training dataset and makes one full cycle around it [15]. The following graph 

portrays the modification made to our model: 

 

 

Figure 29: Model training using 2 epochs 
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According to the results above, when moving from 1 to 2 epochs, the loss significantly 

improved. However, we cannot make any judgment as long as we didn’t calculate the root 

mean square error of our model: 

 

 

Figure 30: RMSE using 2 epochs 
 

 

Surprisingly, we can notice that RMSE of the short term forecasting increased from our 

first trial with a single epoch from 2.570 to 2.954 with 2 epochs. If this means anything, 

it’s that we are overfitting our model by increasing the number of epochs. In order to 

be able to better understand and interpret our results, we would want to have a clear idea 

of what the logic behind increasing epochs is: Technically speaking, an epoch is when the 

whole dataset moves through the neural network both in forward and backward pass only 

once. The idea behind increasing the number of epochs, is that we might think that the 

weight-updating that happens during each iteration must be repeated multiple times in 

order to get good results with high accuracy. The issue that might occur while doing so, is 

that by increasing the number of epochs, and thus trying to optimize the learning, the 

weights are changed several times in the neural network, and thus, the graph can easily go 

from underfitting, to optimal to overfitting, which is our current issue. So, as an answer to 

what number of epochs are required in order to get a better accuracy, there is 

unfortunately no explicit answer so far, except that it usually depends on the data and the 

avoidance of the overfitting problem. 
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Figure 31 [15]: Visualization of overfitting and underfitting problems 
 

 

6.2 Batch Size 

 

➢ Second, we will move to change the second hyperparameter, and that is the batch 

size. A batch is strongly related to what we discussed previously regarding epochs 

[15]. Since it is not possible to pass the entire dataset through a neural network all 

at once, the input is divided into sets, parts or a number of batches. For the purpose 

of getting logical results, we will use the data from the first code implementation, 

and that was ranging from 2007 till 2019. In order to test the power of batches on 

our data, we will work on changing the batch size from 1 to 10, leaving the number 

of epochs equal to 1, and see the results: 

 

 

Figure 32: Model training using batch size = 10 
 

 

When checking the root mean square error, we can notice the following: 
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Figure 33: RMSE using batch size = 10 
 

 

When comparing the root mean square error of the batch size = 1 and the one with 

batch size = 10, we can see that the error increased. And thus, we can safely 

conclude that among the best ways to improve the model’s performance, is to 

reduce the batch size of the dataset. 
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CHAPTER 3: COMPARATIVE STUDY WITH A CLASSICAL APPROACH 
 

 

1. Auto - Regressive Integrated Moving Average 

 

ARIMA, which stands for ‘Auto Regressive Integrated Moving Average’, is a statistical approach 

widely used to explain a given time series and forecast future values based on previous ones. In 

other terms, the model makes use of the past lags and errors to come up with an accurate forecast. 

In order to apply ARIMA on a set of data, many conditions need to be met such as non seasonality 

in data [16]. Any non stationary dataset can, unfortunately, not be modeled using ARIMA. This 

specific approach is characterized by 3 parameters: p, d and q where: 

 

p = The order of the AR term 

q= The order of the MA term 

d= The number of differencing required for the time series to become stationary 

 

Taking Y(t-1) to be the lag1 of the series, Beta1 to be the coefficient of lag1 estimated by the 

model, and alpha the intercept term, we get the following formula: 

 

(15) 
 

 

 

An autoregressive model (AR) is one that depends only on previous values of the model, when 

Yt is a function of its own lags. 

 

Similarly, a pure moving average (MA) is nothing but the error of the model based on previous 

lags and forecast errors. 
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(16) 
 

 

 

Combining autoregressive, moving average and differencing make up an ARIMA model 

represented in the following equation: 

 

 

 

 
2. Forecasting Lafarge Holcim’s stock using ARIMA 

 

2.1 R-Studio Software 

 

In our time series forecasting using ARIMA, we chose to work with the statistical software R- 

Studio, considered to be a platform specialized in statistical computations and related graph 

generations. Using the R language, R Studio is able to provide many debugging facilities and 

high-quality graphics. The choice of this software is due to the fact that it’s easily learned and 

utilized. It is also very commonly used for ARIMA forecasting problems, and packages needed 

are   widely available [17]. 

 

2.2 Data Used 

 

The purpose of running a forecast using ARIMA, is to simply compare the results and performance 

of a traditional and classical approach such as this one, to the results we got using deep learning 

neural networks. For this purpose, we will try to use the same daily dataset used previously, dating 

from 2018-2019 to forecast one month ahead using the ARIMA model. 

(17) 
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2.3 HCMLF Short-Term- Forecasting using ARIMA 

 

We will first start by calling all the libraries needed for our implementation: 
 

 

 

Figure 34: Importing libraries to R Studio 
 

 

Now that all our libraries our ready, we will proceed to import our data from the Yahoo Finance 

website: 

 

 

Figure 35: Importing data to R Studio 
 

 

 

Figure 36: Sample of the imported data 
 

 

Generating the summary of our dataset using the command: Summary(df) yields to the following: 
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Figure 37: Summary of HCMLF’s dataset 
 

 

So as to get a better visualization of our imported data, we plot it using the following command: 
 

 

 
 

 

Figure 38: HCMLF’s Close Price Plot on R Studio 
 

 

As shown in the generated graph, the stock price of Lafarge Holcim seems to be fluctuating and 

seems to show a volatile behavior all year long. At times, it significantly increases, and at others, 

it decreases but never stabilizes. There is always a trend in the way the data is changing. 
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Now, in order to visualize the moving average, we use: 
 

 

 

The moving average is used as a tool and technique to give us an idea about the overall behavior 

of the stock, since it provides us with the daily, weekly and monthly moving averages. 

 

 

Figure 39: HCMLF’s daily, monthly and weekly moving averages 
 

 

Now that the plot has provided us with a general and pilot view of the stock’s trend, we will 

proceed to decompose the moving average for further analysis into sub-time series to account for 

any hidden trend, pattern that tends to repeat itself after specific time steps and any remainder 

after both the seasonality and trend are extracted. 
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Figure 40 : Decomposition of the moving average 
 

 

We can notice from the decomposition of the graph that the element of seasonality is more or less 

significant, as well as a somehow existing positive trend. 

 

The next step is to check for stationarity. For this purpose, we will run the Augmented Dickey- 

Fuller test (ADF), where the null hypothesis represents the presence of a certain trend in our data, 

which means that it’s non stationary, and requires some differencing before ARIMA could be 

applied. 

 

 

The results of the ADF test suggest that p-value is bigger than 5%, which means that we fail to 

reject the null hypothesis, and that the data is non stationary. 
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In order to confirm our conclusion, we plotted the ACF and PACF graphs before differencing, and 

it gave the following: 

 

 

Figure 41: ACF plot of non-stationary data 
 

 

From the ACF graph, we can see that the spikes have a tendency to decrease, in addition to the 

fact that they are all above the blue boundaries, that represent the 95% significance intervals. This 

confirms our previous conclusion that the data is non stationary. 

 

 

Figure 42: PACF plot of non-stationary data 
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According to the PACF graph, the only spike that is crossing the blue boundaries is the first one, 

which suggests the use of d=1 in the differencing part. Consequently, the differencing is done as 

follows: 

 

 

Figure 43: Differencing commands 
 

 

After a differencing of one order, we make sure to re-run the ADF test to make sure of the 

stationarity of our data, and it yields the following results: 

 

 

The test’s p-value is now 0.01, which is less than 5%. Thus, we can safely conclude that we can 

reject the null hypothesis and say that our data has become stationary. After re- evaluating our 

data, we get the following graph: 
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Figure 44: Re-evaluated plot after differencing 
 

 

We can clearly see from the plot, that after our differencing, the data has become relatively 

stationary. Now that we are done differencing, we will re-plot the ACF and PACF of the new 

differenced data, and then move to divide our dataset into training and testing. 
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Figure 45: ACF and PACF plots of stationary data 
 

 

In order to be able to compare the predictions using our ARIMA model and the actual values of 

the data imported, we need to split our dataset into training and testing sets: 

 

 

Figure 46: Data Subsetting 
 

 

For our forecast, we will use the function auto.arima that gives us the optimal p,q and d followed 

by the plot of the model’s residuals. 
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Figure 47: Auto arima implementation 
 

 

Finally, in order to make the graph more representative, and also so as to improve our forecast, 

we add back the seasonality component and plot the forecasted values as well as the actual 

values on the same graph. Then, we calculate the root mean square error, as well as generate a 

table to compare the predicted and actual values. 

 

 

Figure 48: Short term ARIMA forecast 
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The result of the root mean square error was very small, around 1.030998. And the level of the 

model’s accuracy is portrayed through the following table: 

 

Table 3: Forecasted values using ARIMA versus actual values 
 

 

 

 

The residuals on the other hand show that the model picked by the auto.arima() function was 

(3,1,0), which means that the model was differenced once, with 3 numbers of time lags, and 0 is 

the order of the model’s moving average. The error of the ARIMA model for the short-term 
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forecasting was way smaller than the one from the short-term forecasting using LSTM. (around 2 

compared to only 1.03). When comparing these two results, we can confirm that ARIMA 

outperforms LSTM in short-term predictions and is capable of dealing with small amounts of data. 

On the other hand, LSTM performs poorly in the short-run, and needs to be fed with a large dataset 

so as to give accurate predictions, and 1 year of historical data doesn’t seem to be enough. 

 

 

Figure 49: Model Residuals 
 

 

Now that we generated a forecast with ARIMA for the next month using the previous year’s 

data, we will try to forecast one year ahead. And for that, we will re-run the same code with the 

same process, except that this time, we are going to import more than one year’s data. After 

using the function auto.arima() that is supposed to give us the best p,q,d estimations, we will 

add back the 
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seasonality to our data to try and improve the prediction and make it more representative and 

capturing the trend. After the code’s implementation, the results were as follows: 

 

2.4. HCMLF Long-Term Forecasting using ARIMA 
 

 

 

Figure 50: Long term forecast using ARIMA 
 

 

From the plot, we can see that the model is not very representative, it’s rather useless and doesn’t 

show any potential fluctuation in the price in the next year. When calculating the error, the RMSE 

was around: 6.04, which is a big number that confirms how bad the model is. 

 

3. Comparative study 

 

After generating results for both the LSTM and the ARIMA models and thoroughly studying the 

characteristics of each, it’s finally time to make some comparisons between the two methods in 

the most detailed way. Although LSTM has been proved to give very good results and achieve  a 
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high level accuracy to treat large amounts of data, a set of conditions needs to be met. 

 

Table 4: Main differences between ARIMA and LSTM 
 

 

Cases ARIMA Model LSTM Algorithm 

 

Small input size/ S.T 

 

RMSE = 1.03 
 

RMSE = 1.20 

 

Large input size/ L.T 

 

RMSE = 6.04 
 

RMSE =2.57 

 

 

 

Long Short Term Memory Model Auto-Regressive Moving Average Model 

Requires large training data as input Achieves good results with small data size 

Big efficiency in long term forecasting Performs better in short term forecasting 

Able to tackle non-stationary data Requires stationary data to be implemented 

Large hyper-parametric range to be tuned Limited parametric identification (p,d,q) 

Handles complex problems Works better for simpler problems 

Large computational power Limited computational power 

Longer to run Quicker to run 

Great performance when conditions are met Limited performance when the best fit’s found 

Overfitting/ Underfitting problem Constant change of parameters to find the best 

fit 
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The table above is providing us with the several and main differences between the two methods 

and is giving us a clear idea of how good the performance of LSTM can be, only and only if a set 

of criteria is respected. On the other hand, ARIMA is still considered to be a good model for 

simpler problems. When the amount of data available is limited, it is then able to give us a 

relatively acceptable prediction with the condition of constantly working on tuning its parameters 

to find the best fit for the given model. 
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CHAPTER 4: CONCLUSION & FUTURE WORK 
 

 

1. Conclusion 

 

With the significantly high technological advancement and the corresponding increase in the 

market’s volatility, deep learning methods and techniques emerged in the financial markets, 

aiming at making the most possibly accurate predictions. Within this frame, this capstone project 

was successful to conduct a study on the Moroccan market using LaFarge Holcim’s stock prices, 

in order to test the performance of the LSTM model, a very widely used deep learning algorithm 

for time series forecasting. In order to check the accuracy of the results obtained, it was necessary 

to compare them to the outcomes from another classical approach, which we chose to be the 

ARIMA model. After discovering and exploring the advantages and limitations of each of the two 

methods, we can notice that the LSTM model yields excellent results. However, further research 

and applications are required in the field to be able to overcome some of the drawbacks of this 

model and enhance its performance. Throughout this project, many limitations and challenges 

were encountered. First, the Moroccan market hasn’t been very volatile in the last couple of years. 

Thus, picking a Moroccan stock to conduct a study on was very challenging and required a 

careful and thorough study. Second, I am an Engineering and Management student and I haven’t 

been familiar with different programming languages throughout my four years of study. Hence, It 

was the first time I had to work with R and Python languages and learn the basics of each in order 

to be able to use them in my project. Also, teaching myself about deep learning and the ARIMA 

model was not as easy as it seemed, as I had to go through a lot of literature so as to grasp the 

concepts and ideas to be implemented. Third and most importantly, was the COVID-19 outbreak 

that suspended studies in the middle of spring 2020. And as an alternative measure, our
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university shifted to online classes, which made it very hard to connect with supervisors in real 

life. However, their continuous responsiveness and availability with time and effort made us 

achieve satisfactory results. 

 

2. Future Work 

 

Finally, the future work for this project would be to compare the results achieved with other 

approaches, mainly the GARCH model, as it is very important to learn about the characteristics of 

each algorithm before making any final conclusion. Also, it would be interesting to conduct the 

same study on more than one security, for the correlation that might exist between different 

stocks. All in all, forecasting is a powerful tool to predict and anticipate actions in the future. It is 

significantly crucial to investors and markets in Morocco and abroad, and finding the best model 

to do so is a great challenge that needs to be focused on and developed with further studies and 

research. 
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