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ABSTRACT 

 

 One of the most intricate machine learning problems is the share value prediction. It 

depends on a variety of factors that affect supply and demand. This paper analyzes different 

strategies for forecasting the future stock price and provides an example using a pre-built model 

that is adapted to the Moroccan stock market. Prices of stocks are depicted by time series data 

and neural networks are trained to learn the patterns from trends in the existing data. In this 

research we also compare between results of a simple single LSTM model, a stacked LSTM 

model adapted to the Moroccan market by using BMCE BANK stock price data set and a 

hybrid model using both stacked auto-encoders and sentiment analysis.  
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1 INTRODUCTION 

 The stock market is known for its volatility, randomness, and unpredictability. It is a 

chaotic place with an unbelievably huge continuously changing stream of data which makes 

predicting and acting on those predictions to make a profit very hard. It is actually one of the 

most challenging tasks in times series forecasting. 

 

 This capstone’s main goal is to study and apply deep learning techniques to the stock 

market in order to predict stock behavior and thus act on those predictions to avoid investment 

risk and generate profit. The goal is to be achieved by using transfer learning in order to take 

advantage of pre-built neural networks models. Predictions are then tested against actual 

historical stock price data. This project will be a helpful tool that aims to help beginner traders 

make better decisions. 

 

 In order to do so, many tools will be used to accurately reach the objectives of this 

project. Deep learning Studio (software) is a great starting point especially for beginners in the 

field as it helps to easily create different neural network models to see which works best in the 

case of times series forecasting. As for the model and languages to be used, after a thorough 

research the programming language to be used for implementation will be Python, this is due 

to its flexibility and the availability of pre-built models and opensource particularly useful 

libraries that can help us with our goal and maybe even enhance results.  

 

 In addition, this paper will cover a simple example of the most fitting model (the one 

that yields the best results) in the case of time series forecasting which is certainly the LSTM 

model that stands for Long Short Term Memory. Compared to a conventional deep neural 



2 

network, Its effectiveness is due to the addition of a crucial component in time series 

predictions, the memory component.     

 Moreover, this report will also cover a more advanced example of LSTM models using 

nested LSTM networks, stacked auto-encoders and a twitter sentiment analysis about the 

targeted stocks. We will also see and explain how this later model outperforms the simplified 

model and accomplishes promising results.  

 

2 STEEPLE ANALYSIS 

 2.1 Social  

  Stock market prediction using Deep Learning is done for the purpose of turning a 

profit by analyzing and extracting information from historical stock market data to predict the 

future value of stocks. The goal is to be able to understand the deep learning models and 

adapt it to the Moroccan market. The stock market has always seemed to people outside the 

domain of finance and statistics as a dangerous playground. Some, failing to grasp its 

inherent complexity, even consider it to be similar to gambling. This is obviously not a pure 

game of chance, and the importance of this capstone lies in the possibility of giving your 

average trader/normal citizen an informed insight onto the stock market in order to at least 

make better choices than random decisions. 

 

 2.2 Technological  

 Moreover, Deep Learning helped greatly in solving the problem of Stock market 

predictions by introducing LSTM models and their ability to retain long term dependencies. 

This directly implies the evolution of all related  technology which could signify a 

meaningful improvement of all Time Series Forecasting problems. These New technologies 

may also imply a better quality of life for unknowing, beginner and average traders.    
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 2.3 Economic  

 As for the Economic implications of this project, the advantages of using such 

technology are numerous. In the case of highly accurate model, using this tool would signify 

a substantially interesting help guiding investments in the stock market. In addition, building 

models capable of learning long term dependencies could help in a number of other fields 

such as speech recognition or even music composition. Thus making it more than and 

economically interesting road to explore.   

 

 2.4 Environmental  

 There seems to be no direct link between the environmental factor of our steeple 

analysis and this project.  

 

 2.5 Political  

 There appears to be no clear correlation among both politics and predicting the future 

value of stocks. Nevertheless, people or companies providing an advanced version of 

this service could use the generated profits for their political ambitions. Even so, we do not 

have any concrete evidence of this as this is still a new field especially within the Moroccan 

context.  

 

 2.6 Legal & Ethical 

  Legally and ethically, the field is still mainly unregulated which has 2 major 

implications. First it represents an opportunity in the sense that it is mainly uncharted 

territory and as all legally gray areas, the profits could be substantial. Secondly, it would also 

represent an unknown risk as it is the case with all new advances in technology. In addition, 

this project should all be englobed by the proper ethics and an upstanding morality when 

dealing with stock market predictions in an effort to preserve fairness and equity. 
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3 THEORITICAL BACKGROUND 

 3.1 Deep Learning 

 Deep Learning is an AI method that trains machines to do what our human brain does 

naturally: learning by precedent. Deep Learning is a major innovation that made driverless 

vehicles possible, empowering them to perceive traffic signs, or to recognize a person on 

foot, or even distinguishing whether a driver is conscious or not in order to park the car safely 

and avoid a catastrophe. It is also behind voice controlled gadgets like smartphones, tablets, 

TVs, wireless speakers [2]. Deep learning has been getting much consideration of late and in 

light of current circumstances, it certainly is thoroughly deserved as it is accomplishing 

results that were previously considered unrealistic. Below is a figure explaining the 

difference between Artificial Intelligence, Machine Learning and Deep Learning. [1] 

 
 

 
Figure 1: AI vs Machine Learning vs Deep Learning [1] 
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 In Deep Learning, a computer model learns to perform classification tasks directly 

from images, text, or sound. Deep learning models can reach cutting edge accuracy, here and 

there even surpassing human-level execution [5]. Typically, models which have a neural 

network architecture containing many layers are fed and trained on vast amounts of 

categorized data which makes Deep Learning particularly costly in terms of required 

computation time and power. [2] 

 Deep learning achieves accuracy of recognition at higher rates. This helps consumer 

electronics to satisfy user needs and is vital for safety-specific applications such as 

autonomous vehicles. Recent progress in deep learning has improved so much that in some 

tasks such as identifying objects in pictures deep learning outperforms people[1]. Below is a 

figure illustrating a simple neural network and a Deep Learning neural network 

 

 
 
Figure 2: Conceptual illustration of a simple neural network and a Deep Learning neural 

network. [10] 
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 As illustrated above, a deep learning neural network is comprised of multiple hidden 

layers, it is in a way similar to stacking multiple simple neural networks together. This raises 

the question: how does deep learning reach a greater performance then ? 

 

 From the first theoretical deep learning methodology in the 1980s, Deep learning has 

only started to come close to its real potential for two fundamental reasons:  

 

§ Deep Learning needs a huge amount of labeled information or data which only became 

available during this last decade. For instance, the implementation of autonomous cars 

takes millions of pictures and thousands of hours of footage. [1] 

 

§ Deep Learning necessitates considerable processing capacity. Highly efficient GPUs 

have a parallel, profoundly effective architecture that allows development teams to 

decrease learning time from weeks to hours or minutes when used in conjunction with 

clusters or cloud computing. [1] 
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 3.2 Transfer Learning 

 
Transfer learning is a Machine Learning technique that re-uses a model trained for a 

task for a second related task. This optimization enables quick progress or increased 

performance once the second task is modeled. Transfer learning is also closely linked to 

problems like multitasking learning and is not only a field of interest for Deep Learning 

alone. Given the massive resources and challenging data sets needed for training Deep 

Learning models, Transfer Learning has become particularly popular and mainly used for 

Deep Learning applications. 

There exists 2 major approaches to using Transfer Learning: 

 

1. Model Development Approach: 

First, we select a source task with an available substantial data set. Then we develop a 

source model for the first task in order to learn some features. Next we re-use the model as a 

starting point for a second related task. Optionally the model may be tuned for the second 

task to improve results by adding a few layers. [11] 

 

2. Pre-trained Model Approach: 

First, we select a source model that is already pre-trained on challenging data sets. 

Then we re-purpose that model in order to re-use it as the starting point of the desired task to 

accomplish. Optionally, the model may need be tuned or adapted to improve results. [11] 

 

 
 
 

 

 



8 

 

 

 

 
 

Figure 3: Performance with Transfer Learning & without it. [11] 

 

 Below are the major advantages to using Transfer Learning[11]: 

- Higher Start: refers to the initial performance of a model before refining it. 

- Higher Slope: refers to the rate at which the model’s performance improves. 

- Higher asymptote: refers to the peak performance reached by a model. 
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3.3 Time Series Analysis 

 Before speaking of time series analysis, let us first define what a time series is: It is a 

sequence of data points or values that are sorted listed or graphed against the flow of time. For 

the majority of cases, a time series sequence will have continuous equally spaced in time data 

points. 

 

 Two main purposes of the analysis of time-series are: (a) identify the nature of the 

observation sequence phenomenon and (b) foresee (accurately predict time-series variable). 

These two objectives require the identification of the patterns of time series observed as well 

as a formal description. We can interpret and embed the pattern with other records once the 

pattern has been identified. Whatever our complexity and veracity of understanding of the 

concept, we can deduce the recognized pattern to logically predict outcomes. [12] 

  

 Time series analysis involves techniques for breaking down information of a sequence 

of data points so as to extricate important measurements and different attributes of the 

information. Time series prediction is the utilization of a model to foresee future values by 

studying patterns in pre-existing value records or datasets. Moreover, a random model for time 

series forecasting will always be limited by the fact that data points closer together in time will 

be more correlated than data points with a bigger separation distance in time. This is exactly 

what is challenging about time series forecasting, keeping long term correlation without 

neglecting short term dependencies between data points. [12] 

 

 To that extent, many data mining techniques can be used to solve the problem with 

various degrees of success. Next, we will see some of the most promising techniques to predict 

time series data and how a type of neural network called LSTM is leading the race in the field.  
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 3.4 Long Short Term Memory model (LSTM) 

 

 LSTM, which stands for Long Short Term Memory, is a type of neural network which 

is particularly useful in the case of time series forecasting. According to an article by Srivastava 

on LSTM’s and essentials of deep learning, an LSTM network is the most effective solution to 

time series analysis and thus stock market prediction. [7] 

 

 Srivastava affirms that: “Sequence prediction problems have been around for a long 

time. They are considered as one of the hardest problems to solve in the data science industry. 

These include a wide range of problems; from predicting sales to finding patterns in stock 

markets’ data, from understanding movie plots to recognizing your way of speech, from 

language translations to predicting your next word on your iPhone’s keyboard. 

 

 With the recent breakthroughs that have been happening in data science, it is found that 

for almost all of these sequence prediction problems, Long short Term Memory networks have 

been observed as the most effective solution. 

 

 LSTMs have an edge over conventional feed-forward neural networks and Recurrent 

Neural Networks in many ways. This is because of their property of selectively remembering 

patterns for long durations of time. ”  [7]   
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Figure 4: Simplified look at an LSTM cell. [7] 

 

 In the case of a basic neural network, in order to add a new information, it transforms 

the existing information completely by applying a sigmoid function. Because of this, the 

entire information is modified as a whole. Thus, there is no consideration for ‘important’ 

information and ‘not so important’ information. LSTMs on the other hand, make small 

modifications to the information by multiplications and additions. With LSTMs, the 

information flows through a mechanism known as cell states. This way, LSTMs can 

selectively remember or forget things. [7]  
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 The following figure, represents a more detailed view at the internal architecture of an 

LSTM network:  

 
Figure 5: LSTM Cell Architecture [7] 

  

  

 A typical LSTM network is comprised of different memory blocks called cells. There 

are two states that are being transferred to the next cell; the cell state and the hidden state. 

The memory blocks are responsible for remembering things, and manipulations to this 

memory is done through three major mechanisms called gates: 
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(a) Forget Gate:   

 
Figure 6: Forget Gate, Internal Architecture [7] 

 

 Srivastava describes it as such: “ A forget gate is responsible for removing 

information from the cell state. The information that is no longer required for the LSTM to 

understand things or the information that is of less importance is removed. This gate takes in 

two inputs; h_t-1 and x_t. 

 h_t-1 is the hidden state from the previous cell or the output of the previous cell and 

x_t is the input at that particular time step. The given inputs are multiplied by the weight 

matrices and a bias is added. Following this, the sigmoid function is applied to this value. The 

sigmoid function outputs a vector, with values ranging from 0 to 1, corresponding to each 

number in the cell state. Basically, the sigmoid function is responsible for deciding which 

values to keep and which to discard. If a ‘0’ is output for a particular value in the cell state, it 

means that the forget gate wants the cell state to forget that piece of information completely. 

Similarly, a ‘1’ means that the forget gate wants to remember that entire piece of information. 

This vector output from the sigmoid function is multiplied to the cell state.” [7] 
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(b) Input Gate:  

                                                   

 
Figure 7: Input Gate, Internal Architecture [7] 

 

 Srivastava explains: “The input gate is responsible for the addition of information to 

the cell state. This addition of information is basically three-step process as seen from the 

diagram above. 

1. Regulating what values need to be added to the cell state by involving a sigmoid 

function. This is basically very similar to the forget gate and acts as a filter for all the 

information from h_t-1 and x_t. 

2. Creating a vector containing all possible values that can be added (as perceived from 

h_t-1 and x_t) to the cell state. This is done using the tanh function, which outputs 

values from -1 to +1.   

3. Multiplying the value of the regulatory filter (the sigmoid gate) to the created vector 

(the tanh function) and then adding this useful information to the cell state via 

addition operation. 

Once this three-step process is done with, we ensure that only that information is added to the 

cell state that is important and is not redundant.” [7] 
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(c) Output Gate: 

 
Figure 8: Output Gate, Internal Architecture [7] 

 

 Citing Srivastava: “The output gate is responsible for selecting useful information 

from the current cell state and showing it out as an output. The functioning of an output 

gate can again be broken down to three steps: 

 

1. Creating a vector after applying tanh function to the cell state, thereby scaling the 

values to the range -1 to +1. 

2. Making a filter using the values of h_t-1 and x_t, such that it can regulate the values 

that need to be output from the vector created above. This filter again employs a 

sigmoid function. 

3. Multiplying the value of this regulatory filter to the vector created in step 1, and 

sending it out as a output and also to the hidden state of the next cell.” [7] 
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 3.5 Stacked Auto-Encoders 

 

 Stacked autoencoders are built by stacking multiple single layered autoencoders 

layer by layer. But first let’s take a look at the structure of a single layered autoencoder: 

  

 
Figure 9: Structure of a Single Layer Autoencoder [4] 

  

As it is illustrated in the figure above, a single layer autoencoder is a 3 layer 

neural network with an input layer, a hidden layer and a reconstruction layer [5]. 

These types of autoencoders are designed to generate deep or more abstract features 

within the hidden layer. When training these autoencoders we strive to minimize the 

error between the input layer and the reconstruction layer. [4] 

 

 



17 

 
Figure 10: Stacked Autoencoder, Structure [4] 

 

In this instance of a stacked autoencoder (see above), it is composed of 4 

autoencoders, 5 layers and its aim is to output high level features. As described in an 

article on A deep learning framework for financial time series using stacked 

autoencoders and long-short term memory: “The single-layer autoencoder maps the 

input daily variables into the first hidden vector. After training the first single-layer 

autoencoder, the reconstruction layer of the first single layer autoencoder is removed, 

and the hidden layer is reserved as the input layer of the second single-layer 

autoencoder. Generally speaking, the input layer of the subsequent autoencoder is the 

hidden layer of the previous autoencoder.” [4] 

A stacked auto encoder's first layer tends to learn first order features (e.g. edges 

in an image). The second layer of a stacked autoencoder tends to learn features of the 

second order, which match patterns in appearance (i.e., contours or corners) Higher 

layers of the stacked autoencoder tend to learn even higher-order features. [4] 
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4 LSTM MODELS & RESULTS 

 4.1 Single LSTM Model example 

  Khaled Tinubu’s [8] python based model is a great example to look at in order 

to grasp the basics of practically building a single LSTM network that aims to use historic 

S&P 500 stock data to train an LSTM in order to forecast the future closing price of the stock 

for a given time. This model has 2 sequentially stacked LSTM layers as well as a dense layer 

and uses linear regression at the level of the last layer. It also uses MSE (mean squared error) 

for loss computations and RMSProp as an optimizer. Depicted in the figure below are the 

results of this model: 

 

Figure 11: Single LSTM Model, Results. [8] 

Clearly, from the plot, the predictions made by the model are not as accurate 

as we would like. This is due to simplicity of the model, as it only meant for 

practicing and learning about the use of an LSTM deep network to predict the future 

value of stocks. Snippets of the code necessary to build this relatively easy project can 

be found in Appendix A.   
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 4.2 Hybrid LSTM Model example 

  Vivek Palaniappan’s [3] hybrid model is an advanced implementation of an 

LSTM network using both stacked autoencoders and sentiment analysis through twitter and 

news scrubbing, in an effort to predict with great accuracy the future value of stocks. Even with 

this level of complexity this model is still not meant to be used as a tool for trading before 

undergoing some modifications and following the right strategies. 

  Unlike many machine learning projects where it is customary to first get the 

data, then preprocess it, then training the model and then testing. This model takes a 

significantly more complex roadmap to build. Below is a flowchart describing the process:  

 

 
Figure 12: Building a Hybrid LSTM Model, Flowchart. [3] 
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For performance and optimization reasons, this model uses the Keras library to 

create 2 dense layer with 20 as the input dimension, a tanh activation function and 

activity regularizer to apply penalties on layer activity. As for the optimizer, it uses 

SGD (Stochastic gradient descent) for its efficiency and rapidity which are interesting 

properties for this model that trains for 2000 epochs. Below is the result graph:   

 
Figure 13: Hybrid LSTM Model, Results. [3] 

 

  Clearly, from the plot, the predictions made by the model are accurate enough 

thus making this model a great stepping stone to build on in order to create a profitable deep 

learning model for stock prediction. This is due to the added complexity of the model, as well 

as its hybrid nature combining news scrubbing for Sentiment Analysis and Stacked 

Autoencoders.  
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 5     STOCK PREDICTION IN A MOROCCAN CONTEXT 

  In an effort to apply what I have learned by going through the research part of 

this capstone, I based this example on Nouroz Rahman’s model [9]. However, I used a 

Moroccan data set I prepared for BMCE shares dating back 3 years in order to do the 

predictions.  

  Originally, the data set obtained from the Casablanca-bourse website looked 

like the following: 

 

Figure 14: Original BMCE BANK Dataset [6] 

 

  After formatting, cleaning and converting the data set into a .csv format. Our 

original dataset now looks like the following: 
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Figure 15: BMCE BANK, Modified Data Set. 

 

  Usually, Stock traders focus on 2 indicators to make predictions [9]: 

§ OHLC (average of Open, High, Low and Closing Prices) 

§ HLC (average of High, Low and Closing Prices)  
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For this example, OHLC average has been used as shown in the following 

graph: 

 

Figure 16: BMCE BANK, OHLC Average Graph 

In addition, the BMCE BANK modified data set has been pre-processed as 

such:  

- The data set is converted into OHLC average (see graph below) 

è The data set has now only one column data.   

- The data set is then converted into two column time series data. 

è 1st column represents the stock price of time t,  

è The second column represents the stock price of time t+1.  

- All values are then normalized between 1 and 0. 
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- The data set is split into training and testing data with respective percentages of 

75% and 25% as shown in the code below: 

 

Figure 17: Code Snippet, Training & Testing Data [9]. 

Now that the dataset is ready, let us take a look at Nouroz Rahman’s model. 

This model uses 2 sequential LSTM layers stacked together using Keras deep learning 

library. As for the final layer, it uses linear regression due to the nature of the task. 

After making some modifications to the code, mainly for the data pre-

processing function, and trying out different optimizers (RMSProp, AdaGrad, Adam), 

I have decided to use the Adam optimizer due to its capacity of reaching good results 

faster than the 2 previously cited optimizers. The obtained results are shown in the 

Figures below:  

 

Figure 18: Results Graph. 
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Figure 19: Training for 10 Epochs. 

 

  As shown above, the model trains for 10 epochs before making predictions, 

here loss refers to the root mean squared error. Thus we can see that the training RMSE (root 

mean squared error) is equal to 2.04 and the test RMSE is valued at 2.40 which in 

comparison with other models consulted is neither optimal nor unsatisfactory. The last day 

value is around 189 and the next day predicted value is around 190 which is close to 189.278 

the real value obtained from the Casablanca-bourse website. 
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6 CONCLUSION & FUTURE WORKS 

 After going through this capstone project it is evident that using LSTM networks in 

combination with stacked autoencoder and sentiment analysis yields results satisfactory 

enough to use in live trading. Future works for this project will include and require a more in 

depth research in an effort to adapt the best result yielding model, the hybrid model to the 

Moroccan market. One main issue we might encounter in this case would be the sheer volume 

of available data which is not nearly enough for an optimal and profitable deep learning model. 

This could be solved by applying some data augmentation techniques to the already existing 

data sets in orders to grow it in size and make it viable for a deep learning project.  
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Appendix A – Single LSTM model code snippets 

 Building the model: 

 

 



30 
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 Running the model: 

 

 


