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ABSTRACT 

What if a program manages to generate different problems, which to a human, would look 

completely different in style and nature?  As far as this human is concerned, the problems 

could have been generated by different people or taken from different textbooks.  This is the 

real challenge of problem generation, and this is exactly what this project attempts to 

undertake. 

 

This report documents and marks the completion of the problem generator for discrete 

mathematics.  The different approaches attempts to break through the limits of all existing 

problem generators today, which often rely on a age collection of template problems and tend 

to only generate the numerical values.  This project attempts to undertake the problem of 

problem generation using context free grammars, relational databases, and the power of the 

Python programming language.
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1 INTRODUCTION 

Wouldn’t it be nice for a discrete mathematics student to be able to generate as many practice 

problems as he or she wishes in order to improve his/her problem-solving skills?  It certainly 

beats looking through boring old textbooks!  Especially if the student had the choice of 

choosing the topics of the questions and the number of questions he or she needed to get just 

enough practice.  Or maybe for a professor who one day, ran out of time to create a quiz for 

his or her class and needed a quick solution.  Whatever the circumstance, problem generators 

have always been a vital part of many real life applications in the modern age. 

 

Problem generators are indeed abundant today.  However, the intelligence they use are 

extremely limited – limited to the extent that all that changes from problem to problem 

generated by the same program, is just the numbers.  This project aims to shift the gears of 

problem generation to a whole new level – a level past the use of templates that could repeat 

themselves over and over by a standard online generator today. 

 

What if a program manages to generate different problems, which to a human, would look 

completely different in style and nature?  As far as this human is concerned, the problems 

could have been generated by different people or taken from different textbooks.  This is the 

real challenge of problem generation, and this is exactly what this project attempts to 

undertake, or partly undertake at the very least. 

 

This project has broken many barriers in conventional problem generation approaches, and 

used a wide variety of tools, in order to not only experiment with different approaches, but to 

also develop a slightly more complex framework that may aid in the generation of more 

diverse problems by giving a computer program enough information to be able to generate a 

natural language with good syntax and semantics. 
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2 BACKGROUND ON PROBLEM TYPES TARGETED 

First and foremost, for the sake of completing this project in such a short timeframe, the 

generator needs to tackle a specific set of problems only.  It is absolutely inconceivable to 

tackle random problem types from different areas of study, or to try and tackle a large number 

of problem types which may have or not have any similarities between one another.  At the 

beginning of this project, it was already agreed upon to generate problems specifically for 

permutation and combination problems in the field of discrete mathematics.  There was no 

questioning why these problem types were chosen at the beginning of the project.  After 

consulting some sample problems from online resources and university textbooks, it was 

rather clear that these types of problems have a lot of similarities, and are rather simple in 

their structural composition.  After some extensive research however, it was apparent that 

there were many problem generators, or pseudo-generators as they should be called because 

they just reuse template problems, but none of which targeted these exact same problem types.  

For example, a research project over at Microsoft [11] described that it was developing a 

similar project, but it targeted the generation of mathematical problems which can be invoked 

using algebraic proofs.  The researchers who have worked on this project have apparently 

designed an algorithm using F# and XML which generates algebraic problems similar to a 

given problem given its equation (mostly solving for a variable), its lemma and algebraic 

proof(s) [11].  This research reinforced this project’s choice of using permutation and 

combination problems as the targeted problem types. 

 

Combinatorics can be classified into 12 different sets of problems, which we call the 12-fold 

problem set, [5].  The 12-fold problem set is depicted in Figure 2.1, reused from [1], p. 16.  

Even within this 12-fold way subset of problem types, another subset of problems was chosen 

for two main reasons.  Firstly, the twelve problem types slightly differ in nature from one 

another, and some vary very much from the rest.  These differences lay mainly in the ways the 

problems are solved, and the ways they are constructed both in the logical sense and in the 

textual format of the problem – hence the generation of all problem types with one program 

would prove to be a daunting task.  Which introduces the second reason, it being extremely 

difficult to write a generator that looks for all the similarities and caters for all the differences 

in the extremely limited timeframe constraining this project.  This lead to the qualification of 
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only five different problem types – four being very similar in nature only with minor 

differences, while the fifth having a slight twist to it. 

 

Objects on which combinatorics are being performed can be distinguishable (D) or 

indistinguishable (I).  They can also exhibit unrestricted repetition, no repetition, or limited 

repetition.  The problem types circled in green are the problem types that were chosen. 

Figure 2.1 12-Fold Way Problem Set 

 

As a simple starting point, a subset of the most basic five of the twelve problems in 

combinatorics was selected – two combination problems and three permutation problems.  

These problems are classified using three criteria: whether order matters or not, whether 

repetition is allowed or not, and whether there is a constraint on the number of repetitions 

allowed when selecting an object, as fully explained in [1], p. 12. 

 

For the combination problems, the order of the selection of items doesn’t matter.  Therefore 

the string ‘ROV’ can be considered the same as ‘VOR’.  In other words, it doesn’t matter if 

we choose V to be the first or the last element.  The difference in the two types of 
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combination problems targeted is whether the repetition of a certain element is allowed or not.  

For the combination problem type in which repetition is allowed, the solution is in the form of 

(     ) 

  (   ) 
 or (     

 
) 

and for the combination problem type where repetition is not allowed, the solution is in the 

form of  

  

  (   ) 
 or ( 

 
) 

where   is the number of identical selected elements from   distinct elements, if one was 

choosing identical candies from distinguishable bags for example.  In combinations, it 

wouldn’t matter in which order the candies are chosen since they are identical. 

 

For the three permutation problem types however, the order of the selection of items does 

matter.  Therefore the string ‘ROV’ cannot be considered the same as ‘VOR’.  It makes a 

difference if V is chosen to be at the beginning of the string as opposed to at the end.  The first 

type of permutation problem that will need to be generated is the one where repetition is 

allowed but the number of repetitions is constrained – having the solution formula of  

  

(  ) (  ) (  )   
 or    (   ) 

where   is the total number of items, while    being the number of repetitions of item 1,    

being the number of repetitions of item 2, and so on.  The sum (  )  (  )  (  )     

should equal  .  An example of this problem would be to find the number of ways one could 

rearrange the letters in word ‘hello’ to make a five-letter word.  The answer would be 

  

(  ) (  ) (  ) (  ) 
  

  

( ) ( ) ( ) ( ) 
 

 

The second permutation type problem is one where repetition is allowed, but the number of 

repetitions is unconstrained.  The solution formula for this type of problem is 
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The last permutation type problem is one where repetition is not allowed, resulting in the 

formula 

  

(   ) 
 

 where the assumption being made is that   distinct objects are being chosen from   distinct 

objects without any   being chosen more than once. 

 

These problems are all similar, and differ only in one criterion or another.  This implies that, 

as far as implementation goes, there will be overlaps and potential code re-usage in certain 

places.  Another bonus with the selection of these combinatorics problems is the fact that they 

are often simple in asking and solving.  Permutation and combination questions do follow a 

similar format more or less, textually and logically.  For example, we can have two 

combination problems that are the exact same, but one ends with the phrase ‘…assuming that 

no item can be selected more than once’, while the second ends with the phrase ‘…assuming 

that an item may be selected more than once’.  This property proved to be helpful in both the 

template approach and the context free grammar approach, as many keywords and key 

phrases can not only be used to give a generic problem direction and meaning, but to also 

mark the great similarities to take into account when generating the problems.  However, there 

are some key differences that should be addressed before moving on, as they will pose as 

obstacles later in the project. 

 

2.1 NATURAL DIFFERENCES BETWEEN THE CHOSEN PROBLEM TYPES 

It is vital to understand any fundamental differences in the way these different problem types 

are approached and solved for generation purposes.  To elaborate further, let’s contrast the 

permutation with restricted repetition (PRR) problem type with the other four problem types 

selected.  Through what was shown previously, one can conclude that the nature of the 

formulae of the PRR problem type is different from the rest.  The other four problem types 

have static formulae.  In other words, their formulae don’t change.  There are always two 

variables at play.  In the PRR problem type however, the number of variables cannot be 

known until after the problem has been generated, whereas for the other problem types, it 

would be completely fine to simply load the formulae before the actual problem generation 
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phase itself.  For example, revisit the following sample problem: find the number of ways one 

could rearrange the letters in word ‘hello’ to make a five-letter word.  In this problem, the 

word ‘hello’ itself is to be generated or picked for a list of random words.  What if our 

program chooses another word such as ‘computer’?  One can already notice the change in the 

total number of letters in each word, and the different number of repetitions that each letter 

brings with it.  This means that the formula for a PRR problem type with the word ‘hello’ 

would look very different from that of a problem with the word ‘computer’.  Moreover, the 

numerical values of the variables in each formula would probably be generated randomly 

during runtime for all the other four problem types.  For the PRR problem type however, the 

variable values themselves can only be calculated, not generated randomly, based on the word 

or the subject of the problem at hand.  For example, for the word ‘hello’,   would have a 

value of 5, whereas for the word ‘computer’,   would have a value of 8.  The PRR problem 

type therefore not only restricts the generation of the numerical values, but also has a 

systematically changing formula that completely depends on the problem itself. 

 

The remaining four problem types are similar enough to each other in the sense that they all 

have formulae that do not change from one problem to another, and the numerical values for 

the variables can be generated during runtime without any issues as they do not depend on the 

problem type itself.  There is one exception however, and that would arise from the 

permutation with no repetition (PNR) problem type.  The PNR problem type has a simple 

formula, just like the other three problem types similar to it, but with one significant twist.  

The PNR problem type has a formula which is accompanied by a fundamental rule.  This rule 

says that in the PNR problem type’s formula, mentioned earlier,   is at all times strictly bigger 

than  , (   ).  This rule ultimately forces the generator to check if the generated numerical 

values of the variables at play correctly conform to this rule. 

 

These two important differences conclude the standalone deviations that the generator needs 

to take into account when generating the selected problem types.  Catering for the latter is not 

an issue at all and could scaled down to a simple conditional statement, whereas to cater for 

the former would probably mean that a separate, small subprogram will need to be written and 

incorporated to our main code to handle the issue. 
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3 THE FIRST ATTEMPT – THE TEMPLATE APPROACH 

Given the requirements for the generator to be able to generate problems that widely vary in 

topic, textual structure, and problem type, the very first approach that would come to mind 

would the a template approach.  This approach is rather self-explanatory.  All that would be 

needed are a large number of template problems, taken from multiple online sources or 

discrete mathematics textbooks, and write a program which randomly picks out a template 

problem and makes minor changes to it at best.  Of course, this was the approach that first 

came to mind while designing a solution for this project.  These types of generators are widely 

abundant today however, and their implementation require no hardcore computer science 

skills.  All the generator would have to do is to pick out a problem out of a selection of 

problems, and change the numerical values at most.  Indeed, students of all backgrounds can 

relate to such generators as they probably have come in touch with them online at some point 

during their education.  At Al Akhawayn University, some professors give out online quizzes 

which contain the same problems from one student’s version of the quiz to another, with the 

only notable difference being the numerical values.  This project had a go at the template 

approach, but in a slightly different manner, in order to increase the variety of certain words 

as well as numerical values. 

 

3.1 GENERAL OVERVIEW OF THE TEMPLATE APPROACH 

The template approach attempted by this project is extremely simple and straightforward.  It is 

the approach that has been used during the first half of the project’s timeframe before being 

abandoned.  Its simplicity does come with a downside however, a major one for that matter.  

The downside is the rather low upper limit of problem diversity.  When using templates, the 

relationship between the number of templates to the number of different problems generated is 

one-to-one or directly proportional, in terms of problem textual structure.  One could even 

conclude that the maximum number of different problems that could be generated equals the 

number of pre-built templates, if the generated numerical values and series of words were to 

be neglected from calculation. 

 

Therefore, the template approach attempted had to go beyond the generation of numerical 

values.  The generator needed to have access to a dictionary of words, or a vocabulary.  The 
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words in this vocabulary had to be linked or related in a way which would enable the 

generator to correctly place these words in the template problem for it to maintain its syntactic 

validity as well as correct semantics.  At this point, it was understood that the relations 

between the words in the vocabulary have to be implicitly or explicitly included within the 

vocabulary itself, as it would be extremely difficult to make the generator smart enough to be 

able to classify and relate any words you feed it automatically and correctly.  Although this 

latter approach was somewhat attempted using the Natural Language Toolkit (NLTK), in [12].  

The NLTK is natural language processing library developed in the Python programming 

language.  The NLTK is extensive enough to be able to tell the different types of nouns apart 

from each other in a sentence.  By trial and error, it’s correctness is around 95%, as it would 

sometimes make slight errors when classifying a word that can be put in more than one 

category – for example the word ‘light’ can be classified as a noun in the sentence ‘the light is 

dim’, and also be classified as an adjective in the sentence ‘the bag is very light’.  Simple 

example such as the one provided may not trick the NLTK all the time, but more complex 

situations certainly do.  Therefore, the semantics must come from the vocabulary, while the 

syntax must come from the templates. 

 

3.1.1 THE CONCEPT 

The overall concept is as follows in Figure 3.1.1.1. 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.1.1.1  Overall Concept of the Template Approach 
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The concept does make use of some assumptions however.  The first assumption is that the 

template will be selected at random.  This was implemented by having each template stored in 

a .txt file, giving the generator the ease of randomly choosing a file within a directory.  The 

next assumption is that there will be many topics from which the words (nouns to be more 

exact) can be chosen.  Unless the user specifies which topic they want to generate problem 

from, the generator will randomly choose a topic.  Again, each topic is represented by a text 

file, with each file having the vocabulary for that specific topic.  The third assumption was 

that this system would work for all five problem types except that of PRR.  For the latter 

problem type, a sub-program or sub-generator would need to be developed separately for 

reasons discussed earlier.  The fourth and last assumption would be that there would be 

placeholder nouns in the template, such as ‘@sobjects@’ which would indicate that this was 

just a placeholder to be replaced by a chosen plural noun from the vocabulary subset selected.  

The final product should therefore not only be syntactically correct, but also semantically 

because the generator isn’t worried with any other words in the problem except for exactly 

three nouns and the two numerical values. 

 

3.1.2 THE LAYOUT 

In this section, the layout of the generator will be described in detail to convey a complete 

understanding of the template approach.  Firstly, we will visit the tools or technologies used in 

the implementation of the template approach. 

 

The generator was completely implemented using the Python programming language, under 

the Integrated Development Environment (IDE) called PyCharm, on a Windows operating 

system.  The structure of the generator is clearly depicted in Figure 3.1.2.1. 

 

Figure 3.1.2.1  Structure of the Generator Program 
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Firstly, there is an ‘InfoBase’.  This is the name of a folder, in which exist many text files.  

Each text file holds words that go together in a certain theme.  For example, a file called 

‘Military.txt’ may have lines of text similar to those shown in Figure 3.1.2.2. 

 

 

 

 

Figure 3.1.2.2  Sample InfoBase File: ‘Military.txt’ 

 

When generating a problem, the generator selects a theme file randomly from the InfoBase 

and then chooses a line randomly from within that chosen file.  For example, in Figure 

3.1.2.2, the program can choose between lines 1, 2, or 3.  The chosen line holds the nouns that 

will be used to construct the problem and give it some storyline, theme, or background.  

Notice that the words in each line are written in an orderly fashion.  Soldiers go inside posts, 

and posts go inside an army base; helicopters go inside hangars, and hangars are inside an 

army base; peacekeepers go inside posts, and posts are in the DMZ.  The ordering of these 

words is crucial to the templates being used.  This ordering system, based on containment (the 

first word contains the second, and the second contains the third), is exactly the implicit 

information that is needed for the generator to maintain semantic correctness when generating 

the problem.  This way, the program will not generate a sentence that says ‘how many army 

bases go into the posts?’, but is rather enforced to say something more correct, such as ‘how 

many posts can the army base have?’ to maintain semantic validity.  Note how this method or 

relating nouns can only relate nouns based on containment and maybe ownership (not 

always), for example ‘the army base has   posts and each post has   soldiers’.  Other types of 

relationships cannot be deduced simply from this ordering method, for example ‘the Boeing 

AH-64 Apache is a helicopter’, among many other relationships. 

 

Alongside the InfoBase, there exists another directory which holds the templates.  A template 

is basically a text file which has a problem already written down.  Words and numerical 

values from this problem are tagged with different ASCII characters to mark them as 

replaceable.  It is then up to the generator to replace each placeholder with the appropriate 

1. Army base, posts, soldiers 
2. Army base, hangars, helicopters 
3. DMZ, posts, peacekeepers 
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noun gathered from the InfoBase.  Figure 3.1.2.3 shows an example template before and after 

it is processed. 

Final output by generator after applying the vocab[‘army base’, ‘hangars’, ‘helicopters’] and 

the random values 10, 42, and 2, for X, Y, and Z respectively. 

 

Figure 3.1.2.3  Sample Problem Template: Before and After 

 

The final output appears to be a great combinatorics problem, doesn’t it? Well, the reader can 

deduce that the problem is a combination type problem because since the helicopters are 

identical, their order of placement doesn’t really matter.  The reader can also deduce that in 

this problem, repetition is not allowed because it clearly states in the last sentence that a 

helicopter cannot be assigned to or parked in multiple hangars at once, obviously.  From this 

point onward, all the reader has to do is to use the right formula and plug in the numbers.  

This achieved result might be a little confusing because, frankly, it’s a little difficult for a 

simple combinatorics problem since we are incorporating the Z variable as well, making the 

reader think twice about the solution.  However, this cloud of uncertainty comes from the 

quality of the template itself.  If the template is great and precise, so will the final result.  

Otherwise, the final result will not be of great quality.  To recap, and make everything 

discussed in this section concrete, the next section will demonstrate more precisely the 

process using the pseudo-code of the algorithm that has been used to achieve this result. 

 

3.1.3 THE GENERAL ALGORITHM 

The !pobject! has #X @sobjects@ and #Y identical $tobjects$, in how many ways can the 
$tobjects$ go into the @sobjects@ if each @sobject@ can only hold #Z $tobjects$ and if 
a $tobjects$ cannot be assigned to multiple @sobject@? 

The army base has 10 hangars and 42 identical helicopters, in how many ways can the 
helicopters go into the hangars if each hangar can only hold 2 helicopters and if a 
helicopter cannot be assigned to multiple hangars? 
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The algorithm that has been developed to produce a problem such as the one previously 

showcased is extremely simple.  It basically does what was seen previously in Figure 3.1.1.1.  

This time however, the pseudo-code algorithm will be conveying the process a lot more 

concretely.  Figure 3.1.3.1 illustrates the algorithm for the generator using template approach 

clearly and concisely. 

 

Figure 3.1.3.1  Algorithm for the Template Approach 

 

 

3.2 ANALYSIS OF THE TEMPLATE APPROACH 

This section will briefly analyze the template approach by discussing its capabilities and 

efficiency, the pros and cons of this approach, and why it was abandoned then replaced by a 

different approach halfway through the project’s lifetime.  For the discussions to be built on 

concrete arguments, Figure 3.2.1 shows an example output file of 10 generated problems. 

Ask the user for the type(s) of problems to be generated: IDs 1-5; store as PType. 

Ask the user for the number of problems to be generated; store as x. 

Dispatch(PType, x) { 

 Loop x times { 

  Randomly select a type from PType; store as Chosen. 

  Load template that corresponds to Chosen; store as MyTemp. 

  Randomly select a theme from InfoBase; store as MyTheme. 

  Tokenize MyTheme with delimiter. 

  Replace tagged words in MyTemp with tokens from MyTheme; store as MyProb. 

  Print MyProb. 

  Print metadata of MyProb as well. //Optional – includes solution etc. 

 } 

} 

End. 
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Figure 3.2.1 Sample Final Output File 

 

3.2.1 CAPABILITY & EFFICIENCY 

In all fairness, the template approach had not reached a mature development phase to be able 

to dismiss its capabilities and efficiency.  The approach was abandoned at a premature status.  

By the time it was abandoned, the generator using this approach could generate problems 

using a minimal number of templates.  There were exactly five templates at the time of 

abandonment, one for every problem type.  Thus, the results were not that impressive, since 

the same textual structure repeated over and over for every problem type.  It was rather boring 

to generate a hundred problems of the type PNR, and have the problem output a hundred 

problems that were exactly the same in structure, and only different in three nouns and three 

variables at best. 

 

Again, the capability of the template approach is heavily dependent on the number of 

templates at the generator’s disposal.  Since, at the time of abandonment, the generator had a 

minimal number of templates, the results were dull.  If it were to have thousands of different 

templates, already the output would be phenomenal.  However, as mentioned much earlier, 

there would be no true computer science to this approach – it’s a simple retrieval and 
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swapping of words.  Another way of improving the capabilities of the template approach 

would have been to apply the same reasoning that was applied to the nouns, onto other words 

in the sentences, such as verbs.  Of course, this would mean that the InfoBase would be a lot 

more extensive, and each text file within the InfoBase would probably become much more 

complex – so complex that it could reach a lack of practical usability. 

 

Although the capabilities of the template-approach cannot be praised or dismissed at the 

approach’s premature level, the efficiency can be measured to a certain degree.  The algorithm 

for the template approach is fast.  It could generate hundreds of problems in under a second.  

This is partly due to everything being on disk, and partly due to Python’s extensive and 

efficient string manipulation functionalities.  The algorithm itself is not only performant, but 

also efficient in the sense that it always delivers a robust problem.  However, this positive 

characteristic can be attributed to the use of templates, and not the actual generator program 

itself. 

 

Overall, the template approach was efficient, and its capabilities had huge potential.  

However, this potential lied solely on the templates and on the user constructing the 

templates. 

 

3.2.2 PROS & CONS 

The advantages and disadvantages of the template approach can be deduced from all previous 

discussions on the approach itself.  Figure 3.2.2.1 lists the definitive list of advantages and 

disadvantages of the template approach.  Note that the third advantage also happens to be the 

third disadvantage.  This is due to the idea that, if one is willing to spend a lot of time and 

effort in writing high quality templates, then the generator will always produce solid results.  

On the other hand, having a person spending much time and effort writing hundreds or 

thousands of templates maybe hints that the generator isn’t doing as much work on its own as 

it should – in this case, why bother developing such a generator? 
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Figure 3.2.2.1  Pros & Cons of the Template Approach 

 

 

3.2.3 WHY THE TEMPLATE APPROACH WAS ABANDONED 

The previous figure is enough to answer this question.  Clearly the negatives outweigh the 

positives, and by far.  The goal of this project was to develop a generator which could 

generate problems that look different enough in structure and in nature so that the user 

wouldn’t be able to guess if they were generated by a program or a human.  The template 

approach didn’t help with achieving this goal.  It was clear, during the time of abandonment, 

that if this project kept using the template approach, chances of reaching the goal would be 

very slim to none in the timeframe given.  Apart from this approach lacking in the application 

of any true computer science skills, the vocabulary text files would simply become a 

nightmare to handle and to work with if they were to incorporate verbs, relationships, 

pronouns, and so on.  In conclusion, it would be extremely tedious for a generator to be 

expected to read text files, parse them, and use them for good output.  There should be no 

parsing at the level of generation.  These were the main reasons as to why this approach was 

abandoned. 

 

 

1. Easy, clear, and simple to 
implement. 

2. High algorithm performance. 

3. Output quality highly dependent on 
the fabricated templates. 

1. Extremely constrained by number 
of templates. 

2. InfoBase .txt files can be 
increasingly complex if generation of 
other words such as verbs is to be 
added. 

3. Output quality highly dependent on 
the fabricated templates. 

4. Due to the last point, the template 
approach lacks in application of 
computer science skills. 
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3.3 GOING BEYOND: THE META-TEMPLATE APPROACH 

Up until time of abandonment, the generator has been implemented using one, basic, standard 

layer of templates.  To put it more precisely, each problem type only has a set of templates it 

reuses, hence the repetition in problem style in the results showcased previously.  One of the 

approaches that may remedy this phenomenon is the use of a meta-template.   

 

What is meant by a meta-template is a template that defines, manages, and uses other 

templates for the generation of a problem.  This procedure may require the use of multiple 

layers of templates and meta-templates to achieve an acceptable result.  What is being 

proposed here is a hierarchy of templates, which break down the process of generating a 

problem into sub-processes, each concentrating on one part of the problem. 

 

3.3.1 THE CONCEPT 

A higher up template may define the correct syntax of a sentence for instance, and provide 

different sentences or syntax that are equivalent to that initial sentence – thus providing 

multiple ways of saying one thing; whereas templates that are lower in the hierarchy may be 

more specific in selecting certain words that will correctly fit into the sentences generated by 

the top meta-templates.  This concept will theoretically raise the problem diversity pool by an 

exponential amount. 

 

This approach will surely use some language description methodology, as the meta-templates 

will inevitably have to define the structures of certain constructs in the English language in 

order to be able to generate correct sentences and phrases.  In this sense, it could somewhat be 

similar to the second approach, which will be explained shortly.  This approach is surely 

vague at this point, and precise design cannot be given at this stage as it is still under 

construction, but there are some things that can be concluded for sure.  Figure 3.3.1.1 

demonstrates how a meta-template setup would look like.  The sample template being used is 

the same template that was used as an example in previous sections.  The basic idea is to have 

a main template, which tends to hold all the little pieces of the sentences, and hence problem, 

together.  In Figure 3.3.1.1, the template problem has a sentence in the form of a question, 

which is placed between a set of two pairs of curly brackets.  This indicates that whatever is 

inside the curly brackets, namely the question in this case, can in turn have many different 
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ways that it can be written in.  Therefore, each unique way of asking the same question can be 

represented as a standalone template.  This way, one can notice that the templates begin to 

form a hierarchy of templates, with the templates that hold everything together near the top, 

while the templates or mini-templates that only provide multiple templates for smaller parts of 

the problem are somewhere near the bottom. 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.3.1.1  How a Meta-Template Approach Would Appear 

 

 

3.3.2 WHY THE META-TEMPLATE APPROACH WASN’T ATTEMPTED 

The meta-template approach, or the multi-layered template approach as it can also be called, 

has advantages and disadvantages that could certainly be seen at this point early on in the 

design stage. 

 

Firstly, the meta-template approach clearly inherits some of the disadvantages of the 

previously discussed template approach.  Just like the template approach, the possible number 

of outcomes for each construct of the problem depends solely on the template.  For example, 

… {{ in how many ways can the $tobjects$ go into the 
@sobjects@ if each @sobject@ can only hold #Z $tobjects$ }} … 
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if the generator has one hundred templates at its disposal for the question sentence, then it can 

only ask the same question in one hundred different ways – hence depending greatly on the 

number of templates there are. 

 

Secondly, this solution does not address the text files in the InfoBase folder at all.  These text 

files will still grow in complexity as generation of different verbs and other word types begins 

to be incorporated to the program – which leads us to the third and most important 

disadvantage inherited from the template approach, which is the problem of parsing input. 

 

At the generation level, a program shouldn’t really be doing any parsing.  However, even with 

the meta-template approach, the problem of parsing the InfoBase text files is inevitable.  

Albeit the meta-template approach promising to deliver more capabilities and more 

impressive results due to the fact that every little part of a problem can in turn be generated 

from a sub-template, there are enough disadvantages to rule out this approach and turn to a 

new completely different approach altogether. 

 

It should also be briefly noted that a meta-template approach can be thought of as file system 

representation of a context-free grammar, which would be the second and final approach to 

implementing the generator. 

 

 

 

4 A NEW DIRECTION – THE CONTEXT FREE 

GRAMMAR APPROACH 

A Context Free Grammar (CFG) is a rather simple concept, but its usage may prove to be a 

great challenge, especially in representing a natural language like English.  The main idea 

behind CFGs is the creation of grammar rules or productions that describe the syntactic 

validity and composition of the language that is to be generated. 
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4.1 BACKGROUND ON CFG 

  A simple example of a CFG is demonstrated in Figure 4.1.1.  This example of a CFG has 

exactly two productions (the first line being the first production and second line being the 

second production) and governs how a valid language should look like.  For example, S 

(called the starting symbol in this case) 

 

 

 

Figure 4.1.1 Sample CFG 

 

can break down to ‘a[S]b’, where the S inside the square brackets can also be expanded to 

‘a[S]b’, resulting in ‘aa[S]bb’.  S can be expanded into ‘a[S]b’ an infinite number of times, 

resulting in strings in the form of   ( ) [ ]( )  , where    .  Eventually, the S may finally 

expand to X, which in turn expands to ‘bb’ or ‘Xa’.  In the case where it does expand to ‘Xa’, 

it could then expand further to ‘bba’ or ‘Xaa’, yielding a similar language formula as the one 

for S’s expansion – which is  (( ) ), where    .  With this information in mind.  A 

potential language that could be generated from the grammar described in this example would 

be ‘aabbbb’.  First, S is expanded into ‘a[S]b’, then the S is expanded into another ‘a[S]b’.  

This yields ‘aa[S]bb’.  The S is then expanded into an X.  This yields ‘aa[X]bb’.  The X can 

then be expanded to ‘bb’, which results in ‘aabbbb’.  The steps performed to get to the final 

result in this example is a demonstration of what is called top-down approach, as in [2], in 

which the derivation starts at the head of non-terminals (S and X in this example) which is S, 

and derived its way down to the last terminal ‘bb’.  The bottom-up approach is similar, and as 

its name implies, works its way exactly in the opposite direction of that of the top-down 

approach.  Other possible strings that could be created using this approach are ‘abbb’, and 

‘aaabbbbb’.  The set of all strings that could be generated using the grammar devised is what 

we call the language of the grammar. 

 

The top-down/bottom-up derivation methods are basically methods with which a certain 

language can be checked for syntactic correctness, as well as their use for the actual 

generation of a language, [3].  The top-down approach is more suitable for language 

generation, while the bottom-up approach is more suitable for checking the validity of a 
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language – a method used in compilers to check the correctness of code written by a 

programmer, where the lines of code are the non-terminals, therefore the parser needs to work 

backwards to the starting symbol, and if an error occurs and the bottom-up derivation is 

incomplete, the programmer is notified that he or she had made an error in the code. 

 

The very same concept applies to the problems that are to be generated by this generator.  The 

problems could be thought of as a language.  In fact, these problems are already in the English 

language.  This means that our program shouldn’t be creating a new language, but rather 

develop and follow a set of grammar rules that will result in it recreating this English 

language.  Is there a problem with this?  Yes, definitely.  Creating a grammar for the English 

language is impossible in the scope and timeframe of this project, and practically impossible 

for any scope or any timeframe.  There are too many rules and a seemingly infinite number of 

terminals that could be used in almost every instance.  Also, there could be uncertainties in 

which a certain derivation generates different parse trees for the same statement. This is why 

CFGs are not used to model the entirety of a natural language, like English.  Above all this, 

semantics need to be put in place to make sure that every sentence makes sense to the reader.   

 

However, the generator doesn’t need to develop and follow a grammar that is of unmeasurable 

magnitude such as that of the English language.  It only needs enough to create basic 

sentences that could flow smoothly together in order to develop an understandable problem.  

In essence, this simply means that the grammar is being shrunk down to a miniature subset of 

English grammar which can, to some degree, be well efficiently – given the semantic and 

syntactic similarities between such problems. 

 

4.1.1 MODELLING ENGLISH – AN NP-COMPLETE PROBLEM! 

Already, during the design phase of this approach, the project faced a giant issue.  It was 

discovered, realized and fully understood that the task of generating random English text with 

that is both syntactically and semantically valid, purely from a CFG, would be an NP-

complete problem, and here is why. 

 

Imagine building an English sentence from scratch, word by word.  Assume that the length of 

the sentence can vary from a few up to 30 words, and assume that you have access to a 
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dictionary with all the words in the English language, as well as how they are used  You will 

need to first pick a subject, or a word to start your sentence.  For simplicity, assume that this 

first word is picked randomly.  Let this word be ‘I’.  Next, you may need to look for a verb.  

The number of verbs that can go after I is practically uncountable, especially if the sentence 

being generated is to be part of a prose, a poem, or some sort of figurative speech.    Assume 

you have chosen a verb at random.  Now it is time for the third word, which can be a noun, an 

adjective, or an adverb, among many other choices.  Now, you are restricted to selecting a 

word that makes sense once it is placed after the second.  From this point on, the permutations 

of possible sentences you could create are just too many to calculate.  In fact, you wouldn’t 

know what works until you try all possible combinations, until you get a result you’re 

satisfied with.  It is important to note that it would be possible to generate random English text 

that is only syntactically correct in polynomial time.  The semantics is where the generator 

would have to go back and try all different possibilities until the text makes complete sense.  

That is, the sentences flow smoothly and build meaning as the reader reads through them in 

order.  NP-complete problems are problems which we cannot find the answer in polynomial 

time using traditional computational methods.  The solution isn’t in the form of a formula, one 

would have to try all possible combinations to find the best solution.  The closest people have 

gotten to solving these problems are through heuristics, or approximate solutions.  For a small 

version of the problem, computers usually can compute a solution in polynomial time, but for 

a large version of the problem – computation can be so intensive that it is never completed in 

a reasonable amount of time.  Sometimes, looking for all possible combinations in a given 

problem can take thousands of years to accomplish with current computational power. 

 

To prove that a problem is NP-complete, the problem must be transformed into an already 

existing NP-complete problem, such as the Traveling Salesman Problem (TSP), as proven in 

[14].  The TSP is a problem in which a complete graph is provided (a graph where every node 

is connected to every other node), with weighted edges, and the goal is to find the shortest 

Hamiltonian cycle (visiting each node once and only once, then returning to the starting node 

without reusing an edge).  For small versions of TSP, a computer program can easily find the 

solution by testing all possible combinations.  For large versions of the problem, even 

computers are not able to solve the TSP in a reasonable amount of time, since the only known 

solution is to try every single combination. 
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The exact same applies to constructing an English sentence that would be most efficient for a 

given problem type.  One simply has to try all possible combinations to land on a sentence 

that could be the perfect fit for the problem being generated.  Another factor that has not been 

taken into account so far, which would make the problem of constructing the right sentence 

even harder, is a given sentence’s position within the problem.  Is it the first sentence in the 

problem?  Is it the second?  Maybe it’s the interrogative sentence?  Either way, this problem is 

an NP-complete problem as one can clearly see the same fundamentals in the nature of this 

problem in the TSP, except that in this case the first node isn’t supposed to be revisited at the 

end.  Figure 4.1.1.1 demonstrates, using its edges, the number of ways to go from a node to 

another, using only 12 words (nodes) from the English language.  Our problem differs from 

that of the TSP, such that any word can be revisited without restriction.  Think of all the 

possible sentences that could be made using only 12 words.  Now imagine, the English 

language has exactly 1,025,110 words as of today, as claimed in [9].  That means that the total 

number of combinations is incomprehensible to the computer.  Not only the CFG of a 

generator has to have all these 1m words in its grammar, but to also be able to generate all 

possible phrases, sentences, and problems with semantic sense – which automatically 

increases the CFG’s complexity to an impossible level.  The only way to build semantic sense, 

again, is to try all possible combinations.  One solution to this daunting problem is to shrink 

the problem at hand. 

 

 

 

 

 

 

 

 

Figure 4.1.1.1           A Complete Graph with 12 Nodes 
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4.1.2 SHRINKING THE NP-COMPLETE PROBLEM 

In order to be able to tackle an NP-complete problem, it would be very practical to work with 

only a subset of all possible combinations.  This project is concerned with combinatorics 

problems, and nothing else.  Therefore, it becomes a little more reassuring to know that out of 

the whole English vocabulary, the generator is only going to work with a very tiny subset.  

However, that’s not all. 

 

The dictionary that the generator will have access to has to explicitly tell the generator the 

valid word sequences for semantic purposes.   

 

With a CFG, a dictionary that clearly provides semantics along with the very limited 

vocabulary subset, and the generator program that puts everything together, the generator 

doesn’t have to unnecessarily try all sorts of combinations of words and backtrack every time 

a problem is encountered to make a phrase or a sentence that makes sense and builds upon the 

previous phrase or sentence.  Hence, the difficulty of this project is lessened exponentially, 

and to a certain degree becomes feasible. 

 

4.2 GENERAL OVERVIEW OF THE CFG APPROACH 

At this point in the project, everything else that had been discussed previously can be disposed 

of.  The CFG approach used in the development of this discrete mathematics problem 

generator (named DMPG) is multifaceted.  The vocabulary is stored and loaded by the 

generator from a relational database – which takes care of most of the semantics.  The syntax 

is taken care of by the CFG itself.  The Python program is what holds everything together and 

processes the CFG output into a polished product ready for publishing.  The next sections will 

serve to further elaborate on this general overview in detail. 

 

4.2.1 THE CONCEPT 

The concept of the CFG approach is composed of the systematic functionalities of the 

vocabulary, the grammar, and the program that processes both into great quality 

combinatorics problems.  During the conceptualization phase of this approach, the main idea 

was to separate syntax and semantics through two different modules, with one module taking 

care of the syntax and the other taking care of the semantics.  From the very early design 
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stages, it was implicitly understood that the syntax was to be treated by the CFG. CFGs are a 

great way of making sure that a phrase or a sentence is constructed correctly in regards to 

syntax.  Figure 4.2.1.1 provides a visualization of the latter statement, as similarly seen in [4]. 

 

 

 

 

 

 

Figure 4.2.1.1  Example of a Syntactically & Semantically Valid CFG 

 

Note that, through top-down derivation, as in [13], the following sentences can be created 

from the example CFG provided: ‘the man chased the dog’ and ‘the dog chased the man’.  

The CFG used to generate this language enforces good syntax.  Good syntax means that the 

each of the given words occupies its proper place within the sentence, [7].  Another way of 

representing a CFG is through a tree-like representation, just like the one depicted in Figure 

4.2.1.2. 

 

 

Figure 4.2.1.2  Tree Representations of the Sample Language 
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For a sentence to have good syntax, all that is required is for the nouns to occupy the positions 

of nouns, for the verbs to occupy the positions of verbs, and so on.  The example CFG 

provided in Figure 4.2.1.1 is a great example of a CFG that enforces good syntax for basic, 

English sentences.  Keep in mind that a natural language like English can have sentences with 

numerous structures, and to model all of these structures in a CFG can result in an immensely 

complex CFG.  The main problem that arises from this approach is from CFGs such as the 

one illustrated in Figures 4.2.1.3 and 4.2.1.4. 

 

 

 

 

 

Figure 4.2.1.3  Example of Syntactically Valid CFG, but not Semantically Valid 

 

 

 

Figure 4.2.1.4  Examples of Valid Semantics & Invalid Semantics with Good 

Syntax 
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Both sentences, ‘the girl caught the frisbee’ and ‘the frisbee caught the girl’ are syntactically 

valid.  Every word is in its correct place within the sentence.  One can also say that both 

sentences are grammatically correct.  The issue with the second sentence is in its lack of 

semantics.  It doesn’t make sense from a human understanding point of view, and that is what 

semantics are concerned with.  It is possible, for purposes of this project, to explain semantics 

using a simple definition: the measure of which the constructs of a sentence work together to 

convey information that is both meaningful and understandable by a human reader.  In this 

case, no human being would understand a frisbee catching a girl means.  It is good syntax, but 

false semantics.  It is possible to develop a CFG that will always ensure that the word ‘frisbee’ 

will always be the second noun, and similarly the word ‘girl’ will always be the first noun, as 

shown in Figure 4.2.1.5.  Top down derivations of this CFG will always yield ‘the girl caught 

the frisbee’. 

 

 

 

 

 

 

Figure 4.2.1.5  Enforcing Semantics 

 

Enforcing semantics may be a good solution for tiny CFGs, but is certainly impossible for the 

whole of the English language, or the small subset of English that will be used for this project 

for that matter.  Attempting to do so, would result in the same NP-completeness issue 

discussed earlier as the CFG will need to take into account all the combinations of possible 

semantic relationships between all the different words in the English language, which is again, 

practically impossible. 

 

At this point in the conceptualization phase, it was apparent that the relationship between 

words like ‘girl’, ‘frisbee’, and ‘caught’, must be explicitly taken care of through a different 
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approach, a data structure independent of the CFG itself.  The solution was the use of a 

relational database. 

Instead of incorporating English words in the CFG itself, they were to be stored in a relational 

database.  All the CFG had to do at this point was to put a placeholder in the place of a noun 

or a verb.  Of course, each placeholder is to be unique so that the program would know what 

to replace and with what to replace it with.  The words, which are part of a vocabulary, are 

loaded from a database based on the user’s topic of choice.  The words are related to one 

another through the use of relational databases.  Figure 4.2.1.6 depicts what a couple of 

relationships explicitly defined in the database would look like.  The ‘Topic’ column can be 

ignored for now. 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.2.1.6  Word Relations Defined in Relational Database 

 

Assuming that the DMPG is using the sample grammar shown in Figure 4.2.1.7, the generated 

language would always be ‘the noun1 verb noun2’. 

 

 

 

 

 

 

Figure 4.2.1.7  Sample CFG which Uses Placeholders 
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The DMPG would then take this “frame” (just a word that was given to the 

phrases/sentences/problems when they were still only composed of placeholder), and replace 

the words ‘noun1’, ‘verb’, and ‘noun2’ with words retrieved from the database in a valid 

sequence, which are ‘Noun1ID’, ‘VerbID’, and ‘Noun2ID’ respectively.  Using the example 

database illustrated in Figure 4.2.1.6, and the CFG in Figure 4.2.1.7, the language yielded 

would have two possible sentences: ‘the boy plays soccer’, and ‘the girl dances salsa’.  This 

way, it is completely unnecessary to have the terminals in the CFG be all the actual words in 

the subset of English that is being used, not to have all the possible relations between the 

different nouns and verbs inscribed within the CFG itself – curing the NP-completeness issue.  

This concept was the foundation of the CFG approach.  A more in-depth explanation on the 

DMPG and its setup is as follows. 

 

4.2.2 THE FRAMEWORK 

The DMPG was developed using the Python 3.4 programming language on a Python micro-

framework called Flask.  Flask is similar to the famous Django framework, but is bundled 

with just enough utilities to have a server up and running.  Flask is based on Werkzeug and 

Jinja2.  Wekrzeug is the WSGI (Web Server Gateway Interface) utility library for Python, and 

Jinja2 is the “templating language” which manages the HTML files (which are stored in a 

‘/templates/’ folder, hence the name) and the information that can be exchanged between the 

HTML files and the python programs running on the server.  The Flask framework runs on 

top of an Apache server, which in turn runs on top of a Linux distribution – Ubuntu 14.04 

LTS.  For the relational database, a MySQL database was used.  Pymysql, a Python 3 utility, 

was used to enable data transfer between the Flask framework (Python programs of the 

DMPG) and the MySQL database.  Pymysql replaces its famous predecessor Flask-MySQL, 

which only supports Python 2, however, many dependencies from Flask-MySQL were used in 

the installation of Pymysql.  Figure 4.2.2.1 illustrates the overall architecture used by DMPG.  

This architecture is often abbreviated as ‘LAMP’, which stands for Linux, Apache, MySQL, 

and Python/PHP/Perl, which in our case is Python.  This architecture was chosen not only 

because it’s widely spread and easy to set up, but also because Flask is a minimalistic 

framework, and since this project is not concerned at all with the web architecture and server 

setup, this layout was selected.  Jinja2 is what renders the template pages, or HTML pages 
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along with variables from Flask or simply the Python files, while it is the web server that 

fetches the corresponding CSS and JavaScript files. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.2.2.1  Web Application Architecture Used for DMPG 

 

When a user chooses to generate a set of problems on the application’s website, the problems 

are rendered in a PDF file for elegant display.  The tool that was used to achieve this was 

WeazyPrint, which was made to work with Flask using the extension Flask_WeazyPrint. 

 

Now that the application architecture, the most negligible part of the project, has been 

covered, it’s time to move towards the setup of the actual DMPG program.  Figure 4.2.2.2 

illustrates what the actual directory of the DMPG looks like.  The Python files which 

constitute work together to constitute the program are in the root directory of the Flask 

application.  The static folder contains all static files such as cascading style sheet (CSS) files, 
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and JavaScript (JS) files for example.  On the other hand, the templates folder contains all of 

the application’s HTML files. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.2.2.2  Directory of the DMPG Flask Application 

 

The different Python files of the DMPG are mostly classes which are either used to 

encapsulate objects such as vocabulary and problem, or to process the list of problems being 

generated. 

 

An important decision was made during the implementation of the DMPG.  Tackling the 

syntax and the semantics of the generated language (the combinatorics problems in this case) 

had to be done from both the level of the CFG as well as the level of the database in order to 

reach solid results in the remaining timeframe.  This meant that not only words, but also short 

2-4 word phrases can be stored and loaded from the database and placed where appropriate 

where appropriate.  Figure 4.2.2.3 shows a sample CFG from the actual DMPG program 

itself.  Note how the CFG alone produces only a frame with many placeholders that need to be 

replaced by terms from the database.  Once the DMPG performs a top-down derivation on the 

CFG starting from a starting symbol, in this case ‘S’, the output is a frame.  The frame is then 

populated by the database, which already has the relationships between words defined 

explicitly, a lexical notion similar to what is in [6].  It is up to the DMPG program to make the 
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link between the CFG and the database, so that the final output problem makes sense both 

syntactically and semantically.  The code shown in Figure 4.2.2.3 is extracted directly from 

the DMPG, where the CFG is an object or a class, and ‘       ( )’ is a function that 

populates the CFG with more productions.  Therefore, the very first line of code in Figure 

4.2.2.3 is equivalent to ‘                            ’. 

Figure 4.2.2.3  Portion of the CFG Extracted Directly From the DMPG 

 

It should probably be noted that the function which performs the top-down derivation of the 

CFG is recursive; and during each recursion, for every nonterminal visited, the function will 

choose a right hand side at random.  A possible language generated by the DMPG’s sample 

CFG could very well be: ‘The noun1 has verbed gbadj cont”.  In this frame, the words 

‘noun1’, ‘verbed’, ‘gbadj’, and ‘cont’ are the obviously the placeholders which will need to be 

swapped out by terminology gathered from the database.  Assume that a certain vocabulary 

had been loaded into the DMPG for the population of this very exact problem.  This 

vocabulary consist of the words ‘boy’, ‘girl’, ‘player’, ‘played’, ‘displayed’, ‘extraordinary’, 

‘amazing’, ‘great’, ‘effort and talent’, and ‘mastery of skill’.  After the swapping out of the 

placeholders, a possible polished sentence may be ‘The boy has displayed amazing mastery of 

skill’ or ‘The player has displayed extraordinary effort and talent’.  How come the DMPG 

didn’t generate ‘The boy has played great mastery of skill’?  The answer is simple.  It is 

within the database, as shows previously, that the relationships and orders of certain 

sequences of words are to be explicitly defined.  In this case, the database can have a valid 

sequence of [                                               ] as a valid sequence, 

along with many other valid sequences in this case.  It is up to the DMPG to not only gather 

vocabulary from the database, but also the appropriate sequencing information for it to be able 

to generate problems with good semantics.  Figure 4.2.2.4 demonstrates how all the different 
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pieces of the DMPG puzzle fit together.  The CFG takes care of the syntax primarily, but does 

tackle some semantic points every now and then which can prove to be tedious to include 

within the database – for example, the words ‘the’, ‘has’, ‘had’, and ‘will’ in the example 

from Figure 4.2.2.3.  The database, on the other hand, is primarily given the task of ensuring 

good semantics, but sometimes it does so while resolving some semantic constructs every 

now and then.  This is seen primarily in the short phrases of ‘effort and talent’, and ‘mastery 

of skill’.  It would be a bit tedious making sure these two words fall into place exactly as 

shown through the CFG alone.  This maybe a simple example, but there exists many other 

examples which are more complex, and need the database to hold some phrases. 

 

 

Figure 4.2.2.4  How the Vocab/Dictionary, Program, and CFG all Fit 

 

4.2.3 THE GENERAL ALGORITHM 

The general algorithm for the CFG approach has been briefly and informally stated in the 

previous section.  However, there may be need to elaborate further on the steps taken to 

CFG 

Program 

Vocabulary 

The vocabulary is a dictionary of 

words from different topics.  

Every time a problem is being 

generated, the vocabulary object 

pulls out a set of words and 

phrases from the database to use 

for that problem. 

The DMPG program is what holds 

everything together.  The program 

is what gathers the frame, and the 

vocabulary, and makes the 

necessary links to build a polished 

problem. 

The CFG is the grammar which 

generates the frames (the 

problems with placeholders to be 

switched with words from the 

database). 
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achieve the results, which will be demonstrated in the next chapter.  Figure 4.2.3.1 shows the 

algorithm of the CFG approach written in Python pseudo-code.  The algorithm listed here is 

general and doesn’t get into the deepest details of implementation, but certainly gives an idea 

on how the DMPG works as a whole.  Do pay attention to the algorithm in Figure 4.2.3.1 

however, especially for the number of loops and the length of those loops, as the time and 

space complexity of the algorithm will be discussed shortly in the next section. 

 

Figure 4.2.3.1  Algorithm of the DMPG Using the CFG Approach 

 

4.3 ANALYSIS OF THE CFG APPROACH 

The CFG approach proved to be a powerful approach, and switching to it proved to be a very 

good decision.  In this section, the CFG approach will be analyzed in terms of capability and 

efficiency, time complexity, and space complexity 

 

4.3.1 CAPABILITY & EFFICIENCY 

The CFG approach has massive capability in terms of number of possible problems it could 

generate.  The CFG for the DMPG is very extensive, and in the previous section, in Figure 

4.2.2.3, a small portion of that CFG was shown.  To recall, this extracted, awfully simple CFG 

sample can generate phrases in the form ‘the boy has displayed amazing mastery of skill’.  As 

was mentioned before, the frame of this phrase is: ‘The noun1 has verbed gbadj cont’.  If this 

frame were to be matched up against a large set of vocabulary, the number of possible phrases 

Ask the user for the type(s) of problems to be generated: IDs 1-5; store as PType. 

Ask the user for the number of problems to be generated; store as x. 

Ask the user for the topic, to extract certain words from db; store as y. 

frameList = [ ] 

for index in intrange(1,x): 

 prob = initProblem(PType) 

 vocab = initVocab(y) 

 initCFG() 

 currentFrame = topDown() 

 frameList.append(currentFrame) 

finishedList = incorporate(prob, vocab, frameList) 

toPublishList = clean(finishedList) 

output toPublishList 

End. 
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that could be created from such a frame can easily be phenomenal.  For example, if there were 

50 different nouns from the database that could replace the word ‘noun1’, then there would be 

50 different possible phrases that could be generated.  Top down generation can result in the 

deriving function to select ‘A’ instead of ‘The’.  In the grammar alone, there are two ways to 

start a word.  So far, 100 (    ) different problems can be generated just with the variations 

in the first two words.  The calculation can continue, and it would be very easy to reach 

thousands of possible sentences that could be generated by the CFG approach.  This number is 

also heavily related to the number of terms gathered from the dictionary, the more the 

dictionary database is populated, the higher the number of possible combinations would be.  

Figure 4.3.1.1 explains this phenomena in clearer detail.  The shaded columns in the figure 

refer to the word choice coming from the grammar itself, whereas the while columns mean 

that their word choice comes from the dictionary database. 

 

DET NOUN1 2VERB GBADJ CONT 

the boy has displayed good mastery of skill 

a girl had displayed very good effort and talent 

 player will display amazing talent 

 man  extraordinary effort 

 woman  breathtaking unseen talent 

   wonderful legendary skill 

   great talent and skill 

 

Figure 4.3.1.1  Sample Vocabulary Loaded to Calculate Possibilities 

 

For this tiny example, assume that there are two choices for ‘DET’, five for ‘NOUN1’, and so 

on.  To find the number of different phrases that could be generated by DMPG,  , the 

following calculation must be done: 

  (∑   )(∑     )(∑     )(∑     )(∑    ) 

  ( )( )( )( )( )                        

This calculation was carried out for a tiny CFG, and a tiny subset of the dictionary.  Now 

imagine if the vocabulary chosen from the dictionary is very vast – as in the case of the actual 
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DMPG, and imagine that the CFG is extensive such that a problem has around 20 words on 

average.  The calculation for all valid combinations from the dictionary would then be: 

  (∑  )(∑  ) (∑  ) (∑   ) 

In a problem of length 20, however, it is safe to assume that about a quarter of the words come 

from the CFG itself and are inscribed within the starting production to ensure good syntax and 

semantics, meaning there isn’t going to be any word choice for these (words like ‘and’ when 

between two sentences), let’s call these       .  

        (∑(       ))
                   

 

The second fourth of the words in this kind of problem don’t have much of a word choice – as 

in the case of the ‘DET’ nonterminal in the previous example.  On average, these tend to have 

around 5 words to choose from, let’s call these        .   

         (∑(        ))
                        

 

The third quarter of the 20 words in the problem would come from the dictionary, and the 

word choice here is potentially unlimited.  It’s not so much the number of each type of word 

that should be considered, but rather the number of valid sequences between words, verbs, 

other phrases, and anything else that is to be pulled from the database.  There are 100 nouns 

on average per topic, 50 verbs, so every two nouns share a verb as their relation.  This means 

that so far there are 50 sequences on average per topic.  The number 50 here should be 

doubled because one can say ‘the boy studies a book’ and also say ‘the book is being studied 

by the boy’ (reversing the order of nouns).  This means that so far, there are 100 possible 

sequences per topic.  This number should then be multiplied by 3, for the present, the future, 

and past tense, resulting in 300 different sequences per topic.  Of course, we can keep 

multiplying as we get more complicated and account for compound verbs and such.  Any 

phrases that are to be pulled from the database can be neglected since they are usually just 

add-ons, and for these possibilities it’s safer to work with the worst-case scenario.  Let’s name 

these      . 

       (∑(      ))                    
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The third and last fourth quarter of the words of the problem can’t really make use of their 

word choice because the words chosen in the third third dictate what these words are going to 

be.  For example, if a sentence says ‘there are 10 candies and 10 bags’, the second sentence 

must reuse candies and bags as the words coming from the dictionary, for example: ‘how 

many candies can we put in a bag?’  Let’s call these         . 

          (∑(         ))                   

 

This leads the overall calculation to be somewhat similar to the following: 

         (       )(        )(      )(         ) 

         ( )(    )(   )( )                        

 

         reaches up to almost a million possibilities.  That means that on average, the CFG 

can produce up to around 900,000 different possible problems.  There is one issue with this 

calculation however, that it should be called the worst case, and not the average case, and here 

is why.  This calculation does not take into account the following: 

- The total number of topics, the calculation above only considers one topic. 

- An assumption is being made that the database is only to be populated with around 

100 nouns and around 50 verbs. 

- The calculation doesn’t take into account all forms of compound verbs (‘has been’, 

‘had been’, ‘would have had been’, ‘would have had’, ‘could have had’, and so on). 

- Any add-on phrases, adjectives, or unnecessary words have been completely left out 

from the calculation, which would easily raise the total number of possibilities to 

hundreds of millions. 

 

Overall however, the CFG approach does guarantee a sense of derivation randomness, along 

with the random selection of vocabulary sequences from the database.  This property enables 

the CFG to truly be of a much higher-caliber solution that has massive capabilities.  The 

efficiency of the DMPG algorithm is also very satisfying.  After many trials, it is safe to say 

that the DMPG can generate up to a thousand problems in less than a second.  For any sort of 

application, this speed is quite remarkable.  It is very rare to find a real world application 
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which would dismiss the DMPG for its speed and efficiency.  As a web application however, 

it does take an extra second to generate the PDF and display the problems properly on it for 

the user.  This step is post-generation however and can be neglected. 

 

4.3.2 TIME COMPLEXITY 

For the DMPG algorithm demonstrated in Figure 4.2.3.1, the overall time complexity would 

seem to have an upper bound worst-case of  (     ( )) because there always is only one 

loop at work at any given instance of runtime, with   being the total number of problems to be 

generated,   being the number of times the database is accessed in each iteration, and   being 

the number of rows in the accessed database table.  Because   is a number entered by the user, 

chances are low that it will ever surpass a couple hundred at most, for any real life application. 

 

Indeed, the worst-case time complexity of this algorithm would have been  ( ), if all of the 

words that get pulled from the database were to be terminals in the grammar itself.  In other 

words, if both syntax and semantics were completely represented in the CFG, therefore 

removing the need for accessing the database.  For tiny database tables, it may very well be 

possible to fetch a row in an upper bound time complexity of O(1) – which would ultimately 

keep the overall worst case time complexity of the DMPG algorithm at a  ( ), since often, 

small tables are indexed ahead of time.  However, the tables in the DMPG’s MySQL database 

can be very large.  For this reason, the query optimizer may choose to perform an index seek 

rather than an index scan, which is a binary search algorithm.  In other words, the index that is 

being looked for doesn’t necessarily have to be something that is accessible in one step.  

Sometimes, it takes some work for the query optimizer to fetch results and return rows.  A 

binary search has a worse case time complexity of  (    ( )), with   being the total number 

of rows in the accessed table. 

 

The             (        )  function in the DMPG algorithm accesses the MySQL database 

numerous times for every item in the list of problems that it takes as a parameter.  This means 

that this function alone reaches an upper bound time complexity of  (     ( )), and 

decides the overall time complexity of the program, which is still rather impressive for such 

an intensive computer program.  The             (  )  and           (  )  functions also 



 38 

access the database numerous times.  These functions also happen to be in a loop which 

iterates   times.  Therefore, the worst case time complexities for these functions are also 

 (     ( )).  Fortunately, the other functions in the algorithm all run in a worse case time 

complexity of  ( ).  

Therefore, the overall worst case time complexity for the algorithm is  (     ( )).  The 

best case time complexity is  (  ), if all access to the database was done on indexed tables. 

 

5 DEMONSTRATION & DISCUSSION OF THE RESULTS 

When the user wishes to generate problems, he/she is welcomed by the DMPG website, 

running on localhost, as Figure 5.1 shows. 

 

Figure 5.1 DMPG Welcome Page 

 

Upon scrolling down, the user is then faced with a form which he or she can fill out in order to 

generate the problems.  The user has to select certain options such as the type of the problem 

that they wish to have generated, the theme or topic of the problems, and of course the number 

of problems they would like to have generated.  This is illustrated in Figure 5.2.  This 

information is then posted to the server from the webpage form and sent to Flask, where the 

user input is then processed to load the correct vocabulary from the dictionary, to load the 
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right problem type, and of course to generate the exact number of problems that user wishes to 

generate.  It should also be noted that the user has the choice to generate problems of any 

type, and also has the choice to generate a file with problems of all problem types mixed if 

they wish to do so. 

 

Figure 5.2 User Input Form 

 

One the user fills out the form and clicks on generate, the website will then transfer their view 

over to what appears on Figure 5.3, letting them know that their problems have successfully 

been generated. 

 

 

 

 

 

 

 

 

 

Figure 5.3 Post-Generation Screen 
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Once the problems have successfully been generated and the user clicks on ‘View Problems’, 

the user will then be taken to a new webpage where a PDF file will load, elegantly displaying 

the generated combinatorics problems.  This display is shown in Figure 5.4. 

 

 

Figure 5.4 Final Set of Problems Displayed in a PDF 

 

At this point, the user has the option to either save, print, or download the PDF file onto their 

computer.  The problems shown in Figure 5.4, albeit being solid and of good quality 
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(syntactically more than semantically at this point), were themselves generated by a small 

versions of the CFG.  The CFG for the DMPG is still undergoing updates and renovations, 

both minor and major to increase the diversity of the problems in terms of structure and 

diversity.  It is also apparent from the problems generated in Figure 5.4 that the vocabulary 

chosen was vocabulary belonging to the topic of universities.  One can see the terms students, 

desks, textbooks, and classrooms.  Overall, however, the outcomes of the project so far are 

extremely promising, and will keep going through constant updates and upgrades. 

 

6 ROOM FOR IMPROVEMENT 

There definitely is a lot of room for improvement in the DMPG project.  The main source of 

improvement however is definitely the CFG.  The DMPG was designed in a way that isolates 

the CFG.  In other words, editing or changing the CFG doesn’t alter anything else on any 

other part of the program, only directly changes the resulting outputted problems. 

 

At the time of writing this report, the CFG undoubtedly still needs a lot of tweaking.  The 

types of problems it can generate are very limited because the CFG itself is very limited.  In 

fact, most of the CFG in its corresponding Python file is commented code, undergoing 

revision.  Yet, the results of what a relatively small number of CFG productions can yield is 

rather impressive. 

 

There may be other parts of the project which would need some improvement, such as the 

database.  The way the database explicitly defines the relationships between different words 

could be more efficient.  The database design is currently using bridge tables to compensate 

for many-to-many relationships between the words themselves.  The relationships are defined 

in bridge tables.  For now, this seems to be a powerful solution, and is a very good relational 

database design practice.  However, surely the database would benefit from a much more 

efficient design if that were the focus of this project. 

 

Improvements on other parts of the project are really negligible at this stage, since all we are 

concerned about are the CFG and the database, because these two are what directly address 

syntax and semantics of the natural language being generated.  The algorithm is also a vital 
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part of the DMPG since it holds everything together, and is what essentially incorporates the 

vocabulary to the grammar.  However, running at a stellar worst case time complexity of 

 (     ( )), it could be left alone for now. 

 

7 CONCLUSION 

Summarizing, with this tool and rather unconventional way of generating natural language 

that not only has good syntax but also makes sense semantically, the challenge of problem 

generation has been undertaken with great efficiency. 

 

To recap, the NP-complete problem of generating natural language randomly and still have it 

not only make sense, but also carry sense from previous generated sentences had to be shrunk 

down to a problem size that could be tackled.  To do so, the DMPG program proposed the use 

of a context free grammar which is mainly responsible for the syntax but does touch on 

semantics, and a relational database which holds all the vocabulary of a given topic in correct 

sequencing to ensure good semantics when the sequences are mapped onto a frame. 

 

The end results, although not a hundred percent complete as the DMPG is undergoing and 

will still be undergoing upgrades in the future – mainly to its CFG and MySQL database, are 

quite impressive.  That is, both the quality of the end result as well as the number of 

possibilities of problems to be generated thanks to the tools and layout designed for the 

undertaking of this challenge. 

 

With this ends the official Capstone project of generating problems for discrete mathematics, 

but it will nonetheless be worked on and upgraded until the number of possible generations is 

at a maximum, while all of the components of the system run as efficiently as possible to 

ensure very high quality problems, and a varied diversity in terms of topics of problems.  It 

was indeed a very difficult project, which required a lot of thought, design and innovation as 

well as much trial and error, as opposed to straightforward integration and implementation.  

Nevertheless, it proved to be a great research and development experience for a senior 

Computer Science student. 
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